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Welcome message

João Miguel Sanches
President of APRP – Associação Portuguesa de Reconhecimento de Padrões
Assistant Professor
Instituto Superior Técnico
jmrs@ist.utl.pt

Dear Colleagues and Students
It is with great pleasure we note the high number of submissions to this edition of RecPad, the main
national conference sponsored by the Portuguese Association of Pattern Recognition (APRP).
The main objective of this initiative, to bring together the largest possible number of researchers
working in this area, is so clearly fulfilled.
Besides the importance of this initiative to join the Portuguese community of pattern recognition, it is
also an important opportunity to mobilize the participation of our students in the Iberian conference
on pattern recognition, IbPRIA, jointly organized by the APRP and its Spanish counterpart, AERFAI.
This is the most important conference on pattern recognition at the Iberian Peninsula and it is very
important to promote the encounter of the national and Spanish groups, enabling partnerships and
collaborations with international projection. I strongly encourage you to submit your work to this
conference.
The two pages abstract format and light revision criteria adopted in the RecPad aims to facilitate
the participation of students and young researchers and put them in contact with the standard pro-
cedures adopted in international conferences. In this perspective it is very positive the participation
of senior researchers who can give valuable feedback to the students about their presentations and
work.
The edition of this year at Porto has everything it needs to be a success since it will be held at
the Casa da Música that features exceptional architectural and logistical conditions. Additionally,
the pattern recognition community in Porto is very strong which suggest a high quality conference
where are expected very interesting presentations.
I wish you all a good conference and a nice stay at Porto.
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Invited talk
Reality Mining for Real: Large-Scale Human Behavior and Smartphone Data

Daniel Gatica-Perez
Senior Researcher at Idiap Research Institute and EPFL
gatica@idiap.ch

The large-scale understanding of personal and social behavior from smartphone sensor data is an
emerging trend in computing. Smartphones can constantly sense human location, motion, proximity,
and communication, and represent one of the most accurate means of tracing human activities. All
this data, as never before, is being generated at massive scales.
I will present an overview of recent work in my research group in this domain, which is addressing
mobile sensing, data analysis, and applications. I will first describe our experience with the collection
of a rich corpus of real life data using smartphones as sensors, and discuss a few of the many
associated challenges - both human and technological. I will then present computational methods
that we have developed to discover a variety of patterns, including daily routines of individuals,
trends of phone application usage, social interaction types, and personality traits. I will finally discuss
about open issues in this domain.

Daniel Gatica-Perez is a senior researcher at Idiap Research Institute and the
Swiss Federal Institute of Technology in Lausanne (EPFL), Switzerland, where
he directs the Social Computing Group. His research integrates methods from
multimedia signal processing, machine learning, ubiquitous computing, and so-
cial sciences to develop computational models for human and social behavior
analysis from sensor data. His recent work has studied small groups at work in
multisensor spaces, populations of smartphone users in urban environments, and
on-line communities in social media. His work has been supported by the Swiss
and US governments, the European Union, and industry. Among several profes-

sional activities, he currently serves as Associate Editor of the IEEE Transactions on Multimedia,
Image and Vision Computing, and the Journal of Ambient Intelligence and Smart Environments.
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Program overview

Time Event Location
9.30 – 10.15 Registration Lobby

10.00 – 10.15 Opening Session Rehearsal Room 1
10.15 – 11.00 Poster Session 1 Rehearsal Room 1
10.45 – 11.15 Coffee Break South Foyer
11.15 – 12.00 Poster Session 2 Rehearsal Room 1
12.00 – 13.30 Lunch Break Eataly, Av. da Boavista
13.30 – 14.00 Guided Tour at Casa da Música Lobby
14.00 – 15.30 Invited Talk Rehearsal Room 1
15.30 – 15.45 Coffee Break South Foyer
15.45 – 16.30 Poster Session 3 Rehearsal Room 1
16.30 – 17.00 Best Paper Award and Closing Session Rehearsal Room 1
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Abstract

The segmentation of the left ventricle (LV) as proven itself a useful method-

ology to assess cardiac function and to visualize abnormalities. However,

manual segmentation of the LV is a tedious and time demanding task,

which means that an automated segmentation system can provide a pow-

erful tool to improve workflow in a clinical site. Echocardiography has

become the dominant cardiac imaging technique due to its lower cost

and portability, despite producing low-quality images, with speckle and

low contrast between areas of interest. As a result, the segmentation can

be misled due to the detection of features that do not belong to the LV

boundary. Some approaches address such issues by strongly relying on

the shape and appearance of anatomical structures, though these may fail

to reveal cardiac abnormalities. A new robust 3D segmentation system

is proposed consisting in a bottom-up data association approach inspired

in the Shape PDAF (S-PDAF) algorithm [10] that uses middle-level fea-

tures and a probabilistic model that assigns a confidence degree to those

features. Results show that the algorithm performs well and processes

a 250× 250× 150 voxel volume within an average of 10 seconds upon

initialization 1.

1 Introduction

The visualization of the human heart allows experts (cardiologists) to as-

sess cardiac function and detect anatomical abnormalities [12]. But the

manual segmentation of the LV presents two issues: it is a tedious and

time demanding task that can only be performed by a specialized clini-

cian and it is prone to poor repeatability. These issues can be solved with

the use of an automatic LV segmentation system, which has the potential

to improve the workflow in the clinical site and decrease the variability

between user segmentations.

The most successful LV segmentation systems are based on the fol-

lowing techniques: active contours [1, 8], deformable templates [11] and

supervised learning methods [2, 3, 5]. Although excellent results have

been achieved by active contours and deformable models, these meth-

ods are effective only to the extent of the prior knowledge about the LV

shape and appearance present in the method [5]. And although pattern

recognition methods have become more robust to imaging conditions by

automatically building an appearance model from training images, they

too also present a few challenges, such as the need for a large set of train-

ing images, lack of robustness to imaging conditions not present in the

training data and a complex search process [3]. Moreover, the acquisition

of such a large and rich training set is an expensive task, which has limited

a more extensive exploration of supervised models for the LV segmenta-

tion problem. Although many of the segmentation systems address the

three-dimensional segmentation problem by performing two-dimensional

segmentations in each slice, the performance of such algorithms is limited

due to increased data size and segmentation incoherency along the third

dimension [13].

Unlike other imaging techniques (e.g. CT, MRI), ultrasound offers

fast data acquisition rates [7]. Furthermore, due to its lower cost and

portability, echocardiography has become the dominant cardiac imag-

ing technique. But in ultrasound imaging, characteristic artifacts such as

speckle, edge dropout, low signal-to-noise ratio and low contrast between

areas of interest make the segmentation task difficult [2]. As a result, the

segmentation can be misled due to the detection of several features that

do not belong to the LV boundary.

1This work was supporte by FCT under contract PTDC/EEA-CRO/103462/2008 (project

HEARTRACK)

This paper proposes a robust 3D segmentation system consisting in

a bottom-up data association approach inspired in the Shape PDAF (S-

PDAF) algorithm [10] that uses middle-level features and a probabilistic

model that assigns a confidence degree to those features. The paper is

organized as follows: Section 2 describes the developed 3D segmentation

system; Section 3 shows an example of the algorithm applied to the seg-

mentation of the LV in echocardiographic images; and finally, Section 4

concludes the paper with some final remarks about the developed system

and future research areas.

2 Method

The developed segmentation system consists of a deformable surface model

that adapts to fit the LV within the echocardiographic volume. The sys-

tem considers middle-level features (patches) detected in the vicinity of

the surface model. Due to the low-quality of ultrasound images, the pres-

ence of outliers (undesired feature) is expected. Therefore, these patches

can be considered either as valid observations of the LV boundary or out-

liers. Since we do not know a priori which features are valid, all possible

interpretations (sequences of valid/invalid patches) are considered and a

probability is assigned to each interpretation. The interpretation with the

highest probability has a higher influence on the model’s adaptation. This

probability is determined using a probabilistic data association model, in-

spired in the S-PDAF. The segmentation system can be summarized by

the following scheme:

Figure 1: Diagram of the segmentation system developed.

The following subsections address each of the three components of

the segmentation system: 2.1 the surface model; 2.2 the feature extraction

methodology; and 2.3 the probabilistic data association model.

2.1 Surface Model

The segmentation surface and the adaptation process are determined by

the chosen deformable surface model. Due to its ease of implementa-

tion and adaptation mechanism, the adopted surface model is the sim-

plex mesh [4]. It consists of a meshed surface composed of vertices and

edges (connections between vertices). The structure three-dimensional

simplex mesh is characterized by the following: each vertex has exactly

three neighboring vertices (i.e. belongs to three edges that connects it to

three other vertices).

This particular structure allows the determination of a few important

geometrical quantities, such as the vector normal to the surface of the

model at a given vertex, as well as the determination of the curvature

of the surface in that vertex (see [4] for a thorough description). These

parameters are then used to help the adaptation of the model.

The adaptation of a vertex Pi is governed by following equation:

Pt+1
i = Pt

i +(1− γ)(Pt
i −Pt−1

i )+αiFint(t)+βiFext(t) (1)



where Fint(t) is the internal force, which is influenced by the position of

the vertex and its three neighbors and ensures a good vertex distribution

along the surface and its smoothness, Fext(t) is the external force, deter-

mined by the image and responsible for attracting the vertices towards the

detected features, and γ , α and β are constants.

The model is initialized as a sphere in the vicinity of the LV bound-

ary. However, to assure a good adaptation an previous step is required,

that consists in the manual segmentation of the LV in three-slices of the

volume (each in one of the three reference planes). This enables the con-

struction of a binary volume with the silhouette of the LV based on the

space carving algorithm [9].

2.2 Feature Extraction

The extraction of features is performed in the vicinity of the model. Each

vertex performs an individual feature search along a line normal to the

surface at that vertex [1].

The detected features are then grouped into patches (middle-level fea-

tures) based on a few set of rules that are essentially based on the assump-

tion that individual features that belong to the same boundary must be

close to each other. A given feature, yk, detected in the search performed

by vertex, Pi, is labeled as belonging to a patch, p, if: 1) another feature,

yl , detected by a neighbor of Pi, Pj , has already been labeled with p; 2)

the distance between yl and yk does not excel a labeling threshold; 3) no

other feature of Pi has yet been labeled with p; and 4) yk and yl have to

choose each other as the best match when pairing features of Pi and Pj .

2.3 Robust Model Estimation

The available interpretations are any combination of the detected patches

labeled as valid or invalid (binary labeling). For example, two detected

patches would result in the following interpretations: I1 = [0,0]; I2 =
[1,0]; I3 = [0,1] and I4 = [1,1]. There are 2P interpretations, where P is

the total number of existing patches. The probabilistic model used assigns

a confidence degree to each interpretations, Ik, based on the equation:

αk =
P(yk|Ik,P , θ̂)×P(Ik|P , θ̂)

β
(2)

where β = P(Y |P , θ̂) is a normalization constant that does not depend on

Ik, P(Y |Ik,P , θ̂) is the likelihood of the set of features Y and P(Ik|P , θ̂)
is the prior probability of the patches p that comprise the interpretation

Ik. The likelihood of a given set of patches is determined by their aver-

age distance to the surface model, which means that the model prefers

valid patches that are closer to the model. The probability of the patches

P(Ik|P , θ̂) is determined by the its size, which means that the model fa-

vors larger valid patches.

The interpretation with a higher value of αk determines the patches

that are used to calculate the external force, Fext , in Equation 1

3 Results

The proposed algorithm was tested with synthetic data and with real ul-

trasound volumes. First, a binary volume of data containing a cube and

corrupted by additive noise is considered. Fig. 2 shows the surface

model after initialization and after its adaptation to the cube. Fig. 3

(a) shows a slice from one of the echocardigraphic volume segmented

and Fig. 3 (b) shows the same slice and the correspondent cross sec-

tion of the deformable model obtained by the proposed method. A good

match of the LV boundary is observed. Several evaluation metrics were

used to validate the segmentation, including: the Hammoude distance [6]

d̄HMD = 0.17 ± 0.04; and the average distance d̄AV = 4.1 ± 0.8 to the

ground truth (manual segmentation performed by an expert).

4 Conclusion

The developed segmentation system performs well and efficiently (within

an average of 10 seconds). However, as in most deformable models, dif-

ferent initializations may lead to different results. Though this is an auto-

mated segmentation system, the initialization requires a manual segmen-

tation by the user. Therefore, coupling an automatic initialization system

could be used to prevent variations in the final segmentation and to turn

Figure 2: (a) Surface model after initialization and (b) after adpatation to

a cube from a synthetic volume.

(a) (b)

Figure 3: (a) Echocardiographic volume and (b) the correspondent seg-

mentation of the LV.

the algorithm developed into a fully automated segmentation system. Fur-

thermore, a combined approach with top-down systems could be used to

have better and faster results.
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Abstract

Vision is a very important sense, both for humans and robots,that is re-
sponsible for providing information about the surroundingworld. For a
humanoid robot, an efficient vision system should include a precise de-
scription of the objects of interest. This paper presents animplementation
of a vision system for a humanoid robot designed to perform incolor-
coded environments. From acquiring images, processing them and detect-
ing the objects of interest based on color classification, all the algorithms
have been tested on the NAO soccer playing humanoid robot. For this
robot the world is simplified to a number of colors that are meaningful
in the mentioned context. The vision system that we propose can per-
form in real time and it has proven its practical efficiency. Moreover, we
present an innovative algorithm for self-calibration of the most important
parameters of the camera, as well as two external applications developed
for debugging and color calibration. One of the most important features
of the vision system that we propose is its modularity, whichallows it to
be used on a wide range of robotic platforms, with a minimum number of
changes.

1 Introduction

Humanoid robotics is the branch of robotics that focuses on developing
robots that have an overall appearance similar to the human body and can
perform tasks that until now were strictly designated for humans.

Probably the most important sense for a humanoid robot is vision.
Just like in the case of humans, the main way for a robot to understand
the world with all the objects that are surrounding him is by means of
vision. The performance of a humanoid vision system is strongly influ-
enced not just by the hardware architecture of the robot but mostly by its
body movements.

In this paper we provide a concise description of a real-timemodu-
lar vision system based on color classification for a humanoid robot. We
start by presenting an overview about the system, outliningits modularity
which makes it intuitively easy for being exported to various humanoid
platforms. Then we propose an algorithm for self-calibration of the pa-
rameters of the camera based on the histogram of intensitiesof the ac-
quired images and a white area, known in advance. For the color segmen-
tation algorithm a lookup table and horizontal or vertical scan lines are
used. Finally, we present some validation approaches for a good recogni-
tion of the objects of interest by the robot.

The vision system that we present in this paper has been tested and
used with the NAO robot, currently used as the standard robotic platform
in the RoboCup Standard Platform League [2], [5]. In this environment,
the robots play soccer on a green field with white lines, with an orange
ball and they defend yellow and blue goals. Thus, the representation of
the surrounding world of such robot is slightly simplified with base on
color codes.

2 System overview

The architecture of the vision system that we propose can be divided into
three main parts: access to the device and image acquisition, calibration of
the camera parameters and object detection and classification. Moreover,
apart from these modules, two applications have also been developed for
calibrating the colors of interest (NaoCalib) and for debugging purposes
(NaoViewer). These two applications run on an external computer and

communicate with the robot by means of a TCP module of the typeclient-
server that we have developed. Figure 1 shows the proposed modular
architecture.

Figure 1: Block diagram of the proposed vision system.

The camera is accessed using V4L2 API, a kernel interface forana-
log radio and video capture and output drivers. The calibration module
is executed whenever the environment or the lighting conditions change,
having the purpose of setting the parameters of the camera sothat the
images acquired give the best possible representation of the surrounding
world. Details of the algorithm for self-calibration of thecamera are pre-
sented in Section 3.

For the detection process, with the use of a look-up table, and by
means of the OpenCV library, the raw buffer can be converted into an
8-bit grayscale image in which only the colors of interest are mapped us-
ing a one color to one bit relationship (orange, green, white, yellow, blue,
pink and blue sky, while gray stands for no color). The next step is the
search for the colors of interest in the grayscale image, which we call an
index image, using vertical or horizontal scan lines, followed by the for-
mation of blobs from pixels that have the same color. The blobs are then
marked as objects if they pass the validation criteria whichare constructed
based on different measurements of the blobs (bounding box,area, center
of mass of the blob). The color segmentation and object detections are
detailed in Section 4.

Having the possibility of running the vision module as a server, the
two applications that we have developed, NaoCalib and NaoViewer can
act as clients that can receive, display and manipulate the data coming
from the robot. Thus, NaoViewer is a graphical application that allows
the display both of the original image as well as the corresponding in-
dex image containing the validation marks for each object ofinterest that
was found. This application was essential in terms of understanding what
the robot “sees” since most humanoid robots have small processing capa-
bilities that do not support the use of any graphical interface that might
be used for the display and manipulation of images. NaoCalibis a very
helpful application that we developed for the calibration of the colors of
interest and it is presented in more details in Subsection 3.2.

3 Calibration of the vision system

The accuracy of the representation of the colors in an image captured by
the camera of the robot is related to the parameters of the camera such
as: brightness, saturation, gain, contrast or white balance. By controlling



these parameters relatively to the illumination of the environment we can
acquire images that accurately represent the surrounding world [4].

3.1 Self-calibration of the camera parameters

The algorithm uses the histogram of intensities of the acquired images
for calculating some statistic measurements of the images which are then
used for compensating the values of the gain and exposure by means of
a PI controller. Moreover, a white area, whose location in the image is
known in advance, is used for calibrating the white balance.The human
intervention is only needed for positioning a white object in the prede-
fined area. The algorithm only needs an average number of 20 frames to
converge and the processing time of each frame is approximately 300ms.

From the gray level histogram the Mean Sample Value (MSV) can

be computed based on the following formula:MSV =
Σ4

j=0( j+1)x j

Σ4
j=0x j

, where

x j is the sum of the gray values in regionj of the histogram. The MSV
represents a useful measure of the balance of the tonal distribution in the
image. . The histogram is divided into five regions. The left regions of
the histogram represent dark colors while the right regionsrepresent light
colors. An underexposed image will lean to the left while an overexposed
one will be leaning to the right. Ideally most of the image should appear
in the middle region of the histogram. Thus, the image is considered to
have the best quality when the MSV≈ 2.5. The values for the gain and
exposure are compensated with the help of the PI controller until the value
of the MSV for the images acquired is≈ 2.5.

For the calibration of the white balance, the algorithm thatwe are
proposing assumes that the white area should appear white inthe acquired
image. In the YUV color space, this means that the average value of U
and V should be close to 127 when both components are coded with 8
bits. If the white-balance is not correctly configured, these values are
different from 127 and the image does not have the correct colors. The
white-balance parameter is composed by two values, blue chroma and red
chroma, directly related to the values of U and V.

3.2 Calibration of the colors of interest

Along with the calibration of the parameters of the camera, acalibra-
tion of the color range associated to each color class has to be performed
whenever the environment or the illumination conditions change.

NaoCalib is an application used for the manual calibration of the col-
ors of interest and it allows the creation of a configuration file that contains
the Hue, Saturation and Value minimum and maximum values of the col-
ors of interest [1]. The configuration file is a binary file thatapart from
the H, S and V maximum and minimum value also contains the current
values of the parameters of the camera. It is then exported tothe robot
and loaded when the vision module starts.

4 Object detection

This section presents our approach for the detection and validation of the
objects of interest, based on color segmentation followed by blob forma-
tion and measurements computations for the validation of the blobs.

The results obtained both in terms of processing times and accuracy
percentages prove the reliability of our system. The visionsystem that
we propose can be used in real time, with the camera working at30fps
since the total processing time spent by the image processing algorithms
is 28ms. This processing time was obtained using the hardware archi-
tecture of the NAO robot, which is based on a single-core 500MhZ CPU
and 256 RAM. Out of this, the most time-consuming task is the one of
converting the YUV image to an index one. Moreover, the percentage
of accurate detections of all the objects of interest when having a static
robot is of 99% and 33% when the robot is performing some kind of lo-
comotion. Because of the locomotion of the robot and the reduced field
of view, when moving, the objects of interest might not appear in the im-
ages captured by the camera, thus explaining the reduced number of valid
detections of the objects of interest in this type of scenarios.

4.1 Look-up table and the image of labels

Color classes are defined with the use of a look-up table (LUT)for fast
color classification. A LUT represents a data structure, in this case an

array used for replacing a runtime computation with a basic array indexing
operation. This approach has been chosen in order to save significant
processing time. The image acquired in the YUV format is converted to
an index image (image of labels) using an appropriate LUT.

The table consists of 16,777,216 entries (224, 8 bits for Y, 8 bits for U
and 8 bits for V). Each bit expresses whether one of the colorsof interest
(white, green, blue, yellow, orange, red, blue sky, gray - nocolor) is within
the corresponding class or not. A given color can be assignedto multiple
classes at the same time. For classifying a pixel, first the value of the
color of the pixel is read and then used as an index into the table. The
8-bit value read from the table is called the "color mask" of the pixel.

4.2 Color segmentation and blob formation

Having the colors of interest labeled, scan lines are used for detecting
transitions between colors [3]. For the detection of goals and field lines
vertical search lines are used, while for the detection of the ball both verti-
cal and horizontal scan lines can be used. Both for vertical and horizontal
scan lines, it is possible to configure the number of scan lines to be used
in order to reduce the processing time. Both types of scan lines start in
the upper left corner of the image and go along the width and the height,
respectively, of the image. For each scan line, the run length information
of each color of interest is saved and further used for blob formation. The
scan lines are then validated and can be further used for the blob forma-
tion.

Blobs of certain colors of interest are formed based on the run-length
information of parallel scan lines. Having the blobs formed, several val-
idation criteria are applied in the case of the orange ball and of the blue
or yellow goals, respectively. In order to be considered a yellow goal, a
yellow blob has to have the size larger than a predefined number of pixels.
In the situation in which the robot sees both posts of the goals, the middle
point of the distance between the two posts is marked as the point of in-
terest for the robot. In the case when just one of the posts is seen, its mass
center is marked. For the validation of the ball, the areas ofthe orange
blobs are calculated and the blob validated as being the ballwill be the
one that has the area over a predefined minimum value and is closest to
the robot.

5 Conclusions and Future Work

This paper presents a real-time reliable vision system for ahumanoid
robot. From calibrating the parameters of the camera, to color classifi-
cation and object detection the results presented prove theefficiency of
our vision system. The main advantages of our approach is itsmodular-
ity, which allows it to be used with a large number of different humanoid
robots and the real-time capabilities allow us to use the camera at 30fps
even with a low processor as the one used in the NAO robot.

Future developments of our work include more validation criteria for
the ball detection based on circular histograms and classifiers training
which are more generic and are not color dependent.
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Abstract

This paper presents the developed work on a robotic platform for elderly
care integrated in the Living Usability Lab for Next Generation Networks
project. The project aims at developing technologies and services tailored
to enable the active aging and independent living of the elderly popula-
tion. The proposed robotic platform is based on the CAMBADA robotic
soccer platform, with the necessary modifications, both at hardware and
software levels, while simultaneously applying the experiences achieved
in the robotic soccer environment. Recent developments involve the ap-
plication of a Kinect depth camera for indoor localization and navigation,
the adaptation of a map-matching localization algorithm, usually applied
in robotic soccer, to indoor environments and the application of the D*
Lite path-planning algorithm to achieve efficient and safe navigation.

1 Introduction

Current societies in developed countries face a serious problem of aged
population. The growing number of people with reduced health and ca-
pabilities, allied with the fact that elders are reluctant to leave their own
homes to move to nursing homes, requires innovative solutions since con-
tinuous home care can be very expensive and dedicated 24/7 care can only
be accomplished by more than one care-giver.

Technology directed to this section of the population can play a major
role in improving their quality of life, enabling and fostering active aging
without leaving their homes. In particular, information and communica-
tions technology can provide a variety of services to the elder population.

In the context of this scenario the introduction of a mobile robotic
platform could be an asset, for instance by providing images from spots
that are occluded from the house cameras, as well as helping to reduce
the feeling of loneliness that often affects the elderly, when endowed by
means of human interaction.

The remainder of this paper is structured as follows. Section 2 presents
the robotic assistant. Section 3 presents the methods applied to extract
useful information from the Kinect depth image. The used localization
algorithm is discussed in Section 4. The applied methods for obstacle
avoidance and path-finding are detailed in Section 5. The experimen-
tal results demonstrating the robustness of the approach are presented in
Section 6. Section 7 draws the conclusions of the work described in this
paper.

2 System Architecture

The used robotic platform is based on the Cooperative Autonomous Mo-
bile roBots with Advanced Distributed Architecture (CAMBADA) robotic
soccer platform. The robot has a conical base with radius of 24 cm and
height of 80 cm. The physical structure is built on a modular approach
with three main modules or layers.

The top layer has the robot vision system. Currently the robot uses a
single Microsoft Kinect camera placed on top of the robot pointing for-
wards. This is the main sensor of the robot. The retrieved information is
used for localization and path-planning to predefined goals.

The middle layer houses the processing unit, currently a 13” laptop,
which collects data from the sensors and computes the commands to the
actuators. The laptop executes the vision software along with all high

level and decision software and can be seen as the brain of the robot.
Beneath the middle layer, a network of micro-controllers is placed to con-
trol the low-level sensing/actuation system, or the nervous system of the
robot.

Finally, the lowest layer is composed of the robot motion system. The
robot moves with the aid of a set of three omni-wheels, disposed at the
periphery of the robot at angles that differ 120 degrees from each other,
powered by three 24V/150W Maxon motors (Figure 1). With this wheel
configuration, the robot is capable of holonomic motion, being able to
move in a given direction independently of its orientation.

a) b)
Figure 1: CAMBADA hardware system: a) The robot platform. b) De-
tailed view of the motion system.

3 Visual Perception

The vision subsystem of this robot is constituted by a single depth sen-
sor, the Kinect, fixed at the top of the robot. It is accessed through the
freenect [3] library, and provides a depth and color view of the world.
With the depth information, we have a 3D metric model of the environ-
ment. Using this model, we then extract relevant environment features
for the purpose of localization and navigation, namely the walls and the
obstacles. Finally the extracted features are projected onto a 2D plane
at the ground level, reducing the information required in the following
processing steps.

Both wall and obstacle detection is done using only the depth image,
which has 640×480 pixels. The image is subsampled by a factor of 5 in
both dimensions, leaving us with a 128×96 image, which has proven to
contain sufficient information for wall and obstacle detection.

4 Indoor Localization

For indoor localization, we successfully adapted the localization algo-
rithm used by the CAMBADA team to estimate a robot position in a
robotic soccer field. The algorithm was initially proposed by the Mid-
dle Size League (MSL) team Brainstormers Tribots [2].

The Tribots algorithm [2] constructs a FieldLUT from the soccer
field. A FieldLUT is a grid-like data structure where the value of each cell
is the distance to the closest field line. The gradient of the FieldLUT val-
ues represents the direction to the closest field line. The robot detects the
relative position of the field line points through vision and tries to match
the seen points with the soccer field map, represented by the FieldLUT.
Given a trial position, based on the previous estimate and odometry, the
robot calculates the matching error and its gradient and improves the trial
position by performing an error minimization method based on gradient
descent and the RPROP algorithm [4]. After this optimization process the



robot pose is integrated with the odometry data in a Kalman Filter for a
refined estimation of the robot pose.

The described method does not solve the initial localization problem.
This is solved by applying the visual optimization process on different
trial positions evenly spaced over the known map. To reduce the search
space of the initial localization, the initial heading of the robot is given by
a digital compass.

5 Goal Directed Navigation

The robotic agent receives a sequence of goal points to go to in a pa-
trolling manner. As it arrives the goal point it decomposes its path to the
next goal point in intermediate goal points. The robot navigates between
intermediate goal points in a straight line.

The considered metric map is a discrete two-dimensional occupancy
grid. Each cell-grid (x,y) has an associated value that yields the believed
occupancy. The navigation plan is calculated by a path-finding algorithm
supported by the probabilistic occupancy map of the environment. Be-
cause of the dynamic nature of the environment the robotic agent uses
D* Lite [1], an incremental path-finding algorithm that avoids full re-
planning in face of changes in the environment. This methodology en-
ables obstacle avoidance solely based on incremental path planning (Fig-
ure 2).

a) b)
Figure 2: Incremental path planning: a) Path planned to achieve the goal
point. b) A new obstacle appeared in the path of the robot resulting in a
re-planned path adjusted to the changes of the environment.

6 Results

Using the described work our robot is able to navigate in indoor envi-
ronments. We tested our algorithms in a 15m× 20m office environment,
consisting in two rooms connected by a long corridor (Figure 4).

The algorithms described in Section 3 process the images captured
by the Kinect depth camera and extract the visible walls and obstacles.
Using solely depth information the robotic agent is able to detect walls
without having to perform color calibration or without being susceptible
to natural lighting conditions (Figure 3).

a) b)
Figure 3: Kinect vision system: a) The image captured the Kinect depth
camera. b) The 2D vision of the extracted information of the depth cam-
era, the blue points are walls and the red points are obstacles. The robot
is placed in the bottom center of the image.

The robot is able to localize itself in the environment using solely
information about the walls coming from a single Kinect depth camera,
even in long rooms or corridors, where the seen walls are considerably
distant, largely affecting the Kinect measurements with noise.

With the capability to localize itself in the environment, we are able to
provide the robot with goals. A predefined goal is a (x,y) pair representing
a target position. Using obstacles detected by the Kinect depth camera,
we build a probabilistic occupancy grid, over which a path is planned
from the robot current position to the desired goal. Using this approach
the robot is able to successfully navigate to the predefined goals avoiding
obstacles in its way(Figure 4).

Initial

Final

Figure 4: Robot path between two previously predefined goals. Initially
the robot wanders along the wall until it discovers a clear path to the target
point. The robot begins its movement near 12.1,12.7.

Table 1 sumarizes the average time spent by the various stages of
computation, on an Intel R© CoreTM i3 CPU @ 2.40GHz with 2GB of
memory.

Stage Time (ms)
Perception 3
Mapping 1
Localization 2
Path Generation 1

Table 1: Computation times

7 Conclusion and Future Work

This paper presented the developed work towards a robotic platform for
elderly care. The development of the robot is part of the Living Usabil-
ity Lab for Next Generation Networks project. The paper discusses an
approach to enable a real robot to localize and navigate in an indoor en-
vironment using a single Kinect camera. Our approach is based on an
a-priori provided map consisting on the walls of the environment. While
the robot is able to successfully navigate in static scenes the presence of
dynamic obstacles such as people can occlude walls. Future work will
consider improvements to the wall detection method to filter false wall
points.

While the used error minimization method is able to localize the
robot, it fails to provide an accurate initial position in the presence of
environments with ambiguous topology. The application of Monte-Carlo
Localization with the ability to represent multi-modal probability distri-
butions should be able to address this shortcoming efficiently.
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Abstract 
The ODAC system [1] is designed to perform online clustering on the 
variable domain, continuously maintaining a tree-like hierarchy of 
clusters that evolves with data using a top-down strategy. For some 
types of data the clustering results are not as expected. This is due to the 
assignment criteria used when splitting a leaf in two. To solve this 

problem, two solutions were presented at the time. The first one is based 
on a semi-fuzzy approach to the assignment of variables [2] and the 
second one is based on a robust division [3] where variables that do not 
satisfy the confidence level are assign to a third cluster. In this work we 
propose and illustrate a new assignment criterion. 

1 Introduction 

A detailed explanation on how the ODAC system works is presented in 
[1]. The goal is to have a system that continuously returns a partition of 

clusters without having to predetermine the number of clusters. Each 
leaf is considered a cluster that holds variables that are similar in some 
way, depending on an incremental dissimilarity measure. In this case, 
the Rooted Normalized One-Minus-Correlation is used as dissimilarity 
measure. The system uses splitting and merging operators. The splitting 
operator is based on the diameter of the cluster; splitting decision is 

made with statistical confidence given by the Hoeffding Bound [4]. The 
system also has a merging operator that handles changes in the data 
streams known as concept drifts. The memory and time usage decrease 
as the cluster tree grows. This system is designed to process thousands 
of high-rate data streams. The system splits a cluster into two leaves and 
then uses an assigning criterion. Let x1 and y1 be the pivots (variables 

that define cluster diameter) in a cluster ck. Each pivot, x1 and y1, goes to 
a different cluster, cx and cy, respectively. Then, for each of the 
remaining variables in the cluster ck, the system evaluates if it is closer 
to pivot x1 or pivot y1. If it is closer to pivot x1, the variable goes to 
cluster cx, otherwise, it goes to cluster cy. 

However, this method may not always perform correctly. For 
example, if the system has a cluster like the one in Figure 1 and is about 
to split it, the system in [1] separates variables a1, a2 and a3 that are 

highly correlated. This is because a3 is closer to p2 and the remaining 2 
variables are closer to p1. 

 

Figure 1: Example of a splitting situation in which the splitting criterion 
does not improve the quality of the results. Variables p1 and p2 are the 
pivots; a1, a2 and a3 are the remaining variables. 

2 Proposed Assignment Criterion 

We present a new assignment criterion to deal with the splitting problem 
described and to improve the quality of the clustering results. 

Let ck be a cluster of n variables that is about to be split. The system 
creates two clusters, cx and cy, in which each of the pivots x1 and y1 of 
cluster ck goes to a new cluster. After that, the system creates a 
temporary cluster ct with the remaining variables not yet assigned.  

The system then identifies the pivots in the temporary cluster and 

assigns these pivots to clusters cx and cy. This assignment is done by 
searching for the closest variable to the pivot in clusters cx and cy and 
assigning the pivot to the cluster to which the closest variable belongs. 
Note that the search for the variable that is closest to the second pivot 
already considers the assignment of the first pivot to either cx or cy. This 
means that the two pivots of the temporary cluster will be assigned to 
the same cluster cx or cy if they are close to each other. 

The system updates the temporary cluster ct with the remaining 

variables. It finds the temporary pivots again and assigns them using the 
same approach until there are no variables left in the temporary cluster. 
If there is only one variable left, the system considers that variable as a 
single pivot and uses the same approach. 

3 Illustrative example 

The aim of this example is to illustrate the proposed approach and its 
impact on cluster result quality. 

On this experiment, the δ parameter of the Hoeffding bound is set to 
0.95 and the τ parameter is set to 0.02. This is similar to what is done in 
[1] for the experimental evaluation. In the ODAC system a leaf with 2 

variables can't be separated. Our solution is the following: if a leaf has a 
diameter bigger than 0.400 we consider that the two variables are 
separated and form two different clusters. Also, in the ODAC system, a 
leaf that has variables that have approximate distances between them 
can’t be separated. Our solution is the following: if the diameter is 
bigger than 0.400 and the cluster satisfies the condition of Equation 1, 

we consider that all the variables are separated from each other, each of 
them forming a cluster. 

100.0012 ≥−− ddd ,                                      (1) 

1d is the diameter of the cluster, 0d  is the minimum distance between 

variables and d  is the average distance. 

3.1   Clustering Validation Measure: The Dunn Index 

The measure we use to validate the results is the Dunn Index [5] 

presented in the R package clValid [6]. Let C be a partition of clusters, n 
the total number of variables, i (1≤ i ≤ n) a variable, j (1≤ j ≤ n) a 
different variable (i ≠ j), Ck (Ck ∈ C) a cluster and Cl (Cl ∈ C) a 
different cluster (k ≠ l). The Dunn Index is define as 

CCmCdiam

jidistCCC
CDunn

m

lk

∈

∈
=

)(max

)),((min,min
)( ,                           (2) 

where ),( jidist  is the distance between variables i  and j  and the 
max diam( mC ) is the maximum distance between variables in cluster 
Cm (Cm ∈C). So, the Dunn Index will have value between 0 and ∞. 
Higher indices mean better clustering. We use the Dunn Index as an 
internal evaluation metric to identify dense and well-separated clusters. 

3.2   Simple experiment and results 

Eight variables (fl, f2, f3, f4, gl, g2, g3  and g4) were generated with 1000  
observations each. Each observation corresponds to a given time t.  fl, f2, 

f3 and f4  were generated using the function tttf αcos)( += , where tα  
is a noisy value taken randomly, at a give time t, from a Gaussian 
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distribution with mean µ=100  and deviation σ=25 . These three 
variables should be highly correlated. gl, g2, g3  and g4, were generated 
with Gaussian distributions with mean µ=100  and σ=1 , where each 
observation corresponds to random value taken from the respective 
Gaussian distribution. These 4 variables should be weakly correlated. By 

using the software in [6], an evaluation of which number of clusters has 
the best results was made and is presented in Table 1. The dissimilarity 
matrix of the 8 variables, after 1000 observations, is shown in Table 2. 

 

Number of 

Clusters 

3 4 5 6 

Dunn Index 0.9942 1.0057 160378.8578 0.9868 

 

Table 1: Quality results vs. Number of clusters. The best result is for 5 
clusters. 

 
1f  2f  3f  4f  1g  2g  3g  4g  

1f  0 0.00169 0.00174 0.00173 0.705 0.716 0.719 0.705 

2f  0.00169 0 0.00175 0.00170 0.705 0.716 0.719 0.705 

3f  0.0174 0.00175 0 0.00170 0.705 0.716 0.719 0.705 

4f  0.00173 0.00170 0.00170 0 0.705 0.716 0.719 0.705 

1g  0.705 0.705 0.705 0.705 0 0.715 0.733 0.703 

2g  0.619 0.716 0.716 0.716 0.715 0 0.735 0.715 

3g  0.719 0.719 0.719 0.719 0.733 0.735 0 0.701 

4g  0.705 0.705 0.705 0.705 0.703 0.715 0.701 0 

Table 2: Dissimilarity Matrix 

The variables were fed to the current and the previous systems with 
10 observations each time. After 1000 observations, the results are 
presented in Figure 2. As you can see, the previous system separated 
variables fl, f2, f3 and f4 that are highly correlated. 

 

 

 

 

 

Figure 2: Results from the previous (a) and current (b) systems. 

3.3   Another simple experiment and results 

Another eight variables (fl, f2, f3, f4, gl, g2, g3 and g4) were generated with 
10000 observations each. Each observation corresponds to a given time 
t. fl, was generated using the function ttf α=)(1 , where tα  is a noisy 
value taken randomly, at a give time t, from a Gaussian distribution with 

mean µ=100 and deviation σ=25. f2, f3 and f4 were generated using the 
function ttftif α+= )(1)( . Because f2, f3 and f4 depend on fl , the 4 
variables should be highly correlated. gl, g2, g3  and g4 were generated 
with Gaussian distributions with mean µ=100  and σ=25 , where each 
observation corresponds to a random value taken from the respective 
Gaussian distribution. These 4 variables should be weakly correlated to 

any variables. By using the software in [6], an evaluation of which 
number of clusters has the best results was made and is presented in 
Table 3. The dissimilarity matrix of the 8 variables, after 10000 
observations, is presented in Table 4. 

 

Number of 

Clusters 

3 4 5 6 

Dunn Index 1.0025 1.0019 1.9313 0.6000 

 

Table 3: Quality results vs. Number of clusters. The best result is for 5 
clusters. 

The variables were fed to the current and the previous systems with 
10 observations each time. After 10000 observations, the results are 

shown in Figure 3. As you can see, the previous system separated 
variables f3 and f4 from variables fl and f2. 

 

 
1f  2f  3f  4f  1g  2g  3g  4g  

1f  0 0.382 0.383 0.384 0.707 0.709 0.705 0.708 

2f  0.382 0 0.496 0.496 0.704 0.709 0.709 0.711 

3f  0.383 0.496 0 0.505 0.706 0.711 0.706 0.710 

4f  0.384 0.496 0.505 0 0.708 0.704 0.704 0.708 

1g  0.707 0.704 0.706 0.708 0 0.702 0.713 0.704 

2g  0.709 0.709 0.711 0.704 0.702 0 0.707 0.707 

3g  0.705 0.709 0.706 0.704 0.713 0.707 0 0.703 

4g  0.708 0.711 0.710 0.708 0.704 0.707 0.703 0 

Table 4: Dissimilarity Matrix 

 

 

 

 

 

Figure 3: Results from the previous (a) and current (b) systems. 

4 Conclusion 

In the previous ODAC system [1], the assigning criteria had a problem 
concerning some types of data. The new assignment criteria proposed in 

this work aims to improve the quality of the results of the ODAC system 
for particular types of data, avoiding situations where highly correlated 
time series data streams are split and sent to different clusters. Two 
experiments illustrate this case. A weak side of this assigning criterion, 
comparing with the previous one, is the amount of time spent when 
updating the pivots of the temporary cluster. Still, as the tree grows, the 

number of updates decreases so it's not that different from one of the 
main paradigms of the system - the memory and time usage decreases as 
the tree grows. 
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a) Final partition of clusters resulted from the previous 
system. The total number of clusters is 7. 
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b) Final partition of clusters resulted from the current system. 
The total number of clusters is 5. 
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a. Final partition of clusters resulted from the previous 
system. The total number of clusters is 6. 
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b. Final partition of clusters resulted from the current system. 
The total number of clusters is 5. 
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Abstract

Multivariate finite mixture models with food groups as feature variables

have been applied to the identification of dietary patterns. Choices that

have to be made concern the covariates to be used, the treatment of zero-

inflated food group distributions, and the parameterizations of the com-

ponents variance-covariance matrices. The number of model parameters

may be problematic for small samples.

We present a simplified version of this general approach that greatly

reduces the number of choices and the number of model parameters. We

illustrate this approach with an analysis of data from a portuguese food-

frequency questionnaire. For small samples, the uncertainty associated

with the classification of each subject is shown to be smaller than in the

general model.

1 Introduction

Recent studies [1, 5, 6] suggested the use of finite mixture models for the

identification of eating habits, opposed to the traditional factor or princi-

pal component analysis, or combinatorial algorithms of cluster analysis

[7]. In these mixture models, data are viewed as coming from a mixture

of probability densities, each representing a different cluster, and, if nec-

essary, both the mixing proportions and the probability densities can be

conditioned on covariates of interest.

Mixture modelling brings several advantages over the previous ap-

proaches: it allows problems such as the choice of the number of clusters

and of the clustering method to be recast as statistical model choice prob-

lems; it produces posterior cluster membership probabilities for each sub-

ject, given individual food intakes and any other relevant variables, there-

fore providing measures of uncertainty of the associated classification; it

allows for food consumption covariates adjustment simultaneously with

the fitting process; it allows for pattern prevalence to depend on a set of

(concomitant) variables, therefore avoiding biases in the procedure given

by a finite mixture model followed by a multinomial regression analysis

relating classes to covariates; if different food group variances are permit-

ted, it becomes scale invariant and thus makes variable standardization

redundant; it allows for correlated measurement errors between some or

all food groups, by suitable parameterizations of the covariance matrix.

The general mixture model may be impractical in small to moder-

ately sized samples due to the high number of estimated parameters that

it requires.

In this paper, we address the question of dietary patterns identifica-

tion from multivariate dietary data from a food-frequency questionnaire

through finite mixture models. We present a restricted multivariate mix-

ture model approach that greatly reduces the number of parameters of the

general mixture model and show that it has a good performance in the

associated classification, particularly when applied to small samples.

2 The model

We describe the usual multivariate mixture model and then our simplified

version. For a specified number K of components, the general multivariate

mixture model, also denoted by regression mixture model, is [3, 4],

h(yi|wi,xi,ψ) =
K

∑
k=1

πk(wi,α) fk(yi|xi,θk) (1)

with, for all wi,

K

∑
k=1

πk(wi,α) = 1 and πk(wi,α)> 0, k = 1, . . . ,K. (2)

Here h is the total population probability density,

yi = (yi1, . . . ,yiJ) (3)

is a vector of J (categorical or continuous) observations for subject i,

ψ = (αt ,θ t
1, . . . ,θ

t
K)

t is the set of model parameters that are to be esti-

mated, π1, . . . ,πK are the component weights (also called mixing propor-

tions), f1, . . . , fK are the component densities, w is a vector of variables

influencing the weights, called concomitant variables, and x is a vector of

covariates describing the input variables y. The variables in x and w are

allowed to be shared.

We can think of (1) as the composition of two models: the concomi-

tant variable model and the component specific model.

The concomitant variable model refers to the prediction of compo-

nent membership and is assumed to be a multinomial logit model with

parameters α , i.e., for k ∈ {1,2, . . . ,K},

πk(w,α) =
e(1,w

t )αk

∑
K
k=1 e(1,w

t )αk
(4)

with α = (αt
1,α

t
2, . . . ,α

t
K)

t and α1 ≡ 0.

The component specific model concerns the components fk( · | · ,θk),
with component specific parameters θk, k = 1,2, . . . ,K. Within cluster k,

the probability density of each yi j is assumed to come from the exponen-

tial family (for our purposes, Gaussian and Binomial distributions) and

a generalized linear model is formulated. The corresponding parameters

are θk =
(

(

β jk

)

j=1,...,J
,Σk

)

, where β jk are the k regression parameters

for variable j, and Σk is the variance-covariance matrix of yi|k.

The purpose of the analysis is to estimate the model parameters ψ =
(αt ,θ t)t , where θ = (θ t

1,θ
t
2, . . . ,θ

t
K)

t .

Given an estimate of ψ , the definition of the clusters associated with

the mixture components is based on maximum posterior probabilities.

Specifically, observation (yi,wi,xi) from subject i is assigned to cluster k

if

P(k|yi,wi,xi) = max
ℓ=1,...,K

P(ℓ|yi,wi,xi). (5)

We now introduce our simplified model, which consists of a multivariate

mixture model in which many of the parameters are restricted to being

equal. To be specific, the model assumes that: except for the intercepts,

the regression coefficients β jk from the generalized linear model are the

same for all input variables (food groups); Σk = σ2
k Id, i.e., within each

cluster, the food groups are conditionally independent and have the same

variance. It follows that the number of parameters to be estimated is much

smaller than in the usual multivariate model.

Equivalently, this model can be described using a univariate response.

More precisely, the matrix of the response observations,











y11 y12 . . . y1J

y21 y22 . . . y2J

...
...

...

yn1 yn2 . . . ynJ











is recast into a vector of n× J values,

Y = (y11,y12, . . . ,y1J ,y21,y22, . . . ,y2J , . . . ,yn1,yn2, . . . ,ynJ)
t . (6)



The independent variables data matrix is, accordingly,









































x11 x12 . . . x1p 1

x11 x12 . . . x1p 2

...
...

x11 x12 . . . x1p J

x21 x22 . . . x2p 1

x21 x22 . . . x2p 2

...

x21 x22 . . . x2p J

...

xn1 xn2 . . . xnp J









































where p is the number of explanatory variables, and the last column is

a J-level factor indicating the food group from which the consumption

value in Y is coming from.

The model now follows the general structure of a finite mixture of re-

gressions model, for the case of a univariate response, with the exception

that, at the end, data are grouped by individual. That is, given that the

first J values of (6) come from the first individual, the next J values come

from the second individual, and so on, we have to make sure that all the J

values corresponding to an individual are in the same cluster.

The component specific models follow a univariate normal distribu-

tion whose mean is linearly dependent on the p+1 explanatory variables

given above, and whose variance is therefore a single scalar.

3 Application

3.1 The data

The data consisted of 922 men and 1488 women and was obtained from

the EPIPorto study - a cohort of non-institutionalized adults from Porto,

Portugal, and it comprises the consumption (in grams) of 14 food groups

(Red Meat, Fish, Vegetables, ...). For the application of the general mul-

tivariate model only, some of these 14 variables were dichotomized into

consumption/non-consumption due to a high percentage of zero consump-

tion and therefore estimation difficulties. This procedure was not neces-

sary for our simplified model since its "univariate" formulation stretchs

any (individual) food group zero inflation distribution that might occur.

Dietary patterns identification was done separately for men and wo-

men, due to significant differences in food group distributions among sex

(p-value< 0.001).

Graphical analyses suggested to consider age (categorized into 3 cat-

egories) and total energy intake simultaneously as explanatory and con-

comitant variables.

All statistical analyses were carried out with the package flexmix [3]

from the free software R, version 2.7.1, [8]. Significance level was fixed

at 0.05.

3.2 Behaviour for different sample sizes

We consider the general mixture model with the assumption that within

each component the input variables were independent, and our simplified

version of it. For the given data, we fitted both models to random sub-

samples of sizes ranging from 10% to 100% of the original sample size,

in 10% increments, for both genders, with K ranging from 1 to 6. For

each number of components, the EM algorithm was repeated 10 times

(50 times for the total sample size) with random initializations. For each

sample size, the final number of clusters was that of the model for which

the Bayesian Information Criterion (BIC) ceased to decrease monotoni-

cally [2].

Results, Table 1, indicate that the univariate model can identify the

real data structure even in small samples whereas the multivariate model

cannot. This happens due to the univariate model smaller number of

parameters. Instead, the complex multivariate model is only capable of

identifying few clusters in small samples, reaching a reasonable number

of clusters only at about 80%-90% of the sample size, that is, for samples

of size at least 714, which is often quite large in practice.

For each sample size, the two models were compared through their

component posterior probabilities. From the table, we see that the univari-

ate model performed relatively better than the multivariate model with this

Table 1: BIC-suggested number of components and posterior probabili-

ties, mean (standard deviation), for different sample sizes

Sample size (%) 10% 20% 30% 40% 50%
Men (n) 89 178 268 357 446
Women (n) 146 293 439 586 732

Univariate model - Men

number of clusters 5 5 6 6 6
posterior probabilities 0.99 0.96 0.97 0.98 0.97

(0.07) (0.09) (0.08) (0.07) (0.08)
Multivariate model - Men

number of clusters 1 2 3 2 3
posterior probabilities – 0.97 0.95 0.96 0.93

– (0.07) (0.10) (0.08) (0.11)
Univariate model - Women

number of clusters 6 6 6 6 6
posterior probabilities 0.98 0.98 0.97 0.98 0.98

(0.06) (0.07) (0.08) (0.06) (0.07)
Multivariate model - Women

number of clusters 2 2 2 3 3
posterior probabilities 0.97 0.97 0.97 0.93 0.94

(0.09) (0.08) (0.08) (0.12) (0.11)

Sample size (%) 60% 70% 80% 90% 100%
Men (n) 535 624 714 803 892
Women (n) 878 1025 1171 1318 1464

Univariate model - Men

number of clusters 6 6 6 6 6
posterior probabilities 0.97 0.97 0.96 0.97 0.96

(0.08) (0.09) (0.09) (0.09) (0.10)
Multivariate model - Men

number of clusters 3 3 4 4 4
posterior probabilities 0.93 0.93 0.93 0.90 0.92

(0.11) (0.12) (0.12) (0.14) (0.13)
Univariate model - Women

number of clusters 6 6 6 6 6
posterior probabilities 0.96 0.96 0.95 0.98 0.98

(0.10) (0.10) (0.11) (0.07) (0.07)
Multivariate model - Women

number of clusters 3 3 3 4 4
posterior probabilities 0.93 0.94 0.93 0.90 0.89

(0.11) (0.10) (0.12) (0.13) (0.14)

respect, even for the greatest subsamples where the multivariate model

seemed to have already identified a reasonable data structure.
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Abstract

Sparse coding is an important optimization problem with numerous ap-
plications. In this paper, we describe the problem and commonly used
pursuit methods, and propose a best-first tree search algorithm employing
multiple queues for unexplored tree nodes. We assess the effectiveness of
our method in an extensive computational experiment, proving its superi-
ority over the considered methods even for modest computational time.

1 Introduction

Sparse Coding is an important optimization problem from signal process-
ing, with applications in classification, image processing, etc. Compu-
tationally, it is an NP-hard problem [2], meaning that exact methods are
inapplicable in most interesting instances of the problem. Thus, we take a
look at some basic heuristic methods developed specifically for this prob-
lem. Afterwards, we propose a more sophisticated tree search method
which will allow considerable improvements. One of the advantages of
our approach is that run time may be specified by the user: good results
are obtained in very little CPU time (comparable to greedy heuristics), but
their quality can be improved by allowing greater CPU time.

The paper is structured as follows. Section 2 describes the sparse
coding problem and methods commonly in practice. Section 3 discusses
tree search methods and explains our approach to sparse coding. A com-
putational experiment and its results are discussed in Section 4, and con-
cluding remarks and ideas for further research are presented in Section
5.

2 Sparse coding

In the sparse coding problem, given a dictionary defined as a matrix D ∈
Rn×k, comprised of k prototype signals or atoms (the columns of D) of
dimension n, and a target signal Y ∈ Rn, we seek the best approximation
of Y using a combination of at most m∈N atoms. The approximation can
be written as D ·X , where X ∈Rk is a vector containing the coefficients of
the atoms of D in the linear combination, i.e., Xi is the coefficient of atom
i (the i-th column-vector in D, denoted as Di). Since we can use at most m
atoms, the number of non-zero entries in X , ‖X‖0 (L0 pseudo-norm) must
be less or equal to m. So, Y can be written as

Y = D ·X +R, (1)

where R ∈ Rn is a residual vector, i.e., the portion of Y that cannot be
represented by the linear combination of atoms in D. The objective of the
problem is then to minimize the L2 (Euclidean) norm of R, since ‖R‖2 = 0
means we have a perfect representation of Y . The problem can be formally
defined as follows.

minimize ‖Y −D ·X‖2 (2)

subject to ‖X‖0 ≤ m

X ∈ Rk.

The given problem is NP-hard, which means there are no known effi-
cient (polynomial-time) algorithms to solve it, thus a number of methods
have been proposed to find good values for the coefficients X within rea-
sonable computational time.

First, the Matching Pursuit (MP, [3]) algorithm is a greedy heuristic
method which starts with an empty solution (X0 =~0 and R0 = Y ), and at

each iteration j, the atom Di with highest correlation (inner product) with
the current residual R j is added to the sparse support (the set of atoms
with non-zero coefficients). Its coefficient X j+1

i is then computed such
that the updated residual R j+1 = R j−X j

i .Di is orthogonal to Di.
Another heuristic algorithm, Orthogonal Matching Pursuit (OMP, [4]),

improves on MP by keeping the residual orthogonal to all atoms in the
sparse support at all times. This way, unlike MP, OMP avoids undoing
work done in previous iterations. An interesting characteristic of OMP is
that, despite being a greedy pursuit heuristic, the algorithm is optimal for
a fixed support. That is, given a set of atoms, OMP computes the optimal
coefficients, i.e., leading to the best possible approximation using those
atoms. This characteristic turns sparse coding into a purely combinatorial
problem, where we must find a subset of S ⊆ D to represent Y , assuming
the coefficient calculation method employed in OMP can provide optimal
coefficients for any given set of atoms.

Both MP and OMP are deterministic algorithms, since the choice of
the next atom to include in the support is fixed: the atom with highest
correlation with the current residual is always chosen. A third heuristic,
Randomized OMP (RandOMP), is a variation of OMP where variability
is introduced into the atom selection step, allowing it to generate a variety
of solutions if run multiple times. The variability can be easily exploited
by generating a set of solutions and selecting the best of them.

In the next section we propose a tree search algorithm to find good
sparse supports, and later compare it to OMP and RandOMP.

3 Tree search

For combinatorial problems, one may create a tree where different branches
contain alternative decisions. The leaves of the tree correspond to the
problem’s search space, that is, the set of complete solutions. Thus, com-
pletely exploring the tree and finding the leaf with best objective function
value corresponds to solving the problem to optimality.

However, this is not always feasible due to the size of the search
space. For example, in the case of sparse coding the search space cor-
responds to all subsets of the k atoms with size less or equal to m. In
other words, the number of possible solutions is equal to the number of
combinations of k atoms taken m at a time.

Since it is infeasible to completely explore the tree even for moderate
sized instances, tree search is commonly stopped after some given limit
(e.g. CPU time) has been reached. In this case, since the tree could not be
entirely explored, the best solution found may not be optimal. Therefore,
the order of exploration of the nodes in the tree becomes very important.
If nodes containing good solutions are explored first, then the chance of
obtaining good quality solutions when the search is stopped increases.

There exist several schemes for tree traversal order. Uninformed
traversal methods, such as depth-first or breadth-first, are often used, but
other methods like best-first, or variants of beam search, may lead to bet-
ter performance on limited time.

In the next section we describe the base elements of a tree search
specific to sparse coding, and follow with the description of our multi-
queue tree search traversal scheme.

3.1 Application to sparse coding

A complete decision tree for sparse coding may be derived as follows. Let
δ be a node in the tree, Sδ a set corresponding to the sparse support in δ ,
and Rδ a set containing the remaining atoms in δ , which may be chosen



for inclusion in the support in subsequent decisions. Note that δ is a leaf
node if |Sδ |= m or Rδ = /0.

At the root of the tree γ , we have Sγ = /0 and Rγ = {1, . . . ,k}. Then,
given a node δ , an atom a is chosen from Rδ and two child nodes (δ ′ and
δ ′′) are created. On the first node, atom a is included in the support and
removed from the remaining set, i.e.,

Sδ ′ = Sδ ∪{a}
Rδ ′ = Rδ \{a}.

(3)

On the second node, δ ′′, atom a is removed from the remaining set

Sδ ′′ = Sδ

Rδ ′′ = Rδ \{a}.
(4)

Using this branching method, we create two subtrees: on the first
subtree all solutions will contain atom a, and on the second subtree no
solution will have that atom. This will be the basic scheme used in our
tree search algorithm.

3.2 Multi-queue tree search

The proposed tree search scheme is a variant of best-first search which
uses multiple queues to hold the tree nodes which are waiting to be ex-
plored. The idea of using several queues comes from the fact that sparse
supports of different size are not comparable, since the larger support will
in general have a smaller residual. To avoid putting together nodes con-
taining supports of different size, a sub-queue is created for each support
size from 0 to m−1 (since all supports of size m are leaves).

Each time the tree search iterates, a node is picked from one of the
sub-queues (in round-robin fashion), its two child nodes are generated and
a check for new leaves is done. Then, non-leaf child nodes are placed in
the sub-queue corresponding to the size of their support. The specific
position of a node in a sub-queue is determined by its residual norm:
nodes with smaller residuals are placed in positions closer to the front of
the sub-queue, meaning these nodes will be explored before nodes with
larger residuals.

Using this scheme allows us to quickly find complete solutions, since
nodes are taken from all sub-queue in turn, and at least one leaf node is
generated from each node in the m− 1-th sub-queue. The selection of
the atom to include or not in the branching step is taken from the OMP
heuristic, that is, the atom with highest correlation with the residual is
chosen. This way, the first solution found by our multi-queue tree search
(MQTS) is equal to the one produced by OMP, which guarantees a good
minimum quality level even with very little time. Since nodes are taken
from all sub-queues in equal number, the search will not be trapped in a
part of the tree as would occur with depth-first and sometimes best-first
search. One additional benefit of tree search is that no duplicate solutions
are ever analyzed, as opposed for example to repeated RandOMP, where
the same supports may be selected in different runs.

In the next section we describe a computational experiment designed
to assess the effectiveness of MQTS, comparing it to OMP and repeated
RandOMP.

4 Computational experiment

Image encoding and compression is a possible application of sparse cod-
ing, traditionally using a fixed predefined dictionary. However, the use of
specially designed dictionaries is known to yield better results. In our ex-
periment, we used the K-SVD [1] dictionary learning algorithm to build
a specific dictionary for each set of images (color and greyscale). K-SVD
was run for 30 iterations on two images of each set, using OMP as a pur-
suit algorithm in its sparse coding step, producing two dictionaries with
k = 500 atoms, for color and greyscale images, respectively.

After the dictionaries were generated, the three pursuit algorithms
were run on the images, broken down into manageable patches of 16×16
pixels, with a CPU limit of 1 second per patch. Note that each patch
corresponds to an instance of sparse coding. For color images with three
channels, n = 16× 16× 3 = 768, while for greyscale images each patch
has n = 256 since there is only one channel. For both image sets the
maximum support size m was set to 10 atoms.

The experiment was run on an Intel Atom 330 1.6GHz dual-core pro-
cessor with 2GB of main memory. All programs were implemented in
Python, version 2.6.5.

Table 1 shows the total representation error (Frobenius norm) for all
color and greyscale images, respectively. The Frobenius norm of a n×m
matrix A is given by

‖A‖F =

√√√√ n

∑
i=1

m

∑
j=1

A2
i j. (5)

OMP RandOMP MQTS
Error Error Impr. % Error Impr. %

Color 8181.96 8043.41 1.67 7954.18 2.80
Greyscale 4945.59 4851.35 1.93 4761.01 3.78

Table 1: Overall representation error on 15 color and 22 greyscale images,
given by the Frobenius norm of the difference between the original image
and its encoded versions.

The individual image results, which could not fit the length of this
paper, indicate a consistent improvement of MQTS over both OMP and
repeated RandOMP. The repeated RandOMP algorithm also proved to be
better than OMP, due to its exploitation of the variability introduced in the
atom selection step. As for MQTS, its superior performance even with
very little CPU time indicates that the best-first search order is suitable
for this problem, and the overhead of maintaining a search tree and the
algorithm’s additional complexity do not represent a significant burden.
Additionally, this overhead should be diluted as CPU time is increased.
The absence of symmetries in the tree (no repeated solutions) is also an
advantage over RandOMP, which should manifest even more with longer
run times.

A deeper analysis of the algorithm, for example by comparison with
depth-first search, should allow us to conclude whether the multi-queue
mechanism for avoiding entrapment is effective or not.

5 Conclusion

We propose a tree search algorithm for obtaining good quality solutions
to the sparse coding problem. The computational results reveal superior
performance of Multi-Queue Tree Search in all test images, despite the
very low CPU time budget. The algorithm provides solutions of reason-
able quality in a short time, improving as more time is allowed. Its per-
formance gap over repeated Randomized Orthogonal Matching Pursuit
should increase as more time is given, since solutions are not analyzed
more than once.

Comparing the tree search to other metaheuristics and commercial
solvers would be an interesting direction for further research. Also, the
performance of the algorithm could be radically improved with the use of
a lower bound function, since it would allow us to discard branches of the
search tree where we are sure not to find an improving solution.
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Abstract 
Research on multi robot systems often demands the use of a large population of 
small, cheap and low capability robots. In this paper we present an absolute 
localization method for low capability robots that makes use of a camera sensor 
and barcodes as artificial landmarks. Barcodes store landmark position and 
orientation, dispensing the use of an internal map. The robot’s pose in the 
barcode frame is obtained from the estimated homography between the observed 
barcode intensity transitions and the theoretical transitions. This pose is then 
converted to the world frame using the barcode absolute pose embedded in its 
code. Results show the accuracy of the barcode detection and pose extraction 
methods. 

1 Introduction 
The robot targeted is the e-puck educational robot from EPFL 
University, presented in Figure 1. It has a 64MHz processor with 8KB 
RAM, and a 144KB flash memory. Its primary sensors are a VGA 

camera with 480x640 
resolution and IR sensors, 
capable to detect obstacles up 
to 4cm. Due to the lack of 
RAM memory, only a tiny 
portion of the captured images 
can be stored: up to 8 
grayscale horizontal lines. 
More information about the e-
puck robot can be found in [1]. 
 
 

   Figure 1: E-puck educational robot. 

The camera is used to perform barcode detection. Target environments 
are assumed to be rich in vertical walls. To simplify the problem, and 
since the camera is fixed to the robot, looking forward, the barcodes are 
deployed on vertical walls at the camera’s height, with their bars 
directed vertically, orthogonal to the scan lines. Real barcodes, 
described in [2], demand great computational burden for their decoding, 
so a simpler version, shown in Figure 2, is considered. Two code 
densities are considered, with one and two layers, where the later 
contains the double amount of bits. The barcodes encode their absolute 
pose with respect to the world frame, thus automatically providing to the 
robot the landmark position, avoiding the use of internal maps, and 
consequently decreasing the memory usage. 
 

 
Figure 2: Barcode examples: left two layered; right one layered. 

2 Barcode Detection 
Once a frame is captured, it is converted into grayscale. Figure 3 
represents a typical grayscale image (8 horizontal lines) retrieved by the 
robot’s camera. Note that the bar length varies throughout the barcode 
region, due to perspective effect. This information is vital to later 
estimate the robot’s correct pose with respect to the barcode frame.1 
                                                           
1 This work was supported by the FCT (ISR/IST plurianual funding) through the 
PIDDAC Program funds. 

 
Figure 3: Typical barcode structure on the image. 

The barcode detection process is divided into three parts: 1) locating 
the barcode in the image, which is based on the barcode morphology; 2) 
obtaining barcode geometric parameters such as the bar lengths and 
geometric distortion; and 3) decoding the embedded code, based on the 
computed geometric parameters and on the encoding rules. 

As in [3], pixels are classified into black and white using a 
binarization method. A set of contiguous pixels with the same color are 
packed into regions. The guard sets are identified based on the relative 
size and positions of the regions. The barcode geometric parameters are 
extracted by estimating the perspective transformation that translates 
guard transitions (described in Figure 2), pn, to the respective transitions 
on the image frame, po, as shown in Figure 4. This approach is inspired 
by the one found in [4], but a simpler and faster linear model, based on 
the homography concept, is used instead. 
 

 
Figure 4: Relation between the observed barcode and the real barcode. 

For decoding, the binarized image is sampled according to a grid of 
middle points of the bars, built using the estimated perspective 
transformation, as shown in Figure 5. The sampling is done sequentially 
from the borders to the middle of the barcode, giving the possibility to 
improve the homography estimation for each new transition found. Next, 
the bit sequence is evaluated with respect to the encoding rules and error 
control bits. In this case, the NRZ encoding is used, making it prone to 
detection errors, which can cause false detections. However, almost all 
false detections can be eliminated by using the Cyclic Redundancy 
Check (CRC) error correction algorithm. 

 
Figure 5: Grid application on a binarized barcode observation signal. 
Dots lying in the middle line correspond to the theoretical transitions 

while the others to middle bar positions. 

3 Pose Estimation 
The information of the robot’s pose relative to the barcode frame is 
contained in the previously computed perspective transformation, which 
in this case, consists in the homography matrix, defined as: 
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where po and pn relate to the same parameters defined in Figure 4. The 
H is the homography matrix, defined apart from the scale factors ! and c. 
Here, a simplified but fast homography decomposition is presented 
exploiting the geometry constrains (vertical walls and static camera 
observing parallel to the ground). For a more general approach the 
reader is referred to [5]. Figure 6 presents the problem formulation. 

 
Figure 6: Top view of a Barcode (B) observation through the robot’s (R) 

frame. f and ox are respectively the focal length and principal point of 
the camera, in pixels. 

In the figure, a1 and b1 are unit vectors, defining the orientation of the 
frames, while a0 and b0 are frame translation vectors relative to the 
camera’s focal point, considered to be the camera’s position. The 
relation between po and pn, in homogeneous coordinates, is as follows: 
 
 
 
 
where " is a scale factor. Relating (2) to (1) it is easy to conclude that, 
knowing A and H, B can be computed apart from a scale factor, !/". 
That scale factor is computed in order to make b1 a unit vector. The 
barcode pose with respect to the robot frame can be computed as follows: 
 
 
 
 
 
 
 

The robot’s pose with respect to the barcode frames obtained by 
applying an inverse transformation to the previous computed pose 
(x,y,!). If the camera is not centered with the robot’s pose, an additional 
transformation must be added to convert camera to robot pose. The 
absolute robot pose is converted to the world frame using the barcode 
absolute pose embedded in its code. 

4 Results 
To evaluate the performance of the barcode detection and pose 
estimation methods, two experiments were conducted, both using two 
layered barcodes with 24 bars of 1.5mm in length, for each layer. For 
the first experiment, the camera was positioned frontally to a set of 
barcodes, and the distance to the barcode was made variable. At each 
distance to the barcodes, 15 detections are performed. It can be observed 
from Figure 7 that the detection performance drops sharply at some 
distance, which is the robot’s maximum detection range. That range 
follows directly from the camera’s resolution against the barcode’s bar 
length. Due to the use of CRC, only 2 false detections (in 900) were 
found. 

For the second experiment only one barcode was considered, but 
several orientations of the camera were tested. Figure 8 contains the true 
positive results, and Figure 9 the respective computed relative poses of 
the robot to the barcode, compared to a ground truth (intersection 
between circles and straight lines). It can be concluded that the greater 
the orientation of the robot to the barcode, the closer it needs to be to the 
barcode in order to perform detection. 

Figure 7: Detection performance with distance to the barcode. Several 
barcodes were used for statistical purposes. 

 
Figure 8: Detection range with robot orientation to the barcode. 

Also, the pose estimation reliability decreases with the increase of 
the distance to the barcode. This is due to the decreasing observed 
barcode length against the invariable camera noise distribution, which 
results in increasing perspective estimation errors. 

 
Figure 9: Estimated robot poses with respect to the barcode (B). 

5 Conclusions 
From the work presented here, we conclude that the robot has robustly 
self-localized using the tested barcodes, up to distances of about 25cm 
and orientations of 60 degrees. Future work includes the use of a 
stochastic method, namely the Extended Kalman Filter, to fuse these 
self-localization readings with the robot’s odometry. 
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Abstract

In a soccer game, the ball is the most important element of the game, as
it is the instrument used by the players to produce the results of the game.
In robotic soccer, the robots need to know where it is to be able to play.
When building the representation of the environment, the ball information
is one of the main issues, and thus its detection and validation is a priority.
This paper briefly presents the visual detection of the ball, independently
of its surroundings, using a single camera pointing forward. The objective
is to merge this information with the one obtained by the robot main sen-
sor, an omni-directional camera. The ball seen with the frontal camera,
contrary to the one seen by the omni-directional one, is not surrounded by
a semi-controlled environment (on the ground, we know that the ball is
surrounded by a limited set of colors). The approach consists of a hybrid
color/shape algorithm for detection of the ball in the camera image. The
preliminary results obtained showed a good performance.

1 Introduction

The RoboCup is an international joint project to promote robotics and
artificial intelligence. It includes several leagues, several of them related
to soccer. Within these leagues, the Middle Size League (MSL) is one
of the most challenging, using real wheeled robot teams to play with an
ordinary soccer ball.

CAMBADA, Cooperative Autonomous Mobile roBots with Advanced
Distributed Architecture, is the Middle Size League Robotic Soccer team
from the University of Aveiro. It is coordinated by the IEETA ATRI group
and involves people working on several areas for building the mechanical
structure of the robot, its hardware architecture and controllers and the
software development in areas such as image analysis and processing,
sensor and information fusion, reasoning and control.

In a soccer game, the ball is the main object that the players must
consider. The knowledge about its position is what drives the game, since
the objective is to take the ball and place it inside the opponent goal, while
preventing it to enter the own goal. Some effort has been applied to the
resolution of the problem of ball detection and many solutions have been
tested, with the objective of having a process which can recognize the
real ball using the robot visual sensors. When the ball is on the ground,
it is within a relativelly controlled environment, since the soccer ground
is green, the lines are white and the robots are black. But when the ball
is in the air, it can appear in the image with a background of virtually
anything. The work presented intends to provide a reliable detection of
the soccer ball in this uncontrolled environment using only one camera
pointing forward. The detection algorithm, however, needs to be very fast
and must not take longer than a few milliseconds so the robot can process
everything else within the camera framerate (currently, 33 milliseconds).

2 Ball visual detection and validation

The soccer ball to detect is a size 5 FIFA ball, which has approximately
22 cm of diameter. According to the rules, it has a known predominant
color for each tournament (in a near future, this rule will fall and the ball
will not be restricted to one main color). The method to calibrate the
colors and camera parameters is the same as the one used for the team
omnidirectional camera and is described in [2].

Concerning the ball candidates detection, we use a hybrid approach of
color segmentation and statistical analysis of a global shape context his-
togram. On a first phase, and since the ball main color is known, a color
segmentation of the image is made in order to obtain blobs of the ball
color. This is achieved by a horizontal scan of the image rows. On each
row, the ball color is detected and a blob is built row by row. The gener-
ated blobs have some properties which are immediately analyzed. Based
on thresholds for minimum size and solidity of the blob convex hull, each
solid blob is selected as a candidate for ball while blobs with very low
values of solidity are discarded. Images containing the Region Of Interest
(ROI) with the blobs are extracted from the camera frame (Fig. 1).

Figure 1: On the right, image from the camera with a ROI around the ball, which
is the portion of the image used for the histogram analysis. On the left, the ROI
created based on the correspondent color blob.

These images are then analyzed by a modified global shape context
classifier [3]. Each image is pre-processed with an edge detector and a
polar histogram is created. This histogram is then statistically analyzed
and returns a measure of circularity of the candidate.

The edges image is divided in n layers and m angles, creating the polar
histogram, as defined in [1]. The analysis of the histogram is made layer
by layer, covering all the angles. An estimation of the average number
of edge points on each slice and its standard deviation allows a rough
discrimination between circular and non-circular contours, as exemplified
in Fig. 2a,b. A ratio of edge points is also part of the statistics of the
candidate.

The previously described step always returns the layer with the best
statistics, which is currently the layer that has higher average value with
minimum standard deviation (the maximum difference between average
and standard deviation). This should represent the layer with the most
consistent number of edge pixels and thus should be the rounder layer.
The next step must then select which of the candidates can be consid-
ered the ball, based on the statistics. Currently, three characteristics are
analyzed:

• The ratio of edge points on the layer must be within a given range.
This range was empirically estimated through testing of several
examples of ball and no ball candidates.

• The order of magnitude of the mean should be greater than or equal
to the order of magnitude of the standard deviation.

• The candidate diameter estimated by color segmentation and the
diameter estimated by the classifier must be coherent. Since the



a) b)
Figure 2: Rough representation of the polar histogram. The histogram creation fits
its radius with the outer points of the edge image, which is not fully represented in
these pictures. Left a): A perfect circular edge on the polar histogram would look
something like this. All the edge points are on the same layer and each of its slices
have a similar number of points; Center b): A square on the polar histogram. Due
to the fitting properties of the histogram itself, the square edge points should be
divided in more than one layer, which would not yield good statistics as circles.

radius of the histogram is dependent on the number of layers, the
coherence between the measures is dependent on an error margin
based on the histogram radius.

3 Detection results

Some experiments were performed by throwing the ball through the air
from a position approximately 6 meters away from the camera and in its
direction. In the acquired videos the ball is always present and performs
a single lob shot.

As expected, since the ball is moving almost directly to the camera,
the variation of the ball center column on the image is very small (Fig. 3a).
The row of the ball center, however, was expected to vary. Initially the
ball was being held low on the image (meaning the row of the image was
a high value) and as it was thrown, it was expected that it went up on the
image, then down again. Figure 3a allows us to verify that this behavior
was also observed as expected.

On the other hand, since the ball is coming closer to the camera every
frame, it was also expectable that its size on the image would be con-
stantly growing. Figure 3b depicts that behavior, except for the initial
throwing moment, where the movement made by the human to throw the
ball affects the edges, due to merging of the body with the ball (in terms
of edges) and to motion blur effects.

The main contribution of this color/shape hybrid approach, however,
is the reliability of the acquired data, respecting the real time constraints
of the application. A test scenario was created, where the ball was thrown
in such a way that it was visible in every frame of the videos, and several
runs were made. Although the results are hardly affected by the environ-
ment around the ball, we obtained promising preliminary results with rel-
atively high precision, even if the recall has shown lower results. A pure
color approach yielded better results in a very controlled environment, but
in a more uncontrolled environment we obtained a very low precision. We
consider that having a higher precision is more advantageous, even when
facing the loss of some recall. The processing time for the algorithm was
11.9±2.8 ms, which is still within our time restrictions.

4 Discussion

The information generated by this detection approach is the image coordi-
nates of the ball candidates detected on each frame. These coordinates are
then used for estimating the metric position of the ball candidate relative
to the camera. In this case, we are talking about a frontal camera, used for
detecting balls while they are in the air. Since the camera is mounted on
the robot in such a way that its focal axis is parallel to the ground, we use
a geometric approach for estimating the ball position. Given the known
camera characteristics and size of the ball and given the coordinates of
the ball in the image, we can estimate how far from the camera is the ball
and how displaced it is in relation to the image center (which yield us the
YY and XX coordinates respectively). This approach is used for deter-
mining the position of balls while in the air because in this case, besides

a)

b)
Figure 3: Results from the image analysis of a ball being thrown in the camera
direction. Top a): the values of the row (Blue dots) and column (Red stars) where
the ball center was detected on the image; Bottom b): the ball diameter, in pixels

the unknown surrounding conditions, the ball is completely visible. The
circularity analysis would fail if the ball was partially occluded.

4.1 Fusion with the omni-directional camera information

Once we have an evaluation of the position of the ball relative to the robot,
in this case its projection on the ground, the agent has to use it in a useful
way. Considering that the omni-directional camera is the main sensor, the
agent must be able to decide when to use the information from the frontal
camera. Since in a robotic soccer game the ball is mainly on the ground
and it only goes airborne when it is kicked, the first restriction is that the
ball will not be visible in the frontal camera for more than a few seconds,
as it will soon return to the ground. Another restriction is that, if the ball
was being seen by the omni-directional camera, when it appears in the
frontal camera, it will appear in an angularly similar position.

After deciding to use the information from the frontal camera, the
agent will be able to “fill the gaps” on a ball trajectory when it comes
through the air in a lob shot, which will allow it to react more effectively
to the ball trajectory, rather than trying to estimate the trajectory based on
only glimpses of the ball when it hits the ground.

5 Conclusion

The application of a polar histogram analysis for aerial ball detection,
when using a single frontal camera, allowed us to have useful information
to merge with the one from the omni-directional camera, and eventually
complete this information. Considering future work, one of the aspects is
the analysis of other types of statistics and their relations, in order to find
better circularity features.
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Abstract

While ordinal classification problems are common in many situations, in-

duction of ordinal decision trees has not evolved significantly. Conven-

tional trees for regression settings or nominal classification are commonly

induced for ordinal classification problems. On the other hand a decision

tree consistent with the ordinal setting is often desirable to aid decision

making in such situations as credit rating.

In this work we extend a recently proposed strategy based on con-

straints defined globally over the feature space. We propose a bootstrap

technique to improve the accuracy of the baseline solution. Experiments

in synthetic and real data show the benefits of our proposal.

1 Introduction

Machine learning is playing a central role in deployment of the so-called

intelligent systems, where inductive learning techniques are usually used

to induce a general rule from a set of observed instances. Among the wide

family set of inductive learning schemes, classification is of fundamental

importance. With classification one is interested on finding a mapping

from a point (or observation) in R
d to a value from a finite set. Depending

on the problem, this output space can be composed by a set of only two

or K > 2 elements, the binary or multiclass problem, respectively. The

multiclass problem can be further subdivided into the nominal and the or-

dinal problem. For instance, problems like credit scoring is an example of

ordinal problems where data is structured by a “natural” order, consisting

on the grading of a customer credit profile in the scale Excellent ≻ Good

≻ Fair ≻ Poor.

Imposing ordinality during the model construction of interpretable

learning schemes like Decision Trees (DTs) is not straightforward. In [2]

it was proposed to impose ordinality after the training taking place through

regions relabelling. Here we recover the work proposed in [2] in order to

diminish the over-regularisation issue identified by the authors. Through

the usage of ensemble learning techniques, we can fuse the set of resul-

tant trees into a single one. By applying a new formulation for the global

constraints in order to impose the order, we can avoid over-regularised

output decision regions.

2 Imposing Ordinality on Decision Trees

Different studies have proposed different adaptations to learning schemes

to cope with the ordinality setting, ranging from support vector machines,

to neural networks or Gaussian Processes. Hierarchical models, like DTs,

pose a difficult challenge: the fact that they are designed as a sequence

of local decisions raises difficulties when trying to incorporate the in-

formation about the order in the learning process. In [2] we paved the

way towards a more generic setting for these kind of problems, arguing

that the order information is a global property, i.e., it involves a relation

between all data, and should therefore be the result of optimising some

global function.

2.1 Consistency

Let f (x) be a decision rule that assigns each value of x to one of the

available classes1. Such a rule will divide the input space into regions

Rk called decision regions, such that all points in Rk are assigned to

class Ck. The boundaries between decision regions are called decision

boundaries or decision surfaces. Note that each decision region need not

1A remark should be made. Since we are dealing with ordered classes, we shall consider

that the output of the decision function is one of the K labels {C1, · · · ,CK} or one number

in {1, · · · ,K} resulting from the bijective map g : {Ci}
K
i=1 → {1, · · · ,K} which assigns the

number k to the class Ck , i.e., g(Ck) = k. The context should make it clear which of the two

output formats is being considered.

be contiguous but could comprise any number of disjoint regions. Intu-

itively, for ordinal data, in a sufficiently small neighbourhood of x, Vε (x),
the decision function should only take at most two consecutive values:

max f (x)−min f (x) ≤ 1. The motivation for this is that a small change

in the input data should not lead to a ‘big jump’ in the output decision.

Therefore, we say that a decision function is consistent with an ordinal

data classification setting in a point x0 if ∃ε > 0 ∀x ∈ Vε (x0) max f (x)−
min f (x)≤ 1. A decision function is consistent in the whole input space if

the above condition is verified for every point in the input space: ∀x0∃ε >
0 ∀x ∈ Vε (x0) max f (x)−min f (x)≤ 1. 2

2.1.1 Imposing the ordinal constraints in a decision function

Consistency is a global property, i.e., it involves a relation between dif-

ferent decision regions of the space. A key challenge is how to use this

information during the design process of a learning algorithm.

It is convenient at this point to define some notation to describe the

assignment of labels to different decision regions. Let Rn, n = 1, · · · ,N,

represent the contiguous decision regions created by some model3. For

each region Rn we introduce a corresponding set of binary indicator vari-

ables xn,k ∈ {0,1}, where k = 1, · · · ,K − 1 describing which of the K

ordinal labels is assigned to region Rn, so that if data points in Rn are

assigned the label k then xn, j = 1 for j < k, and xn, j = 0 otherwise. So,

for instance if we have a setting with 5 classes, K = 5, and to a particular

region happens to be assigned the label 3, then x will be represented by

x =
[

1 1 0 0
]t

. Note that this is different from the often used 1-of-

K coding scheme and we find it more convenient for the introduction of

the constraints in what follows.

In ordinal data settings, the loss associated with a region Rn when de-

ciding for class Ck is usually captured with the absolute error, the sum over

all points lying in Rn of the absolute difference between the true class of

the point and the predicted class for the region: cn,k = ∑
K
i=1 |i− k|pn,i,

where pn,i, n = 1, · · · ,N, i = 1, · · · ,K represent the number of observa-

tions (from the data used in creating the region by some learning algo-

rithm) from class k satisfying the conditions for region Rn, (that is, lying

inside Rn). Nevertheless, the following model is generic for any costs

cn,k.

The optimal labelling of the regions can then be found by minimis-

ing the following objective function: J = ∑
N
n=1 ∑

K
k=1 cn,k(xn,k−1 − xn,k),

where the constants xn,0 = 1 and xn,K = 0 have been introduced for nota-

tional convenience, with the constraints

xn,k+1 − xn,k ≤ 0,k = 1, · · · ,K −2, n = 1, · · · ,N (1)

and

xn,k ∈ {0,1},k = 1, · · · ,K −1, n = 1, · · · ,N (2)

Now, we want to impose that adjacent regions have labels that differ

at most by one. Therefore we are led to the optimisation of the loss of

the decision function constrained by the consistency of it. Consistency

imposes that, for any pair of adjacent regions Rn and Rn′ , the following

inequalities must be verified:

K−1

∑
k=1

xn,k −
K−1

∑
k=1

xn′,k ≤ 1,
K−1

∑
k=1

xn′,k −
K−1

∑
k=1

xn,k ≤ 1 (3)

2This definition of consistency precludes decision functions such as f (x) = 1,x < 0; f (x) =
2,x = 0; f (x) = 3,x > 0, where the region corresponding to class 2 is a measure-zero set.

3Note the change of notation: so far we have used Rk to represent the decision region,

contiguous or not, corresponding to class Ck . From now on Rn just represents a continuous

region of the space with all points inside that region being assigned the same class. Therefore,

different regions Rn and Rm may be assigned the same class and the number of regions is

likely greater than the number of classes.
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Figure 1: Schematic of the proposed aggregation process.

2.1.2 Avoiding Over-Regularised Decision Spaces

One way to try overcoming the over-regularization problem is to force an

over-partition of the space prior to the relabelling for global consistency

through resampling techniques. One would expect that the global opti-

misation would then compensate this initial over-refinement. In here we

explore the resampling approach on the context of ensemble learning.

Although the bootstrap technique is a general tool for assessing statis-

tical accuracy, it can also be used to improve the accuracy of a prediction

scheme. The basic idea is to randomly draw datasets with replacement

from the training data, each sample the same size as the original training

set. This is done B times (B = 100 say), producing B bootstrap datasets.

Then we fit a DT to each of the bootstrap datasets. Typically bootstrap

aggregation or bagging would then select the class with the most “votes”

from the B DTs. In here we will consider the option of working directly

with the partition of the space corresponding to each DT.

Instead of bagging directly the output of the B DTs we propose to

group first the B DTs in groups of M DTs and to compute the fusion

(intersection) of the M corresponding space partitions, see Figure 1. Each

fused partition will then be relabelled according to the consistency optimi-

sation procedure described earlier. Finally, we bag the relabelled models.

Since we are dealing with ordinal data, we use the median of the B/M

votes as the final decision.

Global consistency with empty regions

The fusion mechanism is likely to produce empty regions, i.e., regions

without instances from the training set. A direct consequence is that the

optimisation procedure provided early becomes ill-defined, in the sense

that there are multiple optimal labellings. In fact, any relabelling of the

empty regions that is still consistent does not change the value of the ob-

jective function. We set additional constraints on the labels of the empty

regions so that the optimisation problem becomes again well defined. The

constraints given in Equation (3) are re-written for pairs of regions involv-

ing empty regions as in Equation (4):

K−1

∑
k=1

xn,k −
K−1

∑
k=1

xn′,k ≤ δ(n,n′)

K−1

∑
k=1

xn′,k −
K−1

∑
k=1

xn,k ≤ δ(n,n′)

∀(n,n′) ∈ ∆ (4)

δ(n,n′) ∈ {0,1} ∀(n,n′) ∈ ∆ (5)

where ∆ contains all empty adjacent regions.

Intuitively, empty regions adjoin with non-empty regions should share

the label of the non-empty region. The rationale is similar to the margin

maximisation of other learning schemes, putting the transition between la-

bels further away from the data points. Therefore, pairs of empty regions

should have a lower penalty than pairs which have exactly one empty re-

gion. Letting ∆1 be the set containing only pairs of empty regions and

∆2 the set of pairs which have exactly one empty region4, we penalise

differently the deviation of the aforementioned objective:

J =
N

∑
n=1

{

cn,1 +
K−1

∑
k=1

xn,k(cn,k+1 − cn,k)

}

+

C1 ∑
∀(n,n′)∈∆1

δ(n,n′)+C2 ∑
∀(n,n′)∈∆2

δ(n,n′), (6)

with C2 > C1 > 0. Both C1 and C2 controls the tradeoff between the

smoothness over the labels of the empty regions. We defined C1 with

4∆ = ∆1 ∪∆2 and ∆1 ∩∆2 = /0.

Figure 2: Results for real dataset. Models trained with 10%, 30% and

50% of the 1000 instances in the left, centre and right plots, respectively.

value of 1/(N(K −1)) and C2 with 1/(N(K −1)0.9). The factor 0.9 was

set empirically. The formulation presented in Equation (6) constrained

to (1), (2), (3), (4) and (5) in conjugation with the aggregation approach

represented in Figure 1, results in our proposal titled oTreeBagger.

3 Experiments

Our experiments were conducted in a real ordinal data, LEV [1]. LEV

dataset contains examples of anonymous lecturer evaluations, taken at the

end of MBA courses and is composed by 4 features and 5 classes.

The baseline method (TreeBagger) used in our experiments consisted

on the bagging approach with decision trees available in MatlabTM Sta-

tistical Toolbox. We opted to use the Gini index as splitting criterion. The

grouping size M was evaluated from 1 to 5. The results presented in Fig-

ure 2 show only the performance for a subset of these values for easier

interpretation of the results. In these figures it is also clear the evolution

of the learners throughout the increasing number of ensemble compo-

nents. Due to the sensibility of these learners in regards to the number of

training instances used, we conducted our experiments in 10%, 30% and

50% of training data. Our proposal outperformed the standard ensemble

learner obtaining considerable gains in terms of performance. Logically,

when the number of training instances increases this gain is more subtle,

though.

4 Conclusion

Learning on ordinal data has challenged many researchers to unfold the

natural structure of the problem which, at the end, could lead to better

performance results when compared with standard learning mechanisms.

Despite the literature already presenting a rich collection in what concerns

to this problem, there still exists a gap related to some classical methods.

Decision trees are one example of it. Being well known and widely used

within the machine learning community, as well the advantage of the in-

terpretable capability, it is not straightforward its mapping towards ordinal

data problems. In this work we proposed an improvement of [2] in order

to reduce the over-regularised decision regions artifact through the usage

of ensemble learning techniques. Results shown the benefits of our pro-

posal in terms of accuracy gained when compared to a standard ensemble

learning technique. Further studies will be taken to reduce the number of

variables and constrains towards complexity diminution.
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Abstract 
This paper presents1an educational machine vision application demonstrating the 
simplicity and applicability of the Hough Transform for shape detection. The 
Circular Hough Transform, applied with a two-dimensional accumulator space 
and conventional pre-processing, is integrated in an application that identifies 
individual coins in the Euro currency set and calculates the total value of a group 
of coins. Different acquisition distances and different coins can exist in variable 
numbers and locations while coin overlapping is very well handled by the 
implemented algorithm. The application was developed in the context of a 
Computer Vision and Multimedia course unit, using high level industrial machine 
vision software. 

1 Introduction 
The Computer Vision and Multimedia course unit is integrated in 

the Automation and Communications in Energy Systems master degree, 
offered at Instituto Superior de Engenharia de Coimbra. One of the 
objectives set for the course unit is to use computer vision acquisition 
devices and processing techniques to develop industrial machine vision 
solutions with high level dedicated software - Sherlock. Final individual 
projects allow students to explore and solve different real world 
computer vision problems [1,2]. 

One of the course unit application examples intends to demonstrate 
the versatility of the Hough Transform for shape detection and is 
presented in this paper. By detecting the shape, dimension and color of 
isolated and overlapping circles, it allows the identification of individual 
coins it allows the calculation of the total value represented by a group 
of coins from the Euro currency set. 

2 The Hough Transform 
The Hough Transform [3,4] can determine the parameters of a circle 

when a number of points that fall on the perimeter are known. The 
parametric equations of a circle with radius R and center (a,b) are: 

 cos( );  sin( )x a R y b R  (1) 

When the angle  sweeps the full 360º range the (x,y) points trace 
the perimeter of a circle. If an image contains points that fall in the 
perimeter of a circle, the search technique must find parameter triplets 
(a,b,R) to describe each circle. For known radius, the parameter space is 
reduced to a simpler 2D search. In this case the objective is to find the 
(a,b) coordinates. The locus of (a,b) points in the parameter space fall on 
a circle of radius R centered at (x,y). The true center point will be 
common to all parameter circles, and can be found with a Hough 
accumulation array. As illustrated in Figure 1, each point in the 
geometric space (left) generates a circle in the parameter space (right). 
The circles in the parameter space intersect at the (a,b) location that is 
the center in the geometric space [5]. 

 

Figure 1: Duality between the points in the circle perimeter and the 
parameters of the perimeter circumference. 

                                                           
1 Msc Student - Master in Automation and Communications in Energy Systems 

3 Application Example 

The geometric characteristics of the Euro set of coins is presented in 
Table 1 using real dimensions and listing coins grouped by Color Group, 
as illustrated in the image of Figure 2 [6]. 

   

Figure 2: Color Group (left to right): silver/golden; golden; copper. 

Using color information and the known radius, the coin shape can be 
easily detected independently of the acquisition distance. The Circular 
Hough Transform is used to determine the circles and the subsequent 
detection of overlapping coins. 
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Figure 3: Flowchart of the implemented algorithm. 

The flowchart of the algorithm used to detect and identify the set of 
coins is illustrated in Figure 3. First, the Color Group is detected using 
color filters. Then, after binarization, the shape detection of coins is 
initially based on the determination of its radius, which is estimated 
from the area and perimeter of the detected shape.  

If the area and perimeter estimates are consistent with a coin, the 
shape comprises one independent circle. If the shape is not an isolated 
circle, the Hough Transform is used to identify the overlapping coins. 

Table 1: Coins grouped by color and their dimensions. 

Group Coin 
(€) 

Diameter 
(mm) 

Radius 
(mm) 

Area 
(mm2) 

Ratio 
 (Coin Area) 

Silver / 
Golden 

2.00 25.75 12.88 520.77 1 
1.00 23.25 11.63 424.56 0.815 

Golden 
0.50 24.25 12.13 461.86 0.887 
0.20 22.25 11.13 388.82 0.747 
0.10 19.75 9.88 306.35 0.588 

Copper 
0.05 21.25 10.63 354.66 0.681 
0.02 18.75 9.38 276.12 0.530 
0.01 16.25 8.13 207.39 0.398 
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Figure 4: Color Group detection - golden color. 

To support acquisition invariance the application performs initially a 
geometric and color calibration using an acquired 2�€ coin image. 

The Color Group is used to distinguish between 2/0.50�€ and 
0.10/0.02�€ coins since their dimensions are relatively close and, in noisy 
images, with shadows and other irregularities, their identification can be 
difficult using shape information only. Figure 4 presents results for the 
Color Group classification of individual coins using color information. 

 
 

  

Figure 5: Top: binarization process for shape extraction; Bottom: 
integration and final solution. 

Figure 5 (Top) shows intermediate results with black-and-white 
image processing for coin shape detection. Based on the integration of 
Color Group information, shape data and Hough Transform overlapping 
processing, the total group value is determined and superimposed on the 
original color image as shown in Figure 5 (Bottom). 

Figure 6 (Top) shows intermediate algorithm results for overlapping 
block processing with the Circular Hough Transform. Used Sherlock 
pre-processors and vision algorithms are listed in Table 2. 

 
Table 2: Sherlock pre-processors. 

Pre-processor Description 
Normalization Chroma Color to Monochromatic conversion 
Erode Image erosion 
Dilate Image Dilation 
Gamma Brightness correction transformation 
Normalize Image normalization 
Gaussian  5x5 Gaussian Filter 

Algorithm Description 
Connectivity-binary Binary Connectivity  
Colormap Color detection. 
Hough Circles Hough Transform. 
Color Present Detect a certain color in an image. 

 

 

Figure 6: Top: Processing of an overlapping block. Bottom: Sherlock 
application, sub-routine programming example. 

The application software was developed using the Sherlock 
graphical interface, conventional flow control structures, detailed 
parameterization of elementary vision algorithms and JavaScript 
routines. An example of the programming environment provided by 
Sherlock is shown in Figure 6 (Bottom).  

The application was tested on 20 images, with various combinations 
of coins and different degrees of overlap up to about 50% of the coin 
perimeter. The application correctly classified 95% of the images. 

4 Discussion 
In this paper we presented an educational application using color 

classification, circle shape detection and the Hough Transform for 
robust overlapping coin identification, A high level industrial software 
tool and a set of test images were used to show the suitability of the 
approach to its educational objective. Current work aims to establish a 
detailed relationship between coin overlap and recognition rate. In future 
work we intend to extend the application to detect pre-defined arbitrary 
shapes often found in industrial quality control problems. 
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Abstract

A key issue in video object tracking is the representation of the objects and
how effectively it discriminates between different objects and the back-
ground. Several techniques have been proposed, but a generally accepted
method is missing. In a video object tracking framework the appearance
model is one of its components, with its performance depending on pre-
vious processing stages and affecting those that succeed it. We extended
the analysis of description methods to better understand the impact in the
overall tracking process, by comparing a set of widely used descriptors
in a common object tracking solution. This work provides foundations
for future tests, contributing to a more informed selection of techniques
adequate for a given application context.

1 Introduction

Tracking multiple objects, and in particular humans, presents many chal-
lenges, especially if it occurs in non-controlled environments as is the
case of most everyday scenarios, were factors such as coverage of large
areas, group movement and occlusion must be efficiently addressed. Sev-
eral techniques have been proposed for object representation, each with
its strengths and weaknesses, but a generally accepted method is miss-
ing. The robustness of some methods typically implies a higher compu-
tational cost; inversely, more lightweight methods may originate higher
error rates, making them unsuitable for most scenarios. In a video ob-
ject tracking (VOT) framework, the appearance model’s performance will
depend on previous processing stages and affect those that succeed it.
Consequently, it was considered logical to assess the performance of ap-
pearance description techniques from a tracking solution point of view,
analysing their behaviour in the overall tracking. A set of widely used
description methods were integrated and compared in a common object
tracking solution. Moreover, the foundations for future tests of other de-
scriptors have been prepared.

Color histograms have been widely used in monocular tracking with
interesting results, but with worst performance in multi-view scenarios.
Hence, different description methods have been researched, with edge
or gradient based features receiving significant attention as an alterna-
tive. Unlike color histograms, local descriptors are commonly computed
at key points of an image, and should be invariant to noise, geometric,
photometric and other deformations [10]. While a lower dimension de-
scriptor may have a faster computation time, it is in general less distinc-
tive than their higher-dimension counterpart. The SIFT (Scale Invariant
Feature Transform) interest point detector and descriptor [8] is one of the
most well know methods to determine local descriptors that are invari-
ant to changes in scale, rotation and translation. The Gradient Location-
Orientation Histogram (GLOH) [10] is a variant of SIFT using a log-
polar binning structure instead of four quadrants. The Speeded-Up Ro-
bust Features (SURF) [3] shares many similarities with SIFT, but with
performance gains due to the approach followed on the detection of in-
terest points and on the matching process. The Fast Invariant to Rotation
and Scale feature Transform (FIRST) [2] is a recent feature detection and
matching technique. It is stated that the algorithm is faster than most tra-
ditional approaches, such as SIFT, although yielding less distinctiveness
in terms of rotation and scale. This common trade-off between quality
and performance is reflected in the number of key points extracted by
FIRST (smaller than its counterparts). The bag-of-words (BoW) [6] is a

key point based representation, which consists of grouping of similar key
points descriptors into a large number of clusters; each cluster is treated
as a visual word which in turn is used to build a visual vocabulary. A
different approach is followed in the computation of the Histogram of
Oriented Gradients (HOG) [5] descriptor, which uses a dense grid of uni-
formly spaced cells and it has been shown that HOG is insensitive to color
variation. A more detailed survey analysing the aforementioned and other
different object descriptors can be found at [7, 9, 11].

The rest of this paper is organized as follows: section 2 presents the
tracking algorithm, used dataset and the evaluation metrics used to assess
our results; the results are (partially) shown on section 3 and our final
comments are presented on section 4.

2 Experiments

2.1 Framework

The test environment consists of an implementation of the tracking algo-
rithm proposed in [12]. It is focused on a surveillance scenario and was
described as having the capability of real time operation and an accept-
able detection and tracking rate in low to medium complexity scenarios.
Also, it has features that enable human detection and the separation of
objects in a group. Throughout these experiments only the extraction of
the object appearance and the matching between two individual instances
are model specific. All other stages of the algorithm are common.

For our experiments, we selected the following state-of-the-art de-
scription methods: SIFT; SURF; HOG; color histogram; BoW. For the
color histogram the bounding box is divided into an upper and lower part
with a greater weight assigned to the upper part. Several variations for
the appearance models were tested in order to emphasize particular con-
tributions thereof to the performance of the tracking algorithm. For the
key point based descriptors the ensemble of descriptors was adopted as
the model. A grid-based variation was also considered for the SIFT and
SURF appearance models; it is composed of evenly spaced points and in-
tends to provide an alternative to the use of interest point’s detection by
performing a dense scan. We tested grids with a number of points equal to
1% and 4% of the object’s image. For the BoW approach, the dictionaries
were trained for SIFT and SURF descriptors using generic images. The
experiments were performed in a computer with an Intel(R) Core(TM)
i5CPU at 3.20GHz with 8GB of RAM.

2.2 Evaluation

For the experiments we selected sequences of two widely used datasets.
Specifically, we used sequences: cam3 (ST1C3) and cam4 (ST1C4) from
the ST1-C1 set of the PETS 2006 workshop; OneShopOneWait1 (OSOW1)
and OneShopOneWait2 (OSOW2) from the Caviar project. These se-
quences are representative of monitoring and surveillance scenarios de-
picting commonly observed problems: group movement; appearance sim-
ilarity; occlusion. Also, they were captured with dissimilar cameras and
offer different perspectives over the scene.

We decided to use two complementary metrics to objectively evaluate
the impact of the different representation models in the tracking solution.
We chose the hybrid framework [4]), enabling the computation of an er-
ror metric for every frame of the sequence, whose output we’ll refer to as



Table 1: Overall comparison of the experimented models. For grid based
representations, the best results were selected for each type of descriptor.

Appearance Model Comparison
SIFT SURF

Metric SIFT Grid (1%) SURF Grid (1%) HOG Histogram Texture

TRDR 0.68 0.60 0.14 0.71 0.73 0.79 0,50
TSR 0.29 0.43 0.43 0.86 0.57 0.57 0,43

OSOW1 DR 0.68 0.60 0.14 0.71 0.73 0.78 0,50
FAR 0.10 0.11 0.04 0.02 0.08 0.14 0,35
FNR 0.32 0.40 0.86 0.29 0.27 0.22 0,50
FER 2.57 1.57 1.57 1.00 1.29 1.29 1,33

TRDR 0.64 0.66 0.20 0.72 0.69 0.76 0,58
TSR 0.20 0.40 0.40 0.40 0.60 0.40 0,50

OSOW2 DR 0.63 0.65 0.20 0.71 0.69 0.73 0,57
FAR 0.23 0.20 0.21 0.16 0.28 0.25 0,37
FNR 0.37 0.35 0.80 0.29 0.31 0.27 0,43
FER 3.38 2.88 4.25 2.56 1.25 1.56 2,50

Table 2: Comparison of the processing times for the solution and for in-
dividual components of the models: extraction and matching.

OSOW1 ST1C3
SPT DET DMT SPT DET DMT
(s/f) (s/t) (s/t) (s/f) (s/t) (s/t)

SIFT 0.420 0.175 0.000 0.800 0.559 0.003
SIFT Grid (1%) 0.242 0.092 0.000 0.416 0.239 0.000

SURF 0.033 0.002 0.000 0.055 0.014 0.000
SURF Grid (1%) 0.194 0.074 0.002 0.354 0.202 0.010

Histogram 0.213 0.000 0.000 0.190 0.000 0.000
HOG 0.052 0.007 0.001 0.058 0.010 0.002

Texture 0.084 0.000 0.000 0.177 0.000 0.000

’hybrid metric’. We also use some of the measures proposed in [1] to sum-
marise evaluation results for a complete sequence. Specifically, we chose:
Tracker Detection Rate (TRDR); Tracking Success Rate (TSR); Detection
Rate (DR); False Alarm Rate (FAR); False negative Rate (FNR).Note that
for the first three metrics we wish to obtain high values, while for remain-
ing metrics low values are desirable.

3 Results

Given the large number of experiments conducted, we will only present
the most expressive results.

Table 1 summarises the results obtained for the tracking solution us-
ing the different methods and variations. For the experiments using grid
points, we selected those with the best performance for each model. The
results show that SURF with grid points (1% density), HOG and color his-
togram enabled the best performances, but it is difficult to highlight one of
the three. Color histogram enabled a good overall tracking performance,
accompanied closely by solutions using a HOG based model; the solution
using SURF with grid points also presented a good reliability concerning
false alarms and misdetections. Signature based models behaved poorly
and were omitted here for simplicity.

Table 2 presents the time measures for the most relevant experiments
considering the tracking performance results. We present the follow-
ing time measures: average frame processing time (SPT), measured in
seconds per frame; average descriptor extraction time (DET), which we
measured in seconds per track (as in a single ’object track’); average de-
scriptor matching time (DMT), also in seconds per track. We restricted
Table 2 to a single CAVIAR and PETS sequence for readability issues,
since presenting additional sequences did not necessarily bring additional
information.

As expected, color histogram and HOG exhibited a good computa-
tional performance. SIFT presented a higher complexity, but the use of
a grid of points enabled a significant decrease of the computational time.
SURF also presents low computational time values, but the tracking re-
sults were poorer. However, it is noteworthy the values obtained for SURF
with a grid of points; although they are higher than with the use of interest
point detection, they are lower than with SIFT and it was demonstrated in
Table 1 that they enable better tracking results.

4 Discussion and Future Work

Given the difference between tracking and standalone image or object
matching, it was considered logical the analysis of different description
models in a common tracking solution. A set of well known description
techniques and different representations were analysed and assessed by
measuring the output of the tracking solution in terms of computational
performance and accuracy of the results.

It was observed that a dense scan did not provide a significant con-
tribute when using SIFT. In contrast, the performance of the tracking al-
gorithm with SURF descriptors increased significantly by using a dense
scan in alternative to interest point detection. With SIFT, the number of
identified points is higher, hence grid points may not contribute with rel-
evant information. When using grid points, overall better results were
obtained for smaller patch’s heights, indicating that grid points may intro-
duce noise in the model.

The colour histogram and HOG descriptors were computed over the
object’s image, thus a grid of points was not applicable in these cases.
Nevertheless, using small object patches conduced to better results, which
is coherent with the argument that smaller heights for the object’s bound-
ing box (and consequently its image) can limit the background noise
added to the models. In particular, the results for color histograms were
not surprising considering the scenario: the use of a single camera with
a reasonable frame rate enabled smooth transitions from one frame to the
next. Furthermore, object patches with small dimension and smooth re-
gions are often an obstacle to the computation of edge or gradient based
descriptors.

Future research work will include the integration and analysis of dif-
ferent object descriptors and appearance models. Furthermore, the VOT
framework itself is to be subjected of integration of additional techniques.
It would be interesting to perform the analysis proposed in this paper in
multi-camera scenarios thus obtaining more complete information regard-
ing the description methods robustness in both contexts.
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Abstract

Dermoscopy is a non-invasive diagnostic technique for thein vivo obser-
vation of pigmented skin lesions. In the last few years, several computer-
aided diagnosis systems of digital dermoscopic images have been intro-
duced in order to assist the clinical evaluation of dermatologists. These
systems must be tested and validated through a ground-truth database of
manually segmented images.

Therefore, in this paper, we present a graphical user interface for
computer-aided manual segmentation of dermoscopic images. This tool
allows building up a reliable ground truth database of manually segmented
images. Besides the manual segmentation of the lesion, this tool also al-
lows performing the segmentation of other specific regions of interest,
which are essential for the development of newly computer-aided diagno-
sis systems.

1 Introduction

Dermoscopy (dermatoscopy, skin surface microscopy) is a non-invasive
technique for the observation of pigmented skin lesions, allowing a better
visualization of the surface and subsurface structures, and the recognition
of morphologic structures not visible by the naked eye [1].

The dermoscopic diagnosis of pigmented skin lesions is currently per-
formed by trained dermatologists based on a set on pattern analysis crite-
ria such as the ABCD rule or the seven point check list. Both approaches
involve a visual analysis of the skin lesion in which the lesions are eval-
uated according to several properties, such as the asymmetry, the border
irregularity, the color, the diameter, and the presence of atypical vascular
pattern or irregular diffuse pigmentation [1, 3].

Currently, there is a great interest in the development of computer-
aided diagnosis systems that can assist the clinical evaluation of derma-
tologists, since the interpretation of dermoscopic images is time consum-
ing and subjective (even for trained dermatologists), and also to reduce
the learning-curve of non-expert dermatologists. The standard approach
in automatic dermoscopic image analysis has usually three stages: (i) im-
age segmentation, (ii) feature extraction and feature selection, (iii) lesion
classification [2].

The validation of these algorithms requires a ground-truth database of
manually segmented images. Therefore, this situation calls up for the de-
velopment of new tools that can support the manual segmentation, making
this task easier and faster to the dermatologists.

The tool presented in this paper is a preliminary version. Its final
version will allow building up a reliable ground truth database of manu-
ally segmented images to be used with multiple purposes. Among these
are the assessment of the accuracy of newly developed automatic seg-
mentation methods, as well as the use in medical training. Besides the
identification of the lesion borders, this tool also allows marking other
specific regions of interest, such as regions with different colors, typi-
cal or atypical vascular networks, dots, globules, star burst patterns, etc,
whose recognition is crucial for skin lesion classification.

This tool has some advantages with respect to other existing annota-
tion tools, namely better freehand drawing and boundary reshaping func-
tionalities.

2 INTERFACE DESCRIPTION

This application allows performing the manual segmentation of dermo-
scopic images and storing the result of segmentation. For this, the user

Figure 1:Image on the left: initial contour drawn by the user, with some
undesirable extra lines (marked with circles).Image on the right: fi-
nal contour after morphological filtering. Note that the final contour is
smoother than the initial and without undesirable extra lines.Toolbar
Buttons: 1-“Load Images”; 2-“Save as”; 3-“Zoom in”; 4-“Zoom out”;
5-“Manual segmentation”; 6-“Pointwise boundary reshaping”; 7-“Local
boundary reshaping”.

has a set of tools to be used sequentially to achieve the desired result.
The main functionalities of this interface are:

• Image upload and display

• Manual segmentation

• Boundary reshaping

• Storage of segmented image

The interface was implemented in a MATLAB environment (7.9.0
R2009b) because of its image processing toolbox and graphical facilities.

2.1 Image upload and display

With this application it is possible to open one image or several images at
once. For this, it is necessary to select the option “Load images” in the
“File” menu, or simply press the button 1 on the toolbar, Figure 1. Then
a dialog box appears that enables the user to browse and select the image
to be segmented. To open multiple images, simply press CTRL key and
select the desired images.

The loaded image is displayed on the left side of the interface. If
several images have been loaded, the user can easily change the image
that is being displayed through the slider button, Figure 1.

2.2 Manual Segmentation

In order to perform the manual segmentation, this application allows to
draw a freehand region of interest on the loaded image. It is important to
note that the manual segmentation can be performed using a pen tablet or
a mouse. The user can choose between performing the manual segmenta-
tion of the lesion or other regions of interest through the radio buttons on
the panel “Segmentation”.

To achieve the manual segmentation it is necessary to select in the
“Tools” menu the option “Manual Segmentation”, or simply press button



Figure 2:Image on the left: Initial contour (solid line) and the reshaped
contour (with control points).Image on the right: final contour.

5 on the toolbar, Figure 1. Then, the user must click and drag the pen
tablet to draw the contour of the lesion (or the contour of other regions of
interest).

When the user confirms the segmentation, the image with the final
contour is displayed on the right side of the interface, Figure 1. Note that
the user can only confirm and complete the segmentation when a closed
contour is drawn. When the user lifts the pen from the tablet before clos-
ing the contour, the contour remains open. However, while the contour
is open the user has the possibility of drawing until he/she completes and
closes it.

To our knowledge other available manual segmentation tools, such
as ImageJ, do not have this possibility, since when the drawing is inter-
rupted the contour is automatically closed with a straight line between the
beginning and the end point.

To obtain the final contour from the initial one (drawn by user), a bi-
nary mask of the initial contour is first created, and then a morphological
filtering is applied to this binary mask. The purpose of morphological
filtering is smoothing and removing extra lines that do not belong to the
contour. These lines may arise when the contour is drawn by means of
multiple segments, especially at the points of intersection of these seg-
ments, Figure 1.

Basically, morphological filtering is divided into three stages (i) mor-
phological erosion; (ii) selection of the biggest binary object from the
image and (iii) morphological dilation. The user also has the possibility
to select the degree of smoothing between low, medium and high.

The manual segmentation of other regions of interest can be done in
a very similar way to the manual segmentation of the lesion. The main
difference is that the contours of all segmented regions are shown on the
same image with a different color. For this purpose, the user must select
the “Other regions of interest” radio button in the panel “Segmentation”.

2.3 Boundary reshaping

Even after finishing the manual segmentation it is possible to make some
adjustments in the contour, if necessary. Two distinct methods were im-
plemented to reshape the contour previously done, namely “Pointwise
boundary reshaping” and “Local boundary reshaping”.

To our knowledge other available manual annotation tools, for in-
stance ImageJ, do not offer this possibility.

2.3.1 Pointwise boundary reshaping

This method must be used to make small adjustments in the contour, be-
cause the reshaping is done point-by-point. For this the user must select
the option “Pointwise Boundary Reshaping” in the “Tools” menu, or sim-
ply press button 6 on the toolbar, Figure 1. Forthwith the boundary turns
red with some control points. From these points it is possible to change
the shape of the contour. For this, the user must click and drag the control
points to their new positions, Figure 2.

2.3.2 Local boundary reshaping

Local boundary reshaping must be used when it is necessary to makegreat
adjustments to the initial contour. For this, the user must select the option

Figure 3: Local boundary reshaping: Initial contour (a), Initial contour
and a new line to reshape the contour (b) and Final contour (c).

“Local Boundary Reshaping” in the “Tools” menu, or simply press button
7 on the toolbar, Figure 1.

Basically, this method allows the user to draw a line to define the new
shape of the contour. The line must intersect the initial contour at least
in two points to form a closed contour. This can be used to increase or
reduce the size of the initial contour. Note that it is possible to increase
and reduce the size of the contour with a single line, Figure 3.

2.4 Storage of segmented image

Finally, this interface also allows storing the result of manual segmenta-
tion. The segmentation result is saved as a binary image, where pixels
with intensity value of 1 correspond to the segmented object, while pixels
with value 0 correspond to the background.

3 CONCLUSIONS

A graphical user interface was presented in this paper, for manual segmen-
tation of dermoscopic images (that can easily be adapted to other medical
images). This tool will allow constructing a ground truth database, in a
very simple and fast way, to be used in the assessment of the automatic
segmentation methods. Moreover, this tool also allows segmenting other
specific regions of interest, whose recognition is essential in image clas-
sification and pattern recognition.

Besides the manual segmentation, one of the most interesting tool is
the boundary reshaping, with which the user can correct the shape of the
contour previously done. For this purpose, two distinct methods were im-
plemented, namely “Pointwise boundary reshaping” and “Local boundary
reshaping”.

This prototype version was set up based on the requirements and sug-
gestions of dermatologists and is currently under evaluation in clinical
environment. Some suggestions, as future work, have already been made
by clinicians. For instance: to include by default the possibility of label-
ing the different regions of interest.
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Abstract

A method to compute the atherosclerotic plaque activity index (AI) was
recently proposed in the literature to support the decision of endarterec-
tomy. The dependency of this index on objective measures, extracted
from Ultrasound and Clinical Data, aims at the increasing of the diag-
nosis accuracy by removing part of the subjective component associated
with the human decision.

The cut-off used to decide the surgical intervention for plaque re-
moval depends on several factors such as population specificities, activity
index computation algorithm and on the optimality criterion used for the
selection of that threshold. A common naive approach to select the op-
timal cut-off value assumes the same cost on the reduction ofFalse Pos-
itives Rate(FPR) and increasing of theTrue Positive Rate(TPR) which
means finding the intersection of the ROC curve with the descending di-
agonal. In the Youden index, another widespread ROC based criterion,
the optimalcut-off is chosen in order to maximize the difference between
TPR and FPR.

In this paper a preliminary statistical analysis of these naive approaches
is presented, in order to suggest more sophisticated and complex criteria
that would take into account other factors.

1 Introduction

Carotid1 endarterectomy is a surgical procedure with proved results in
the prevention of stroke [2]. The development of a more objective and
accurate diagnostic tool for plaque risk prediction allows the detection of
asymptomatic patients with high neurological risk, indicating the need of
treatment and preventing future complications. The criteria for decision-
making of endareterectomy is primarily important for the patient but has
also implications from a financial and management point of view, because
it involves relevant human, material and financial resources[1].

A recent publication [5] describes the scoreEnhanced Activity In-
dex(EAI) where conditional probabilities of relevant features are used to
quantify the severity of the atherosclerotic disease of the carotid. This
score is used to predict symptoms and helps in the decision of endarterec-
tomy.

This decision taking process based on the EAI score can be formu-
lated as a classification task where two groups of subjects are considered:
group of subjects with significant risk of having symptoms, here called
symptomatic, and group of risk free subjects, calledasymptomatic. The
ultimate goal is the selection of a cut-off value to decide endarterectomy
of each patient according to his EAI score.

Receiver Operating Characteristic(ROC) [3] is usually used to select
the optimalcut-off when binary decisions are involved and one of two
classes should be selected. InComputer Aided Diagnosis(CAD) systems
this tool is extensively used in the performance evaluation of the involved
classifiers [6].

In this curve theTrue Positive Rate(TPR), also known asSensitivity,
is represented as function of theFalse Positive Rate(FPR) for different
values of thecut-off parameter. The procedure and underlying criterion
to select an optimalcut-off is crucial for the final performance of the clas-
sifier. The criterion should reflect the statistics associated with each group
but may also depend on other objective and subjective factors relevant in
the whole process. In our case, the optimalcut-off primarily depends on
the true distributions of both populations but also on the consequences as-
sociated with the taking decision procedure; fail anendarterectomyon a
patient from the thesymptomaticgroup is probably, from a a clinical and

1This work was supported by project the FCT (ISR/IST plurianual funding) through the
PIDDAC Program funds.

medical point of view, severer than making a surgical intervention on a
subject from theasymptomaticgroup.

In this paper, two of the most common criteria based on the ROC
curve are analyzed in a statistical basis in order to design, in the future,
more sophisticated and reliable criteria tunned for this medical problem
in particular.

2 Problem Formulation

Here two classes are considered:ωS andωA containing the subjects that
will present symptoms in the future and that will continue asymptomatic,
respectively. The main goal, concerning theendarterectomy, is to decide
what class a given subject belongs to based on the respective EAI score
which is assumed normally distributed with different parameters for each
class,N (µA,σ2

A) andN (µS,σ2
S), as shown in Fig.1. It is expected, with

real data, that these distributions overlap. Usually, the main goal of au-
tomatic strategies forcut-off selection, is to minimize the decision error
rate. In the case of endarterectomy decision making, a simple error rate
minimization criterion is not appropriated because the medical costs as-
sociated with the false negatives are much higher than the ones associated
with the false positives. The former are really life threatening while the
latter may have associated only a residual risk.
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Figure 1: Representation of classesωS and ωA. Consideration of the
possible outcomes for a given cut-off.

The Sensitivty, Sens, of a diagnostic test, also calledTrue Positive
Rate(TPR), is defined asTPR= TP

TP+FN . This measure is the ratio of the
true positive results provided by the classifier, TP, over the total number
of real positive subjects, TP+FN, where FN is the number of theFalse
Negatives. TheSpecificity(Spec) [5] is defined asSpec= 1−FPRwhere
FPR= FP

TN+FP is the ratio of false positive results, FP, over the total num-
ber of real negative subjects, FP + TN, where TN is the number ofTrue
Negatives.

The TPR and FPR, as well as other performance classifier measures,
may be directly derived from the statistical distributions of both popu-
lations. So, let us defineTrue Positive Rate(TPR), False Positive Rate
(FPR),True Negative Rate(TNR) andFalse Negative Rate(FNR) as the
following integrals displayed in Fig.1,

TPR=
∫ ∞

c
pωS(x)dx

FPR=
∫ ∞

c
pωA(x)dx

TNR=
∫ c

−∞
pωA(x)dx

FNR=
∫ c

−∞
pωS(x)dx. (1)



Since bothSensitivity, Sens(c), andSpecificity, Spec(c), depend on
the cut-off parameter, the ROC curve can be defined as the following
parametric curve,s(c) : R→ R2, wheres(c) = (1−Spec(c)

︸ ︷︷ ︸

x(c)

,Sens(c)
︸ ︷︷ ︸

y(c)

).

Two criteria for the computation of an optimalcut-off are described
here. These widespread criteria, easily applied in a geometric basis over
the ROC curve, will be analyzed in a pure probabilistic point of view.

C2 C1 

J 

0 

1 

1 0.5 

0.5 

Figure 2: ROC curve with reference to cut-off points from DDIC (c2) and
Youden Index (c1).

2.1 Descending Diagonal Intersection Criterion (DDIC)

In the first criterion considered in this paper, the optimal cut-off is selected
in order to makeSensitivity(TPR) equal toSpecificity, Sens(c) =Spec(c),
where it is assumed that we want simultaneously, and with the same cost,
increase the TPR parameter and decrease the FPR. From a geometrical
point of view the optimalcut-off is the one where the ROC curve inter-
sects the descending diagonal as shown in Fig. 2. This criterion may be
formulated as

TPR= 1−FPR (2)

or using equations (1)

∫ ∞

c
pS(x)dx= 1−

∫ ∞

c
pA(x)dx

∫ ∞

c
pS(x)dx+

∫ ∞

c
pA(x)dx= 1

PA(c)+PS(c) = 1 (3)

The optimal solution provided by this criterion, represented in Fig.3,
corresponds as previously shown in equation (3), to the intersection of
the cumulative distribution associated with the symptomatic group,cs(x),
with 1− ca(x). This is the analytical formulation for the geometrical
DDIC criterion.
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Figure 3: Representation of optimal cut-off with DDIC, occurring in the
interception of probability distribution functions.

2.2 Youden Criterion (YC)

The Youden index [4], depending on thecut-off parameterc, is defined as
J(c) = Sens(c)+Spec(c)−1 or J(c) = TPR(c)−FPR(c). The optimal
cut-off under the Youden criterion is the maximizer of the Youden index
according to

c∗ = argmax
c

J(c) (4)

From a geometrical point of view, this criterion maximizes the ver-
tical distance from the ROC curve to the non-discriminative diagonal as

displayed in Fig. 2. The optimalc∗ is computed by finding the stationary

point ofJ(c) with respect toc, dJ(c)
dc = 0 which leads to

dTPR(c)
dc

=
dFPR(c)

dc
(5)

or

dTPR
dFPR

(c) = 1 (6)

This means that the tangent to the ROC graph at the optimal cut-off,
under the Youden criterion, has an unitary slop as shown in Fig. 2. Con-
sidering the distributions of both populations and the integrals represented
in Fig.1 this criterion is formulated as follows

J(c) =
∫ ∞

c
pS(x))dx−

∫ ∞

c
pA(x))dx

dJ
dc

= pS(c)− pA(c) = 0

pS(c) = pA(c) (7)

which means: the optimalcut-off under the Youden criterion corresponds
to the point where the distributions of both populations intersect, as shown
in Fig.4.
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Figure 4: Representation of optimal cut-off with the Youden index, oc-
curring in the interception of probability distribution functions.

The optimalcut-offs under both criteria are different as shown in
Fig.2. In geometrical terms the DDIC optimalcut-off, c∗2, is obtained
by intersecting the ROC curve with the descendant diagonal while in the
Youden criterion, the optimalcut-off, c∗1, occurs when the tangent to the
ROC curve is unitary. From a distribution point of view the first criterion
involves the cumulative distributions while the Youden one involves the
density functions associated with both populations.

3 Conclusions

This paper provided an analytical approach to interpret two existing meth-
ods to find optimalcut-offs based on graphical considerations on ROC
curves. This is a preliminary work in order to understand how additional
factors could be included in this framework to help the medical staff in
the decision making of endarterectomy, such as, economical and social
factors.
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Abstract

It has been shown that finite-context (Markov) models are a powerful tool

for representing DNA sequences, as demonstrated by the good compres-

sion results that they have been able to provide in recent works. However,

they may also be useful in other tasks, such as in data analysis.

In this paper, we explore this line, studding the structural patterns in

the Schizosaccharomyces pombe genome. Moreover, we analyse inter-

chromosomal structural relations using complexity profiles. These com-

plexity profiles allow a quick analysis, unveiling locations of low informa-

tion content, which are usually associated with DNA regions of potential

biological interest.

1 Introduction

In the context of DNA data compression, finite-context models have been

used for describing the data in an efficient way, as demonstrated by the

good compression results that they have been able to provide in recent

works [1, 2, 4].

Finite-context models assume that the source has Markovian proper-

ties, i.e., that the probability of the next outcome of the information source

depends only on some finite number of (recent) past outcomes. This past

is normally referred to as the “context”, hence the name “finite-context

model”.

The most obvious application of finite-context models is for data stor-

age, i.e., compression. However, finite-context models can also be used

in other approaches, such as in DNA data analysis, has we have shown

in recent work[1]. This new direction suggests the exploration of DNA

sequenced species, in order to unveil and understand biological designs

and functions.

In this paper, we use finite-context models to create complexity pro-

files. Basically, a complexity profile indicates how many bits it is required

to represent each symbol (DNA base). These complexity profiles are of

interest because they reveal structures inside the chromosomes, structures

that are often associated with regulatory functions of DNA.

Thereby, using complexity profiles, we study the genome of Schizosac-

charomyces pombe, with the aim of searching biological important pat-

terns. The S. pombe, also called "fission yeast", is a species of yeast com-

posed by three pairs of chromosomes, totaling approximately 14.1 million

base pairs.

2 Results and Discussion

In this study, we used the S. pombe genome (uid 127), obtained from the

national Center for Biotechnology Information (NCBI), ftp://ftp.

ncbi.nlm.nih.gov/genomes/.

In recent works, we have introduced a method [3], based on finite-

context models, to build complexity profiles. In this paper, we analyse the

S. pombe genome with the mentioned method.

Accordingly, we have extracted the complexity profiles for each of

the three chromosomes. These results are presented in Figure 2. As it can

be seen, there are locations of low information content which are clearly

associated with DNA regions of biological interest, such as telomeric and

centromere regions. Therefore, we have marked with letters A, C, D, F,

G and I the telomeric regions and with letters B, E and H the centromere

regions. Yet, these marked letters clearly identifies what is the long arm

(q) and short arm (p) on each chromosome.

In some species, the centromeres are regions hard to find, specially

when the low-pass filter has smaller bandwidth, due to the size of the

Figure 1: Plot of the information content of the centromeres from chromo-

some 1 (C1), 2 (C2) and 3 (C3). The information content was processed

in both directions, combined using the minimum value of each direction,

and low-pass filtered using a Blackman window of 1001 (drop: 20 bases).

Figure 4: Illustration of the three chromosomes of S. pombe genome

marked with genes ef1a-b (A), ef1a-c (B) and ef1a-a (C).

sequence. However, as Wood et al. [5] investigated, the S. pombe cen-

tromeres are large comparing to the budding yeast S. cerevisiae. In this

way, we could easily identify them with complexity profiles (B, E and

H). Moreover, as it can be seen in Figure 1, the sizes of the centromeres

regions vary inversely with the lengths of the chromosomes.

According to Wood et al. [5], possibly more extended centromeric

regions are required for proper mitotic and meitotic behaviour when the

chromosome arms are shorter.

Thereafter, we made an inter-chromosomal study in S. pombe genome.

For this purpose, we resort to chromosome concatenation.

We have concatenated chromosome 1 with chromosome 3 and ran the

compression (in both directions), presenting only the complexity profile

of chromosome 3 (taking into account the statistics of chromosome 1), as

it can be seen in Figure 3. The same process has been done for chromo-

some 1 and chromosome 2, however, due to space restrictions we only

show plots for chromosome 3.

In Figure 3, we have unveiled important regions marked with the let-

ters A, B and C. Starting with the letter B, this region contains the 2529

bases of gene eft202 (from base 537326 to 539854, in chr. 3). According,

the statistics that unveiled this gene were extracted also from 2529 bases

of chromosome 1, which represent gene eft201 (from base 2907701 to

2910229, chr. 1, with ∼99% sequence similarity to gene eft202).

In relation to the region marked with letter A (Figure 3), we have

verified that chromosome 1 unveiled a repetition in chromosome 3, that

representes two highly similar genes (ef1a-a in chromosome 3 and ef1a-b

in chromosome 1 with ∼98% sequence similarity). Moreover, chromo-

some 2 unveild another very similar gene, ef1a-c, with ∼98% sequence

similarity to both previous genes. In Figure 4, there is an illustration that

shows the relative position of these genes. In this ilustration, letter A

marks a region from base 4095202 to 4096584 (1383 bases, chr. 1). Let-

ter B refers to base 626106 to 627488 (1383 bases, chr. 2), and letter C

from base 268097 to 269479 (1383 bases, chr 3).

Interestingly, these very similar genes, present in all S. pombe chro-

mosomes (a very rare property) and always in the short arm, have ho-

mologous in the following species: human, chimpanzee, dog, cow, rat,

chicken, zebrafish, fruit fly, mosquito, C. elegans, S. cerevisiae, K. lactis,

E. gossypii,M. grisea and N. crassa.



Figure 2: Plots of the information content for chromosome 1 (first row), chromosome 2 (second row) and chromosome 3 (third row) of S. pombe.

The information content was processed in both directions, combined using the minimum value of each direction, and low-pass filtered using and a

Blackman window of 1001 (drop: 20 bases).

Figure 3: Information content for chromosome 3 of S. pombe. The first row shows a representation for chromosome 3 and their long repetitive zones.

The second row shows chromosome 3 (blue) with information added from chromosome 1 (green). The third row shows chromosome 3 (blue) with

information added from chromosome 2 (red). The information content was processed in both directions, combined using the minimum value of each

direction, and low-pass filtered using a Blackman window of 1001 (drop: 20 bases).

3 Conclusions

Using finite-context models, we have unveiled locations of low infor-

mation content, associated with DNA regions of biological interest in

Schizosaccharomyces pombe genome, such as telomeric and centromere

regions. Moreover, we have identified homologous genes present in more

than one chromosome. As for example, the ef1a-derived genes which are

contained in all chromosomes of this species.

We believe that this work will be a starting point for other intra-

species analysis and furthermore for inter-species analysis (especially in

larger genomes)
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Abstract

In this paper we associate features obtained from ECG signals with the
expected levels of stress of real firefighters in action when facing specific
events such as fires or car accidents. Five firefighters were monitored
using wearable technology collecting ECG signals. Heart rate and heart
rate variability features were analysed in consecutive 5-min intervals dur-
ing several types of events. A questionnaire was used to rank these types
of events according to stress and fatigue and a measure of association
was applied to compare this ranking to the ECG features. Results indi-
cate associations between this ranking and both heart rate and heart rate
variability features extracted in the time domain. Finally, an example of
differences in inter personal responses to stressful events is shown and
discussed, motivating future challenges within this research field.

1 Introduction

A recent study on firefighters in the United States [5] showed that 45%
of the deaths that occur among U.S. firefighters, while they are on duty,
are caused by heart disease. Furthermore the study shows that the risk
of death from coronary heart disease during fire suppression is approxi-
mately 10 to 100 times as high as that for non emergency events. These
facts clearly show that for a firefighter one of the most life threatening
condition is the condition of his heart. Stress and fatigue are an obvi-
ous problem on the cardiovascular system, and can also trigger other fac-
tors. The Vital Responder project is an interdisciplinary research project
formed by teams from Institute of Electronics and Telematics Engineering
of Aveiro, Carnegie Mellon University, Instituto de Telecomunicações in
Porto and Aveiro, and BioDevices, S.A. The goal of the Vital Responder
project is to provide secure, reliable and effective first-response systems
in critical emergency scenarios. Therefore, the estimation of stress and
fatigue in first responders becomes the main concern.

So far the estimation of stress in real environments using wearable
sensors has been mostly focused on driving scenarios [4]. We are how-
ever concerned that these scenarios are not comparable to the ones of first
responders in action. Our aim is thus to inspect how these cardiac fea-
tures, obtained from ECG signals, behave in a scenario where both high
levels of fatigue and stress are expected. Therefore, we present in this
paper the following contribution: A measurement of the associations be-
tween HRV features and certain types of emergency and non-emergency
events in which varying degrees of stress are expected.

The data collection and annotation methodology will be presented in
Section 2, followed by the signal analysis and feature extraction on Sec-
tion 3. Section 4 will show the results of the association of ECG features
and conclusions will be drawn in Section 5.

2 Data collection and annotation

The data used for this paper consist of records from five male volunteer
firefighters based in Amarante, Portugal. To collect the data, in the be-
ginning of the working day, each firefighter put on the Vital Jacket R©, a
product from BioDevices S.A., that is a wearable medical devices in the
form of a T-shirt that allows continue monitoring of cardiac activity from
1 lead ECG up to five days. The ECG signal is recorded with a sam-
pling frequency of 200 Hz and a resolution of 8 bit. Additionally the Vital

Jacket provides a time-stamp for the signals using an internal real-time
clock.

Together with the ECG data recorded, the timestamps and types of
activities occurred during a specific shift were logged. We have used
the official daily log (required by the Portuguese law) of each firefighter
that participated in this study. These logs have: the date and time of
the beginning and end of every event; the type of event; and the tactical
position within the team.

We had also perform a simple questionnaire, which was given to 25
firefighters to get their self-assessment of the levels of stress and fatigue
during each type of event. The average of the individual responses to the
questionnaires was used to rank each events in three levels: low, medium
and high.

2.1 Dataset

Around 447 hours of ECG were recorded between five months. The harsh
environments that these individuals face led to a substantial amount of
bad recordings. Therefore, only 238 hours were selected, out of which
59:25 hours were collected during missions (55% in services, 15% in car
accidents, 11% in hospital assistance, 7% in infrastructures support, 6%
in fires, and 6% in other activities). The data which was recorded outside
of events was not accounted for the experiments due to the lack of context
awareness.

3 Methods

To benefit from the numerous functionalities and algorithms provided by
Physionet [1], our data was saved in the WaveFormDataBase format stan-
dard.

3.1 QRS detection and HRV analysis

The detection of QRS complexes used is based on the algorithm by Pan
and Tompkins implemented together with further improvements in the
open source EP Limited QRS detection software [3] which was used to
detect R peaks in the ECG recordings.

Besides instantaneous heart rate (HR) measured in beats per minute
(bpm), six other proposed standard measurements [2] were used for the
heart rate variability (HRV) analysis. The following three time domain
measurements were used: the standard deviation of all normal to normal
beat (NN) intervals in ms (SDNN); the square root of the mean of the
sum of the squares of successive differences between NN intervals in ms
(RMSSD); and the HRV triangular index (HRVti) which is the total num-
ber of all NN intervals divided by the height of the histogram of all NN
intervals measured on a discrete scale with bins of 7.8125 ms.

Together with the time domain measures, three frequency domain
measures were also used. To obtain these measures the series of NN
intervals was transformed to a power spectral density (PSD) using the
Lomb Periodogram [6]. The spectrum then was analysed using: the low
frequency (LF) part (ranging from 0.04-0.15 Hz); the high frequency
(HF) part (from 0.15-0.4 Hz); and the LF/HF ratio between the LF and
HF component. The LF part and the HF part were divided by the total
frequency in the 0-0.4 Hz frequency band.

All measures were calculated in consecutive windows of five minutes,
until the whole record was covered.



Table 1: Pk association measure and mean values for five minute segments over five firefighters according to three different activities.

Ranking position Classes HR (bpm) SDNN (ms) RMSSD (ms) HRVti LF norm HF norm LF/HF random

1 Service 87.07 77.44 44.69 12.79 0.35 0.11 5.56
5 Fire 101.54 65.12 31.01 10.21 0.34 0.09 4.71
6 Car accident 103.96 57.71 30.63 9.47 0.41 0.10 5.30

Pk 0.76 0.39 0.43 0.32 0.57 0.49 0.54 0.53

4 Associating ECG features

We have compared features gathered by HRV analysis during certain
types of events and their position in the ranking of stress levels, esti-
mated by the questionnaires. The results of the data collection part are
then passed on to a measure of association which was then applied to the
data.

Association measures are important and useful in the field of evalu-
ation a predictive relation between two variables [7]. In our study, since
we are in the presence of discrete variables (such as the stress ranking)
the ideal measure should describe the stress/fatigue as a monotonically
non decreasing mathematical function of the HRV measurements. The
Pk measurement by Smith et al. [8] was used. Briefly, when compar-
ing indicator values (in this case the HRV measurements) to an ordinary
scale (the stress ranking) the value of Pk with a range from 0 to 1 can be
interpreted as the probability of a concordant relationship of both sides,
which means that if the indicator value increases, the assigned level of the
ordinary scale is also increasing.

4.1 Results

Due to the answers given in the questionnaires, the categories were ranked
from low to high stress as following: 1) services, 2) activities, 3) hospi-
tal assistance, 4) infrastructures assistance, 5) fire and 6) car accidents.
Calculating the Pk measure for all six classes and the mentioned HRV

Figure 1: Two selected working days of two different firefighters and their
HRV response to these days which only included service and accident
events.

measurements including heart rate resulted in Pk values around 0.5, which
means a probability of 50% to predict an increased stress level according
to an increased value of the measure. But considering only the extreme
levels of low stress and high stress at both ends of the scale showed inter-
esting results, as observed in Tab. 1.

Although this is a rather generalized approach, it can be seen that the
average heart rate, as the strongest predictor, clearly distinguishes differ-
ences between these types of activities and in 76% of all cases supports
the order estimated by the questionnaires. Also, the time domain features,
mainly HRVti and SDNN, show a negative association with our ordering.
This means that the HRV tends to go down during events, which were
ranked as more stressful, like fires and car accidents, compared to a low
stress service activity. These findings agree with the expected increased
sympathetic activity of the autonomous nervous system during stressful
situations [4]. The frequency domain features do not show significant
concordance to the stress ranking used, presenting similar Pk values as
the control random feature shown in the last column.

Furthermore, differences in the inter-personal reactions to the differ-
ent scenarios were observed by inspection of an individual case. Fig. 1
shows the most promising HRV measures (HR, HRVti and SDNN), dur-
ing two working shifts of two different firefighters. We have observed

that the absolute HRV values for both firefighters are different accord-
ing to two types of events. Also, the variation of the three measurements
between the two events is stronger for FF1 compared to FF2. Knowing
that FF1 is the youngest (24 years) team member and FF2 the oldest (41
years), either age or experience might be explanations for these variations.
This isolated example proves nothing by itself but since this is a unique
window into the reality of vital signals of firefighters in action, it gives
us motivation enough to argue that both these factors should be further
studied as a possible covariate in the stress/fatigue stratification.

5 Discussion and conclusions

Although a rather coarse classification of events was used as basis for the
stress ranking of the events, an association between the activities which
were ranked as least stressful and most stressful was observed as an in-
creased heart rate and decreased HRV in the time domain. In previous
studies [4], the standard frequency domain HRV features showed to be
a promising parameter as an estimation of the sympathovagal balance.
However, in this study it turned out not to be a potential indicator of
stress, at least using the standard definition under the uncontrolled con-
ditions of a firefighter’s working day. The reason behind this could be
that during most of the events the largest part of the power spectrum does
not lie within the HF or LF band, but in lower frequency parts, that should
be considered in future work.

A subtler questionnaire using psychological methods for question-
ing the levels of stress and fatigue might reveal a more complex model
of these measures in ECG features. Especially if a level of fatigue and
stress can be assigned to every single event and separated for every fire-
fighter. Inter personal variations are always present, so the event analysis
between firefighters might provide more insight into the problem of stress
and fatigue estimation together with personalized inferring of stress and
fatigue using aforementioned questionnaires. This approach will provide
a possible adaptive model that would therefore be preferable to a general
categorization.
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Abstract

In this paper we propose a method for PTZ camera auto-calibration over
the camera’s zoom range. The method is based on the minimization of
re-projection errors of feature points detected in images captured by the
camera at different orientations and zoom levels. Experiments conducted
on both synthetic and real data show the method achieves good results
compared to methods that require higher computational costs or accessto
the camera.

1 Introduction

Pan-tilt-zoom (PTZ) surveillance cameras allow constructing background
models of wide scenes and, consequently, detecting scene changes, pro-
vided one can accurately map pixels captured from the camera into 3D
space. In other words, background modeling and scene-changes detection
imply camera calibration. In this paper we present a calibration method
for PTZ cameras that does not required physical access to the camera or
the environment nor specific objects or structures in the image sequences
used.

There are several documented methods for camera calibration requir-
ing physical access to the camera such as [2] where intrinsic and radial
distortion parameters are estimated by changing the orientations of a chess
pattern in front of the camera. Past work on active camera calibration was
essentially conducted for intrinsic parameter estimation only. Hartley [5]
presented a self-calibration method for stationary (rotating) cameras and
later Agapitoet al. [1] introduced a self-calibration method for rotating
and zooming cameras. These methods answered the problem of geomet-
ric calibration with methods that did not require physical access to the
cameras to achieve good intrinsic parameters estimation. The method we
propose is very much alike the one proposed by Sinha [7]. The main dif-
ferences lye in the simplicity and reduced computational costs associated
to ours and in the possibility ours offers of using any kind of image se-
quences for calibration provided there is overlapping between images. In
addition, we estimate the radial distortion caused by the camera which is
an effect that attenuates with camera zoom.

The method we propose is composed by a first step calibration pro-
cedure that uses homographies between acquired images to estimate the
camera’s intrinsic parameters at minimum zoom level. With the applica-
tion of a cost function and the use of Levenberg-Marquardt optimization
algorithm we are able to accurately estimate the radial distortion coeffi-
cients at this specific zoom level. The final step of our method enables the
estimation of both the intrinsic parameters and the radial distortion coef-
ficients for progressive zoom steps in a way simpler to that used in the
calibration at minimum zoom level. We do a 3D reconstruction of pixel
points acquired by the camera with a cube based model [3].

2 Camera Model

The pin-hole camera model for the perspective pan-tilt-zoom camera con-
sists of a mapping from 3D projective space to 2D projective space. This
is represented by a 3x4 rank-3 perspective matrix,P. The mapping from
3D to the image plane takes a pointX = [X Y Z 1]T to a pointu = PX in
homogeneous coordinates. The matrixP may be decomposed in

P = Kz[R | t] (1)

wheret is a 3x1 vector that represents the camera location,R is a 3x3
rotation matrix that represents the orientation of the camera with respect
to an absolute coordinate frame andKz is a 3x3 upper triangular matrix
encompassing the intrinsic parameters of the camera:

Kz =





ku s u0
0 kv v0
0 0 1



 (2)

whereku andkv are the magnifications in the respectiveu andv directions,
u0 andv0 are the coordinates of the principal point of the camera ands
is a skew parameter (in this work we assumes = 0). The pan and tilt
movements are included inR. These movements are simply rotations
about the projective centerO, which is usually chosen to be the world
origin and thust = [0 0 0]T .

Most cameras deviate from the pin-hole model due to radial distor-
tion. This effect decreases with increasing focal length. Due to radial
distortion a 3D pointX is projected to a pointδxd = [δxd δyd ]

T . This
point is deviated from the pointx = [x y]T according to the radial distor-
tion function,ℜz:

[xd yd ]
T = ℜz

(

[x y]T
)

= L(r)[x y]T = (1+ k1r2+ k2r4)[x y]T (3)

wherer =
√

x2+ y2. This radial distortion model corresponds to a sim-
plified two coefficient version of the one proposed by Heikkila [6] where
r is the radial distance (distance from pointx to the center of distortion
(xc,yc)), L(r) is a radially symmetric distortion factor andk1 andk2 are
the two radial distortion coefficients considered. For every zoom levelz,
ℜz is parameterized by(xz

c,y
z
c,k

z
1,k

z
2). In our model the principal point

(u0,v0) is constrained to be the center of distortion.
Concluding, the goal of calibrating a PTZ camera involves estimating

the unknown parameters ofKz andℜz for any pan and tilt angles, while
covering full range of optical zoom, fromz0 to zmax.

3 Calibration Method

The calibration method proposed consists of two steps. The intrinsics
and radial distortion coefficients are first iteratively estimated at minimum
zoom level and then computed for an increasing zoom sequence.

3.1 Calibration at minimum zoom level

The first step of our method is computing the intrinsics and radial distor-
tion coefficients at minimum zoom level (z0). To achieve this images are
captured in a spherical grid. Every arc connecting two images is listed
with informations such as identification of the two connected images,
feature points detected in both and their correspondences. The feature
locations and correspondences are determined with the SIFT algorithm
followed by a match filtering. Homographies between every adjacent
horizontal,Hi and vertical images,Vi are then robustly computed using
RANSAC-based homography estimation and nonlinear minimization [4]
(Chapter 3, p. 108). One of the images,Ir is chosen to be the reference
one and homographies,Ti mapping points from the other images,Ii to
Ir are computed through composition of the previous obtainedHi andVi
homographies.

Corresponding feature points, detected in two or more images, are
back-projected to a unit sphere centered at the camera position using an
estimate of the camera parameters. The corresponding 3D points, back-
projected from different images, are merged into a single 3D mean point.
Then to achieve global image alignment and an accurate geometric cal-
ibration a non-linear optimization of the re-projection error (D) of all
points (uj

i) is applied:

(Kz0∗
,ℜz0∗) = arg min

Kz0
,ℜz0

n

∑
i=1

m(i)

∑
j=1

D(uj
i , Kz0 ℜz0(RiX

j))
2

(4)

whereRi are the rotation matrices for the respective images,m(i) andn
are the feature-count and image-count andX j is a global feature list. This
global minimization problem is solved using the Levenberg-Marquardt
algorithm, implemented in the Matlab functionlsqnonlin. The opti-
mization algorithm is initialized with the matrix of intrinsic parameters
Kz0 obtained using Agapito’set al. method [1] and null radial distortion
coefficients (k1 = 0 andk2 = 0 initialize ℜz0, see Eq. 3).



(a) (b) (c) (d)

(e) (f)
Figure 1: Display of different phases of the calibration method. (a) Axis215 PTZ camera, (b) regular grid of images and zoom sequence usedto
calibrate camera,(c) re-projection errors at first iteration of the method, (d) re-projection errors at last (30) iteration of the method, (e) mosaic generated
with intrinsic parameters estimated from Agapito’s method and null radial distortion parameters and (f) mosaic generated with our estimation of
intrinsic and radial distortion parameters.

3.2 Zoom sequence calibration

To achieve a zoom range calibration the camera is fixed at a certain orien-
tation and images with progressively larger zoom levels are acquired. The
computation steps that follow are similar to the ones applied in the mini-
mum zoom calibration method (See Section 3.1). ParametersKzi andℜzi

are iteratively estimated for every zoom leveli with the starting estimates
being the parameters found for zoom leveli−1, Kzi−1 andℜzi−1:

(Kzi∗
,ℜzi∗) = arg min

Kzi
,ℜzi

i

∑
k=i−1

m(k)

∑
j=1

D(uj
k, Kzk ℜzk(Xj))

2
. (5)

To initialize this second step of the calibration method the initial esti-
mates for the parameters are the ones obtained as result of the first step
calibration method,Kz0 andℜz0. Then, the optimization problem, Eq.
5, is solved for every zoom levelzi, i ∈ {1,2, ...,N}, whereN denotes
the maximum zoom level. The estimation of radial distortion parame-
ters from a single zoom sequence has inherent ambiguities as the radial
distortion at a particular zoom level may be compensated by the radial
distortion at another level. We avoided this by keeping the parameters at
zoom levelz0 fixed.

4 Results

The experiments conducted with our method encompassed synthetic and
real data. First a camera with known parameters was simulated and 3D
points were created and randomly placed in front of it. The method was
tested in the presence of matching errors due to different noise levels ap-
plied. For real data testing an Axis 215 PTZ camera (Figure 1 (a)) was
chosen and two sequences of images were used to calibrate the camera
over its full zoom range. A regular grid of 164 images was acquired to
estimate the parameters at minimum zoom level and then a progressive
zoom sequence of 25 images was obtained with the camera at a fixed ori-
entation to calibrate it over its full zoom range (Figure 1 (b)). The initial
estimates at minimum zoom level result from the application of the self-
calibration method proposed by Agapitoet al. [1]. This estimates produce
substantial alignment errors which are reproduced in the re-projectionof
matched feature points in the first image plane (Figure 1 (c)) and result in
a poor mosaic construction (Figure 1 (e)). With our method these initial
re-projection errors are rapidly minimized achieving sub-pixel errorsafter
30 iterations (Figure 1 (d)). The estimates obtained produce an improved
mosaic as represented in Figure 1 (f).

5 Conclusions

In this paper we proposed an automatic calibration method for PTZ cam-
eras. Intrinsic parameters and radial distortion coefficients are estimated
over the full range of pan, tilt and zoom. These estimations are achieved
by computing homographies between images and through minimization
of re-projection errors. Future work will be focused in target and event
tracking using active PTZ cameras. These cameras possess wide panand
tilt ranges and a large zooming capacity so potentially they have great
tracking capacity. Given the calibration method proposed in this paper it
is possible to generate high-definition mosaics of the whole environment
and so it will be possible to accurately track events in the vast majority of
the environment of the camera.
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Abstract 
 
 The B-mode image system is one of the most popular systems used 
in the medical area; however it creates a lot of problems in image 
interpretation and segmentation due to is low contrast and high noise 
presence. This image mode is often used in the study and diagnosis of 
the carotid artery diseases. The correct interpretation and segmentation 
of the carotid ultrasound image can improve and simplify all the 
knowledge and work developed in this sensitive area. 
 In this paper we describe the development of an automated 
algorithm for carotid lumen segmentation and 3-D reconstruction in B-
mode images. 
 

1 Introduction 

The carotid artery is extremely important, in the blood supply to the 
head and neck zones [2]. Its importance is even greater for the blood 
supply to the brain, as being one of the most sensitive organs in the 
organism. The brain needs about 15% of the blood stream and consumes 
about 20% of oxygen and glucose from the organism, due to its huge 
demand for energy (ATP) [1]. It works based on an highly oxygenated 
metabolism and easily suffers disturbance, in the absence of this 
molecule[1, 2]. 
  The atherosclerosis is one of the pathologies that affect its functions as 
it slowly reduces the blood supply trough the artery. It is one of the main 
causes of cerebrovascular accidents, quickly becoming one of the major 
causes of death in the occidental world [3].  
   As it is a pathology highly associated to the zone where blood   flux is 
disturbed, the hemodynamics and medical imaging have been studying 
several ways to detect and understand its process. Previous studies show 
that the study of velocity in the carotid artery might help to improve the 
knowledge of this pathology [3]. In order to accomplish this, the design 
of models capable to support, and simulate these studies is demanded. It 
is based on these assumptions that we propose a method for a fully 
automated carotid lumen 3D model reconstruction, using B-mode 
carotid imaging, one of the cheapest, harmless and most widely used in 
this medical area [4].  

2 M ethods 

 We started by developing an automated approach for detecting 
lumen points. This approach is based on a straight-line traced inside the 
lumen and parallel to the horizontal axis, by searching for hipoecogenic 
characteristics on the same direction. Due to previous knowledge of high 
intensity changes in this type of image, a gradient operator, the Sobel 
operator, computes its image gradient, which combined with the 
straight-line inside the lumen, defines automatically region of interest 
(ROI).  

 As we can have extremely noisy input images, we only use the 
strongest gradient points, believing that the majority of the lumen walls 
are included in the selected set. Although this excludes a huge amount of 
noise, it has the disadvantage to exclude the weakest lumen walls points 
defined. In order to overcome this, from the gradient threshold we select 
along the vertical axis the closest points of the straight-line and applied 
morphological operators in order to remove small discontinuities. 
Additionally, to remove the bigger discontinuities, an interpolation 
system was developed, by linking the terminal points of the remaining 
wall segments. At the end of this step, the two selected walls might have 
failures, like a huge vertical variation in a little horizontal range, which 
are anatomically impossible, or misleads starting points. Another 

interpolation is performed to fix these failures and the final resultant 
points are applied to the original image.  

 For the 3D reconstruction from the segmented contours, 3D circles 
are building based on the diameters along the segmented lumen. 

3 Results  

 In order to show the results regarding each step of the algorithm 
developed, three sample images were used, Figures 1-11. 

 

Figure 1  Three original ultrasound images 

 

Figure 2  Lumen straight-line detected 

 

Figure 3  Gradient Images 

 

Figure 4  ROIs defined 

 

Figure 5  Detected strongest gradient points 
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Figure 6  Detected strongest and closest to the straight-line gradient 
points 

 

Figure 7  After removing small discontinuities 

 

Figure 8  After the interpolation process to remove larger 
discontinuities 

 

Figure 9  After fixing the line discontinuities 

 

Figure 10  Resultant image segmentations 

 

Figure 11  An example of 3D lumen reconstruction 

 

4 Discussion 

 From the original Ultrasound B-mode Carotid images (Figure 1), 
and taking advantage of the horizontal lumen dispositions, all the 
straight-lines were successfully defined (Figure 2), and the ROIs defined 
from these lines contained the desirable structures (Figure 4). 

After the gradient calculation as expected, a huge amount of noise was 
present (Figure3). The majority of the information contained in the ROI 
is undesirable, which supports the next step of image thresholding. As 
we can see in Figure 5, the noise component after this step was much 
lower; however, some of the weakest wall segments were suppressed. 
Selecting only the closest points to the computed straight-lines along the 
vertical axis (Figure 6), also helps to exclude undesirable information 
for the next steps of final definition of the lumen walls. 

 The application of morphological operators, proved to be a very 
effective way of solving the smaller discontinuities (Figure 7); however, 
the larger ones cannot be fixed by using the same method, as it severely 
distorts all the remaining segments. The use of interpolation, as we can 
see in Figure 8, avoided these deformations by acting only in the 
remaining discontinuity zones between segments. After performing all 
these steps, a few failures were present in some detected wall points. 
Those failures were caused by two situations: Firstly, the absence of a 
starting point in the zero coordinate of the horizontal axis might mislead 
the connection of the wall to the end of the image, and secondly some 
huge vertical variances in small horizontal variance, appeared to be very 
strange to natural shapes. Thus, the fixing step of the algorithm acted 
effectively by searching those points and correcting them by removal 
and interpolation of the recently empty area (Figure 9). 

 The algorithm developed, was successfully applied to the original 
images, matching well with the hipoecogenic areas in the lumen 
structures (Figure 10). Also the 3D reconstruction based on the sampling 
of the segmented lumen, proved to be a very easy way to build a 3D 
model from the original 2D image, as shown in Figure 11. 

5 Conclusions and future remarks 

 For the available image dataset, although the lack of medical 
supervision, which prevents the comparison of the defined edges with 
the medically expected and its validation, we can consider that the 
results were satisfactory for several reasons: Firstly, and as expected an 
ultrasound image is extremely difficult to process due to the huge 
amount of noise and low contrast. The automated location of points 
inside the lumen is quite a challenge, and it was performed successfully. 
However it might be interesting to develop solutions in order to adapt 
the direction of this line according to the disposition of the lumen, as the 
presented algorithm only works with horizontal aligned structures. 

 The gradient operator also presented good results, if we consider 
that the strongest gradient points selected, suited perfectly the majority 
of removed noise and the guiding lines for the remaining wall 
definitions. Nevertheless, the Sobel operator is still one of the simplest 
ways to calculate an image gradient, so it is possible to improve the 
accuracy of this step, by applying other gradient methods. 

 The morphological operators, proved to be very effective in the 
discontinuities. It showed good results without significantly changing 
the previously defined shapes. However, the interpolation, despite, 
showing satisfactory results on the bigger discontinuities, added 
automatically non natural shape errors. And, the bigger the 
discontinuity, the bigger the error that will be added in the interpolation. 
An improved gradient definition can improve this step, by reducing the 
sizes of the discontinuities, and consequently the interpolation errors. 

 It is proven that when the 2D segmentation is successfully 
completed, the 3D reconstruction of the data segmented can be easily 
performed. However, the reconstruction method adopted based on 3D 
circles can me improved trough the building of a polynomial meshing 
representing the shape of the carotid artery in a more natural way.  
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Abstract  
One   of   the   greatest   challenges   in   dermatology   today   is   the   early   detection   of  
melanoma,   since  the  success   rates  of  curing  this   type  of  cancer  are  very  high  if  
detected   during   the   early   stages   of   its   development.   The   image   processing  
algorithm  proposed  on  this  paper  aims  to  measure  and  quantify  one  of   the  main  
criteria   of   the   ABCD   rule:   the   differential   structures   (pigment   network,  
structureless  or  homogeneous  areas,  dots,  globules,  and  streaks).  The  algorithm  is  
divided   into   two   distinct   stages:   1)   Segmentation:   implementation   of   a  
segmentation  algorithm  for  dermoscopy  images  in  order  to  determine  the  border  
of   the   lesion.   2)   Differential   Structures   Extraction:   automatic   detection   and  
quantification  of  the  structures  described  in  the  ABCD  rule.    
The   algorithm   was   implemented   in   MATLAB,   and   a   dataset   of   15   classified  
dermoscopic   images   was   used   for   testing,   courtesy   of   Dra.  Márcia   Ferreira   of  
Instituto  Português  de  Oncologia  do  Porto.  
  

1   Introduction  
The   skin   cancer   corresponds   to   about   one   third   of   all   cancers  

detected  each  year  in  Portugal,  affecting  1  in  every  7  people  throughout  
life.   It   is  estimated   that  malignant  melanoma  accounts  for  only  10%  of  
skin   cancers   detected,   but   it   is   responsible   for   more   than   90%   of   the  
deaths.  Around  700  new  cases  per  year  are  detected  in  Portugal  [1].  

Despite   the   high   mortality   rates,   early   diagnosis   of   melanoma   is  
extremely   important   since   the   success   rates   of   curing   skin   cancer   are  
very   high   if   detected   during   the   early   stages   of   its   development.  
Dermoscopy   is   a   non-invasive   diagnostic   technique   for   the   in   vivo  
observation  of  pigmented  skin  lesions,  which  uses  optical  magnification  
and   liquid   immersion   or   polarized   lightning   to   achieve   better  
visualization  of  surface  and  subsurface  structures  of  the  skin  [2].  

The   diagnosis   of   skin   lesions   from   dermoscopy   images   is   quite  
problematic  due  to  the  high  complexity  and  variability  of  its  structures.  
To  increase   the  clinical  applicability  of  dermoscopy,  several  diagnostic  
algorithms  have  been  proposed  during  the  last  decades,  being  the  ABCD  
rule  one  of   the  methods  which  are  becoming  more  widely  accepted  by  
clinicians.  The  ABCD  rule  was  proposed  in  1994  by  Stolz  et  al.  [3]  and  
is  based  on  the  analysis  of  four  different  criteria:  asymmetry  (A),  border  
(B),   color   (C)   and  differential   structures   (D).  Each   criteria   is   analyzed  
semi-quantitatively  and  multiplied  by  a  given  weight   factor   in  order   to  
obtain   the  Total  Dermoscopy  Score  (TDS),  which  classifies   the   lesions  
as   benign   melanocytic,   suspicious   or   highly   suspicious   lesion   for  
melanoma.  

In   this   paper  we   propose   an   image   processing   algorithm   based   on  
entropy,   structural   and   connected   components   analysis   to   detect   and  
quantify   the  differential   structures  of   a   skin   lesion,   as  described   in   the  
ABCD  rule.  

2   Image  Processing  

2.1    Pre-processing  
Two   pre-processing   steps   were   implemented   in   order   to   ensure   a  

good  segmentation  of  the  images:  
  
Filtering:   The   images   were   filtered   through   a   Circular   Averaging  

Filter  (pillbox)  using  a  disk-shaped  structuring  element  of  radius  5.  This  
filtering   step   allows   eliminating   small   structures   like   thin   hairs   or   air  
bubbles  and  smooths  the  image  for  a  better  border  detection.  

  
Automatic   Colour   Equalization   (ACE):   Another   recurrent   problem  

in   skin   lesions   segmentation   is   the   poor   lightning   conditions   during  
image   acquisition.   Inhomogeneous   illumination   usually   leads   to   poor  
contrast   of   the   lesion   and   high   colour   variations,   so   a   technique  
proposed   by   Schaefer   et   al.   [4]   was   adapted   and   used   for   contrast  
enhancement.  This  technique  plays  a  key  role  in  the  segmentation  stage,  
as  it  proved  to  be  a  powerful  tool  in  increasing  the  histogram  bimodality.  

2.2    Segmentation  

Method   [5],   a   well-known   histogram   shape-based   image   thresholding  
routine.   This  method   assumes   that   the   input   image   has   two   classes   of  
pixels   and   calculates   the   threshold   that   minimizes   the   intra-class  
variance.    

The   pre-processed   image   is   first   converted   to   grayscale   by  
calculating  the  mean  value  of  the  pixels  along  the  3  colour  channels,  i.e.  
the   average   of   the   three   colours   at   each   pixel   location.   The   image   is  

operation   with   a   disk-shaped   structuring   element   (radius   =   2)   was  
applied.   The   blob   that   represents   the   skin   lesion   is   chosen   as   the  
structure   with   largest   area,   excluding   all   the   blobs   that   touch   the  
boundaries  of  the  image.  

  

2.3    Differential  Structures  Detection  
This   feature   is   intended   to   detect   5   types   of   differential   structures  

that   usually   are   associated   with   the   development   of   melanomas:  
homogeneous   areas   or   without   structures,   streaks,   dots,   globules   and  
pigment   network.      We   took   as   starting   point   the   work   developed   by  
Betta  et  al.  [7]  with  the  aim  of  analysing  the  atypical  pigmented  network  
(7-Point   checklist   criteria).   Several   changes   to   this  methodology  were  
made  in  order  to  adapt  it  to  the  feature  under  study,  and  the  structure  of  
the  algorithm  can  be  seen  in  Figure  2.  

  
Texture  Analysis:  The  texture  of  an  image  can  be  analysed  through  

its   entropy.   Entropy   is   a   statistical   measure   of   pixel   intensity  
randomness,   where   areas   of   high   entropy   in   the   image   correspond   to  
areas  of  high  intensity  variability.  

the  pixels   inside   the   lesion  area  are  classified  as  belonging   to   the  Low  
Entropy  Mask  if  its  value  is  0  or  High  Entropy  Mask  representatives  if  
its  value  is  1.    

  
Structural   Analysis:   The   purpose   of   this   step   is   to   detect   local  

discontinuities  in  the  image.  A  median  filter  is  applied  with  the  intention  
of   softening   the   image   and   eliminating   the   majority   of   the   small  
intensity  discontinuities.    

The  filtered  image  and  the  original  image  are  then  subtracted,  and  all  
pixels  with  intensity  values  equal  or  greater  than  95%  of  the  maximum  
intensity  are  considered  as  a  local  discontinuity.  The  result  image  is  then  
multiplied  element  by  element  with  the  segmentation  mask  and  the  local  
discontinuities  mask  is  obtained.  

  
Connected   Components   Analysis:   In   this   stage   the   detected  

structure   is   classified   in   1   out   of   3   groups:   homogeneous   mask;;  
dots/globules  mask  and  streaks/pigmented  network  mask:  
  

1)   Homogeneous   Mask:   The   connected   components   of   the   low  
entropy  mask  are  filtered  by  area  and  the  blobs  with  area  bigger  
than  10%  of  the  lesion  are  considered  as  homogeneous  regions,  
as  stated  in  the  ABCD  rule.  
  

2)   Dots/Globules   and   Streaks/Pigmented   Network   Mask:   The  
connected   components   of   the   image   that   results   of   the  
multiplication   between   the   local   discontinuities  mask   and   the  
high  entropy  mask  are  filtered  by  morphological  conditions:  
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   Eccentricity:   The   eccentricity   can   be  defined   as   the   ratio  
of  the  distance  between  the  foci  of  an  ellipse  and  its  major  

objects  with  a  value  range  from  0  to  1,  where  0  represents  
a   line   segment.  

Eccentricity   can   be   used   to   measure   object   elongation,  
since  dots  and  globules  appear  as  circular  structures,  while  
streaks   and  pigmented  networks   shape   is  more  close   to  a  
line.  

   Solidity
box  divided  by  its  own  area,  with  a  value  range  from  0  to  
1.  While  dots  and  globules  can  be  represented  as  compact  
clusters   of   pixels   with   solidity   close   to   1,   streaks   and  
pigmented  networks  are  often  formed  by  thin  and  irregular  
elements   with   small   solidity   value.   This   measure   is  
especially   relevant   for  pigmented  networks,   since   its  grid  
shape  lowers  drastically  the  solidity  value.  

    
To   classify   the  high   entropy   local   discontinuities  between   this   two  

groups,  the  following  condition  were  used:  
Considering  an  image  with  N  local  discontinuities,  and  being  Ei  the  

eccentricity  value  and  Si   the  solidity  value  of  the  local  discontinuity  Li,  
the  structure  Li  can  be  classified  through  the  following  condition:  

  

   (1)  

     
with  i N.  It  was  used  Ts=0.5  for  the  solidity  threshold  and  Te=0.85  
for  the  eccentricity  threshold.  

3   Results  
A  dataset  of  15  dermoscopic  images  was  used  with  the  intention  of  

testing   the   algorithm,   each   one   manually   classified   by   Dra.   Márcia  
Ferreira  of  Instituto  Português  de  Oncologia  do  Porto.  The  classification  
was   made   according   to   ABCD   rule,   where   the   Differential   Structures  
Score   (DSS)   ranges   from   1   to   5,   scoring   1   for   the   presence   of   each  
structural  feature.  The  used  dataset  has:  4  images  with  DSS=1;;  4  images  
with  DSS=2;;  4  images  with  DSS=3;;  and  3  images  with  DSS=4.  

Figure  1     Algorithm  results  for  skin  lesions  with:  DSS=1  (a);;  DSS=3  
(b);;  DSS=4  (c).  Note:  Homogeneous  Mask  =  Blue;;                                  

Dots/Globules  Mask  =  Green;;  Streaks/Pigmented  Network  =  Red.  

        

        
      (a)         (b)       (c)  

  

To  quantify   the  presence  of   these   features,   the  Area  Ratio   (ARatio)  
was  calculated  for  each  differential  structures  group.  The  ARatio  consists  
in   the   area   percentage   of   the   differential   structure  mask   in   relation   to  
total   area   of   the   skin   lesion.   After   extracting   the   ratios   of   the   testing  
dataset,   the   mean   values   of   the   images   with   the   same   doctor  
classification  were  calculated  in  order  to  allow  a  quantitative  analysis  of  
the  results.  

Table  1     Mean  values  of  ARatio  for  each  differential  structures  group.  
Doctor  

Classification  
Homogeneous  

ARatio  
Dots/Globules  

ARatio  
Streaks/Pig.  Network  

ARatio  
1   41,2   0,5   4,0  
2   27,9   0,8   10,7  
3   22,4   1,1   13,6  
4   40,4   1,7   13,8  

  
Looking   at   Table   1,   in   most   cases   the   higher   the   doctor  

classification,   the   higher   the  ARatio   for   each   group   and   consequently   a  
greater  probability  of  that  specific  features  being  present  in  that  images.  
The  exception  is  the  homogeneous  areas  feature,  but  its  ARatio  is  always  
significant   higher   when   compared   with   other   groups,   which   indicates  
that  this  feature  is  probably  present  in  most  images  of  the  dataset.  

4   Conclusions  
The   image   processing   algorithm   proposed   on   this   paper   aims   to  

quantify   the   differential   structures   features   on   dermoscopic   images,   as  
described   in   the  ABCD  rule.  Despite   the   low  number  of   images   in   the  
testing  dataset,   the  visual  and  numerical  analysis  of  the  results  shows  a  
relationship  between  the  doctor  and  algorithm  analysis.  In  future  works  
we   are   looking   forward   to   use   a   higher   and  more   complete   classified  
dataset  of  dermoscopic  images,  in  order  to  allow  not  only  the  detection  
but  also  the  automatic  classification  of  the  differential  structures  criteria.  
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Abstract

Experimental rodent models of myocardial infarction have been exten-

sively used in biomedical research to study molecular, cellular and histo-

logical alterations following myocardial infarction.

These models have been recently applied to assess the therapeutic

potential for functional restoration of damaged myocardium. Such studies

are based on myocardial infarction induction by permanent ligation of the

left anterior descending coronary artery, some therapeutic treatment and

subsequent analysis infarct size to estimate heart damage. Infarct size is

defined as the percentage of the left ventricle (LV) affected by coronary

artery occlusion.

The infarct size is estimated by manually delineating the infarcted

and normal tissue areas in the LV of the dissected heart. However, this

is a time-consuming, arduous and prone to bias process. Herein, we de-

veloped an anatomic model, adapted through expectation maximization,

which allows for fully automatic analysis of the data. Experimental vali-

dation is performed comparing the proposed approach with manual anno-

tation.

1 Introduction

Acute myocardial infarction is one of the major causes of premature mor-

bidity and mortality worldwide. It results from the occlusion of coronary

arteries and the establishment of tissue ischemia which can lead to heart

failure. To study the lesions caused by this health problem and test the ef-

ficiency of potential therapeutic interventions, biology researcher conduct

assays in animals where acute myocardial infarction is induced. In these

assays myocardial infarction size is one parameter measured obtained

by the analysis of the dissected heart stained with Masson’s Trichrome,

a histological stain that enables the identification of the infarcted tis-

sue [1, 3, 4]. The heart is sectioned and the analysis is performed in

12 slices of the heart tissue (figure 1(a)).

Myocardial infarction (MI) size is defined as the percentage of the

LV affected by the coronary occlusion and is estimated by identifying the

infarcted and the normal heart tissue regions in the LV of the animal’s

heart cross sections. In this evaluation task researchers must delineate the

contour of the infarcted area and of the LV. The right ventricle (RV) region

is ignored since it is not affected by the induced myocardial infarction [3,

4].

Currently the infarct size analysis is a fully manual task performed by

biologists, making it a time-consuming and arduous task, which is prone

to subjective bias. The latter is a driving force for the development of

automatic approaches for such analysis which requires the selection of

both healthy and infarcted tissue regions.

In figure 1(b) we can observe the heart anatomy regions involved in

the calculation of the infarcted size. The infarct size is calculated by two

different methods:

Area measurement - The infarct size is calculated by dividing the LV

infarct area by the total area of the LV tissue (figure 1(b)) [1, 3, 4].

Midline length measurement - The infarct size is calculated by dividing

the LV infarct midline length by the length of LV midline [3, 4]. To per-

form the midline measurement we first automatically find the midline by

tracing lines from the center of the lumen to the exterior of the heart tissue

(figure 1(c)). The midline is given by midpoint between tissue borders.

The points of the middle line where there is more infarcted tissue than

(a) (b) (c)

Figure 1: Example of one heart cross section obtained from the heart: a)

Image of a heart cross section; b) Delineation of the heart tissue. The

affected tissue is marked by blue color, the LV is bounded in red and the

LV lumen is shown in yellow; c) Scheme of the heart cross section.

normal tissue (in the radial direction) are used to define the LV infarct

midline. Secondly, we divide the length of the LV infarct midline by the

total length of the LV midline.

The infarct size measurement for the complete heart is defined as the

average value of infarct size for all the heart cross sections.

2 Methodology

To automatically obtain the infarct size it is necessary to determine the

extension of the regions of healthy and infarcted tissue.

We propose a model based methodology for the segmentation of the

heart tissue. We define an anatomical model similar to the structure of

the heart which iteratively evolves until achieving the best fit to the heart

tissue in the image. The final model properties are estimated through ex-

pectation maximization. This allows the segmentation of the heart tissue

automatically. Also the user does not need to define any parameters since

these are automatically estimated making the process more robust. After

the identification of each tissue type we can measure the infarct size.

2.1 Unsupervised tissue segmentation through model

adaptation

In order to perform heart tissue segmentation by using an anatomical

model we must first define a model and then a way to adapt such a model

to the image data. By analyzing images from the heart sections we con-

clude that the heart tissue has an oval shape with two holes inside its

overall region (lumens). Based on this standard structure the design of

the anatomical model chosen for this task was based on an overall ellip-

soid heart shape with two smaller ellipsoids inside the heart (Figure 2a).

Considering as hidden variable the real location and scale of the heart

tissue regions Z and the input image data as X we can assume a model

for our anatomical model parameterized by θ for which the likelihood

functional is:

L(θ ;X ,Z) = P(X ,Z|θ). (1)

Since we have three different regions to adapt, the model parameters

θ can be divided into those responsible for the modeling of each part:

θht ,θrl ,θll . These are the parameters for the heart tissue ellipsoid and for

the right and left lumen ellipsoids respectively. The model parameters

govern the position and shape properties of each ellipsoid.

In a similar way the heart regions can be specified for each different

parts of the model as Zht ,Zll ,Zrl , corresponding to the real heart tissue,

left lumen and right lumen regions, respectively.





  

 

Abstract 
This paper describes a method for automating the detection of lanes in 
chromatography images. This is a relevant component of a screening tool for 
Fabry disease, which will be based on the automatic analysis of the 
chromatographic patterns extracted from each one of the detected lanes. Our 
approach includes a pre-processing step resulting in a smoothed profile that is the 
input of a lane detection step. The proposed method was tested using 66 
chromatography images with very promising results. 

1 Introduction 
Fabry disease (FD) is a Lysossomal Storage Disorder originated from a 

-galactosidase A, leading to an abnormal accumulation of 
glycosphingolipids, namely Gb3 [1]. The complete diagnosis of FD is 
very complex but the first phase is simply based on the detection of an 
abnormal quantity of Gb3 in urine or blood plasma of the patient. The 
direct measurement of those compounds can be carried out by using 
micro tandem mass spectrometer (MS/MS), but their use is very 
expensive. Another approach, less expensive, is the analysis of a patient 
urine sample or blood plasma, performed by a Thin-Layer 
Chromatography (TLC) on a silica gel plate, followed by a visual 
inspection of the generated chromatographic pattern [2].  

In order to implement a screening tool for FD, we need to develop 
several procedures for automating the complete image analysis process. 
One fundamental initial step is the detection of the lanes associated with 
individual samples. This is a fundamental phase as the lanes in the 
chromatography images contain the composition and concentration of 
the compounds that will be used to evaluate the sample.  

This paper describes a methodology for automating the lane 
detection in TLC images. After an initial integration of image data onto 
a one-dimensional profile, lane detection is performed in three phases. 
In the first phase most of the lanes are detected, some false lanes being 
eliminated in the second phase. In the last phase a refined search is 
applied in order to find more difficult lanes which were not identified 
previously. This paper is organized as follows. Section 2 describes the 
methodology that was developed for automating the lane detection. The 
results are presented and discussed in Section 3. Finally, Section 4 is 
dedicated to the conclusions of this work.  

2 Lane Detection 
The proposed procedure 
(ROI), previously delineated through an automatic process [3]. The 
image ROI is initially processed and projected onto the horizontal axis 
(vertical projection) in order to obtain a one dimensional profile that 
integrates the data of each lane onto a single dimension. Then, lane 
detection is performed in three phases. The first phase aims at obtaining 
an initial set of candidate lanes, which are further validated or removed 
in the second phase. The third and last phase is a refinement step that 
allows the inclusion of lanes that are not clearly distinguishable in the 
profile and that were not included in the initial set. 

The ROI detected is converted to grey scale and a closing 
morphological operator is applied using a square structuring element 

height. This closing operation 
allows us to get background information from the image. The grey scale 

is then subtracted from the closed one so that the relevant 
information, mainly formed by the image bands, is kept.  

In the next step a projection onto the horizontal direction of this 
previous image is obtained. At this point, the top image lines are not 
taken into account as usually they contain a lot of noise due to the 
chromatographic process. Moreover, that region is not important for the 
remaining phases of the method, as all compounds used as markers of 

FD are associated with the bottom/middle bands. After excluding 25% 
of the lines starting from the top, the average value of the intensity 
information from the other lines is calculated to obtain the vertical 
projection.  

Figure 1(a) illustrates an example of a chromatography image and 
Figure 1(b) shows the ROI (converted to grey scale) obtained with the 
automatic segmentation described in [3]. In this figure, 12 lanes (vertical 
tracks) are present. The last 2 are reference lanes while the others 
represent patient samples. Figure 1(c) is the output of the processes 
applied to the ROI. The lanes in this figure correspond to the local 
intensity maxima on the vertical projection that is shown in Figure 1(d). 

  
(a) (b) 

  
(c) (d) 

Figure 1: Detection and processing of the ROI to obtain its vertical 
projection. (a) Original image; (b) Outcome of the ROI segmentation; 
(c) Result of background elimination; (d) Profile obtained from the 
vertical projection.  

Although the projection operation allows some data integration, the 
ROI profile still presents some small local variations that make lane 
detection a hard task. In order to overcome this problem a smoothed 
version of the profile just containing the main intensity variations is 
required. The use of common average filters was not able to produce a 
satisfactory response as they also blurred the more relevant profile 
transitions. In the proposed approach, a Savitsky-Golay filter was used 
to smooth the original intensity profile. The Savitsky-Golay filter is 
based on polynomial regression and it is essentially a weighted average 
method in the form of  
 

 

 
(1) 

where  an  
 and  is computed as the average of the data 

points from  to  , where each point has its own weight , 
defined by the degree of the polynomial fit [4]. The best results 

and 2 times the FWHM (full width at half of maximum) of the desired 
features in the data [5].  

The lane detection process is performed in three phases with the 
objectives of: 1) select an initial set of potential lanes; 2) remove false 
lanes; 3) detect lanes which were not included in the initial set. While 
the first step is sufficient in most images, the second step is important 
for noisy and low contrast images, and the third step is essential when 
the number of bands in a lane is small, as occurs in reference lanes. 

In the first phase, the smoothed profile is analysed using two 
morphological transforms, h-maxima and h-minima. [6], in order to 
compute the signal s local extremes. Each one of these functions returns 
1 if the analysed point is a local extreme of the signal and 0 otherwise. 
The smoothed signal is searched for regions that were designated as true 
by the h-maxima function and as false by the h-minima. We get a first 
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set of potential lanes by finding the mean point of each selected region 
and then label s centre.  

Secondly, we try to remove all the false lanes detected earlier. Each 
one of the potential lanes is tested against the others for the distance to 
adjacent lanes, the distance to image borders and the width of the region 
that originated the potential lane. We expect to detect and remove some 
false lanes detected earlier due to noise or effects from handwriting on 
the gel plate.  

Finally, the derivative of the signal is analysed. In the profile 
derivative, a lane is characterized by the occurrence of two local 
extremes, a local maximum to the left and a local minimum to the right, 
which can be used for delimitating lane boundaries. After locating the 
boundaries of all detected lanes, an average lane width can be estimated 
and afterwards used to try to find new lanes that were not included in the 
initial set. We search on unoccupied profile regions to check if there is a 
pattern which coincides with the one found in the lanes. This pattern 
must also have sufficient amplitude in order to be considered as a lane.  

3 Results 
The dataset used for testing the proposed algorithm is formed by 66 
images. These images with different resolutions and dimensions ranging 
from 4927×2530 to 569×625 pixels were previously resized to 1024 
lines while keeping the lines/columns ratio.  

Regarding the application of the Savitsky-Golay filter, as the 
FWHM of the lanes usually is around 30  40 pixels, we decided to fix 

as  =  = 30.  to 
keep a balance between tracking narrower lanes while still smoothing 
broader ones. This filter was applied to the profile of figure 2(a) to 
generate the result depicted in figure 2(b). 

  
(a) (b) 

Figure 2: Profile obtained from a ROI of a chromatography image (a) 
and after being filtered by Savitsky-Golay method (b). 

The first phase of the lane detection method allows the 
establishment of an initial set where the majority of the lanes are 
present. Figure 3 illustrates the results of this procedure to the original 
image of Figure 1. Figure 3(a) illustrates the h-maxima and h-minima 
transforms (logical 1 indicates the presence of a local extreme). In this 
figure, the black signal indicates the intersection between the h-maxima 
and h-minima. The red vertical lines in Figure 3(b) represent the 
detected lanes. The procedure in the first phase was able to correctly 
identify all the lanes in this image.  

  
(a) (b) 

Figure 3: The results of the h-maxima (green), h-minima (red) and the 
intersection of h-maxima (1) and h-minima (0) in black (a). Set of 
potential lanes represented by the red lines (b).  

In Figure 4, an example of an image that has a false lane removed by 
the second phase is shown. The distance between the lane represented 
by the yellow line and the adjacent lanes lead to state it as a false 
detection. This distance is considerably smaller than the average 
distance within the set, as can be verified in Figure 4(b).  

  
(a) (b) 

Figure 4: Results of the first phase (a). Red and yellow lines represent 
the validated and removed lanes after the second phase, respectively (b). 

In Figure 5(a) the ROI of an image is represented, with the profile 
derivative overlapped. The first phase, when applied to this image, 
missed one lane (the 16th). The analysis of the profile derivative allows 
us to determine the limits of the lanes and represent them as the blue 
lines in Figure 5(b). With this technique the lane that was missed in the 
first phase could now be found - Figure 5(b). 

  
(a) (b) 

Figure 5: Profile derivative (a) and result after the third phase (b). The 
lane detected in this phase is represented in green. 

651 lanes. After the 
3 phases, our approach allows the automatic detection of 647 lanes. It 
also finds 20 false lanes. The results obtained are presented in TABLE I. 

 True lanes detected False lanes 
detected 

Lanes 
missed 

Phase 1 644 31 7 
Phase 2 644 20 7 
Phase 3 647 20 4 

TABLE I: Results for the different phases of the method. 

4 Conclusions 
We proposed a new method for the automatic detection of lanes in 
chromatography images. 

The Savitsky-Golay filter has proved to be a valuable technique to 
deal with the noise present in all images, smoothing the signal and thus 
reducing the number of false lanes detected, while still preserving the 
features of narrower lanes.  

The smoothed profile is afterwards used for determining a set of 
potential lanes based on the detection of local maxima and minima, 
which are further validated using the distance between lanes and average 
lane s width. Finally, the profile derivative is analysed in specific areas 
in order to find missed lanes. 

The proposed methodology was successfully evaluated in 66 digital 
images of chromatographic plates, showing a recall of 99.4% and a 
precision of 97%. 
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Abstract

The most successful method to estimate brain connectivity to date is the

dynamic causal modelling (DCM), which models the interactions between

neuronal activity at different areas as a first-order differential equation and

attempts to estimate its parameters, given the inputs to the system. The

related problem of discriminating between different structures of connec-

tivity can be solved by state-of-the-art methods. These also estimate the

system parameters but are computationally expensive and may converge

to parameter values that are valid only for a particular dataset. In this

paper, the well-known multiple-model Kalman filter (MMKF) is used to

perform model selection in an efficient manner, upon simulated data from

models with different connectivity structures.

1 Introduction

A fundamental question in neuroscience is: Which areas of the brain com-

municate and why? It is well known that most cognitive processes require

an array of different areas in the brain connected and processing informa-

tion as a joint system. It is, thus, essential to gain insight into how these

areas communicate for a given task.

1.1 Dynamic Causal Modelling

A method that abstracts the functional connections that different brain

areas establish and estimates them from experimental data is the DCM

proposed by Friston et al. [4]. It consists of a parsimonious model - a

bilinear dynamical system - where the average neuronal activity is the

state variable that represents each brain area, and can be described by the

following equation:

ż(t) = (A+∑
j

u j(t)B
( j))z(t)+Cu(t) (1)

Here, z(t) is the vector of neuronal activity at different brain areas, and

u(t) is the vector of all inputs at time t (the inputs are any known external

stimuli that can influence brain activity, within a controlled experiment).

A has negative terms on the diagonal (natural rate of decay of neuronal ac-

tivity in each area) and the non-zero terms off-diagonal represent intrinsic

communication between brain areas for the given task. Each B controls

the influence the j-th input has on the connections between brain areas

(for instance, when a subject is told to pay attention to stimuli, certain

connections may be enhanced and others inhibited). Matrix C represents

the direct influence of stimuli on each brain area.

1.1.1 Heamodynamic Response Function

Whenever a non-invasive method is used to acquire data, it is not the neu-

ronal activity itself that is measured, but some function of that activity,

depending on the technique employed. Thus, the DCM must have a for-

ward model, that explains how the neuronal activity is converted into the

measured data.

For the functional magnetic resonance imaging (fMRI), specifically

the blood-oxygen-level dependence (BOLD), the Balloon Model origi-

nally proposed by Buxton et al. [1], and further analysed and comple-

mented with the flow dynamics by Friston et al. [3] is the best known

model of these physiological processes:

ṡ = εz− kss− k f ( f −1) (2)

ḟ = s (3)

v̇ =
1

τ

( f − v
1
α ) (4)

q̇ =
1

τ

(

f
1− (1−E0)

1
f

E0
− v(

1
α
−1)q

)

(5)

y =V0[k1(1−q)+ k2(1−
q

v
)+ k3(1− v)] (6)

1.2 Model Comparison

For a given experimental setting, one is usually interested in determining

the structure of the DCM, that is, which areas communicate, and how

these communications are modulated by external stimuli. This corre-

sponds, in practice, to determining the non-zero off-diagonal elements

of A and B matrices. Typically, there are a number of structures consid-

ered to be physiologically plausible for a given experiment, and thus the

problem is: how to choose the best one?

The state-of-the-art approach [5] for the deterministic DCM (i.e. known

external inputs) is a variational Bayes method. It is a computationally ex-

pensive technique and with the increase in the number of possible models

it becomes intractable. The high number of parameters to be estimated in

these models relative to the available data results in estimates that may be

far from the actual values, which in turn will affect the performance of the

model selection.

1.2.1 Multiple-Model Kalman Filtering

The Kalman filter(KF) [6] has been employed successfully as a tool for

state estimation in many areas of engineering and science and is the opti-

mal estimation algorithm for linear discrete-time dynamical systems.

Multiple-model approaches are common in engineering, when the ex-

act model of the system is not known at design time, or it may change dur-

ing operation [2]. Among them, MMKF consists of a set of Kalman filters

(each of which designed for a different model) and a posterior probability

evaluator that uses the residues of KFs estimates to provide each model

with a posterior probability of being the correct one. These probabilities

are used to estimate the correct state of the system. It is, as shown in the

sequel, a viable alternative for performing model selection.

2 Methods

2.1 Making DCM suitable for MMKF

In order to select between different connectivity models using MMKF, the

DCM needs to be converted into a linear discrete-time system, that can be

addressed by the KF.

Equation (1) can be seen as linear (if the expression multiplying the

state is treated as a single time-varying matrix) and needs only be dis-

cretized (which is easily accomplished by integrating for fixed periods of

time where the input is assumed constant).

The non-linear HRF first needs to be converted into a linear dynamic

system, which can be accomplished by finding a bilinear approximation to

the derivate of its state variables using Taylor’s formula. This can be con-

verted into a linear time-varying discrete system by the same procedure

outlined above.



Figure 1: Two models that only differ at intrinsic connectivity: Left -

Model that only has forward connections, Right - Model that has forward

and reciprocal connections
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Figure 2: Inputs used in the simulations

With one HRF for each area, an assembled linear dynamic system is

obtained that can be used in the MMKF.

2.2 Simulations

In order to evaluate the ability of the MMKF to distinguish between dif-

ferent structures, a simple model with 3 brain areas is used, representing

a hierarchy with a primary, an intermediate, and a high level area of the

brain - Figure 1 (henceforth the one with reciprocal connections is re-

ferred to as Model 2, and the other as Model 1).

For simplicity all brain areas are assumed to have the same HRF with

the parameters indicated in Table 1.

ks k f τ α E0

0.450 s−1 0.300 s−1 1.580 s 0.320 0.340

Table 1: Parameters of the heamodynamic response function

Data are generated by using a time-step integration of 0.1s and a TR

of 3s (time between sequential signal acquisitions from a given area).

Noise is added to the outputs of each area. The input profile is depicted in

Figure 2.

The two different models in Figure 1 were used to generate 60 s of

simulated data and gaussian noise added to get an SNR of 0.25, 1 and

10. The MMKF algorithm was then applied to select between the two

models. This procedure was repeated 100 times to determine the accuracy

and robustness to noise of the algorithm.

3 Results

Figures 3 and 4 depict the results when Model 2 was used to generate data.

After only 15s with a very low SNR, the algorithm is essentially random,

but after the full data is processed (60s) it gets much better with only a few

outliers attributing less than half of the probability to the correct model.

The performance consistently improves with higher SNR and the length

of the dataset.

4 Conclusion

Based on the simulations performed, the MMKF seems to be very accu-

rate at choosing the correct connectivity structure between two parametrized

models, even taking into account the output non-linearity (the HRF).
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Figure 3: Probability attributed to Model 2 after 15 seconds of data gen-

erated by Model 2
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Figure 4: Probability attributed to Model 2 after 60 seconds of data gen-

erated by Model 2

The algorithm was evaluated in ideal conditions, the correctly parametrized

model is always given as a choice to the algorithm, and the HRF is as-

sumed to be known (i.e. inverting a known output nonlinearity).

A more interesting problem, (and closer to practical applications) cur-

rently being tackled by us, is to have the algorithm choose between alter-

native unparametrized structures. This could be done by finding one (or

more) parametrized models with a given structure that are as representa-

tive as possible of the whole parameter space. Two problems may arise:

one parametrised model may have very different dynamics from another

with the same structure, hence impacting the accuracy of the selection,

whereas to adequately cover the parameter space with several models,

their number will grow exponentially in the number of connections. Fur-

thermore, methods for finding the HRF of each brain area a priori in a

reliable way must be developed.
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1 Abstract 
The present work addressed the estimation of the connectivity pattern of 
neural networks from BOLD fMRI data. A new methodology was 
developed to extract both the presence of functional connections and 
their directionality. A hidden first-order multivariate process was 
assumed and sparsity regularization was adopted for the connectivity 
matrix. An estimation procedure was adapted and implemented for the 
present problem and the method was tested on synthetic data, generated 
by a physiologically plausible model. The results obtained indicate that 
the proposed methodology is potentially well-suited for brain 
connectivity inference and therefore merits further investigation. 

2 Introduction 
In neuroimaging, growing attention has been dedicated to the study of 
how activity in different brain regions interact, i.e., are connected, 
during specific tasks or given specific stimuli [1]. Numerous network 
estimation techniques, both data-driven and model-driven, have been 
applied to blood oxygen level dependent functional magnetic resonance 
imaging (BOLD fMRI) data [2]. These techniques address two 
categories of questions: firstly, whether there are functional interactions 
between given regions of the brain (in a graph: what is the edge structure 
connecting the nodes) – functional connectivity; secondly, what is the 
effective directionality of these interactions (in a directed graph: what 
are the directions of the edges) – effective connectivity. Dynamic causal 
models (DCM) [3] have been introduced as a generic model-driven 
framework for inference on effective connectivity, but they present 
limitations in the study of large networks. On the other hand, the 
efficacy of data-driven methods in providing directionality from fMRI 
data has also been limited, mainly due to the effects of haemodynamic 
smoothing of neuronal activity on the observed BOLD signals [2]. 

In this work we attempt to answer both questions in a resting-state 
scenario (i.e. where no input is provided to the system or it is simply 
unknown). We will resort to a discrete first-order multivariate process as 
a neural model, mimicking the continuous neural model presented in [3] 
and [4]. The system will be perturbed by Gaussian noise and will be 
hidden by (also) Gaussian noise on the observation of the neural states, 
hence ignoring haemodynamic effects. An expectation-maximization 
(EM) algorithm was adapted for the estimation of the model parameters 
and a sparsity inducing regularization term was introduced for the 
connectivity between the nodes. The developed methodology was tested 
resorting to synthetic data generated by the physiologically plausible 
model presented in [3]. 

3 Methods 
The model for the neural dynamics adopted is this work is a discrete 
first-order multivariate process: 
 !! ! !! ! !!!! ! !!, t=1,…,n, (1) 
where !! are p!1 vectors representing the neural activity of p nodes over 
n time points t, ! is the p!p transition matrix describing the network 
connectivity and !!!!"#!zero-mean uncorrelated normal vectors with 
common covariance matrix Q. Also, !! is considered to be normally 
distributed, with mean ! and covariance !. 

The observation process is described by: 
 !! ! !!! ! !!, t=1,…,n, (2) 
where  !! are the p!1 BOLD values for the p" #$%&'" ()*$''" +,-&" (#%"
!!!!"#!zero-mean uncorrelated normal vectors, with common covariance 
matrix R. These equations may be represented in a graph (Fig. 1). The 
graphical representation unveils the rationale for the separation of the 
observation and the hidden states: !!!!  and !!!!  become not 
conditionally independent given !!, the opposite happens in regular AR 
models (as in [5] regarding connectivity in fMRI). 

 
 

 

Figure 1: Graph representation of the probabilistic model explored in the 
present work, described by Eqs. (1) and (2). 

The effect of the haemodynamic smoothing of the physiological data 
is expected to be translated into the diagonal terms of the ! matrix. On 
the other hand, its delay is not expected to affect ! if constant across all 
nodes. Nevertheless, the statistical properties of the haemodynamic 
signal will be neglected here. 

3.1 EM algorithm 
An EM algorithm, based on [6], was implemented in order to estimate 
the matrices !, Q and R, and the hidden states !!. An L1-norm penalty 
term was added for the off-diagonal terms of matrix ! (corresponding to 
a Laplacian prior), inducing sparsity on the connections between nodes. 
The Log-likelihood of the complete data is given by: 

!"#!!! ! !! ! ! !"# ! ! ! ! !! ! ! !!!! !! ! !   
! ! ! !"# ! ! ! ! !! ! !!!!!! !!!! !! ! !!!!!!!!!!   

! ! ! !"# ! ! ! ! !! ! !!! !!!! !! ! !!!!!!!   
 !! !!!!!!!   (3) 
where !"#!! is to be maximized with respect to the parameters !,!!! !, 
! and !, and ! is a regularization weight. 

The EM algorithm requires us to take the expectation of Log L with 
regard to the observed data, !!!! ! ! !!: 
! !"#!!!!!!!!! ! ! !! ! 

! ! ! !"# ! ! ! ! !" !!! !!! ! !!! ! ! !!! ! ! !   
! ! ! !"# ! ! ! ! !" !!! ! ! !!! ! !!!! ! !!!!!   
! ! ! !"# ! ! ! ! !"!!!! !! ! !!! !! ! !!! ! !!!!! !!!  

 !! !!!!!!!  (4) 
where: 
 ! ! !!!!! ! !!!!! !!!!! !!!!!   (5) 
 ! ! !!!!!!! ! !!!!!!!! !!!!!   (6) 
 ! ! !!! ! !!!!!!!!!!!   (7) 
and 
 !!! ! !!!!!!!!!! ! ! !!! (8) 
 !!! ! !"#!!!!!!!!! ! ! !!! (9) 
 !!!!!!! ! !"#!!! ! !!!!!!!!!! ! ! !!! (10) 
The calculations for !!! and !!! are standard Kalman filter results and 
are presented in detail in [6]. 

The group of variables !!! , !!!  and!!!!!!!!  were initially estimated 
using!!! !, ! and ! initialized as identity matrices and ! as !!(E-step). 
! and ! are updated as follows (M-step): 
 ! ! !!! !! ! !!! !! ! !!! ! !!!!! !!!  (11) 
 ! ! !!! (12) 
! is kept at a some reasonable baseline level. The update of !!and ! 
depart from [6] due to the regularization imposed and require 
optimization techniques that will not be detailed here. A new estimation 
of !!! , !!!  and !!!!!!!!  is then possible with the updated parameters. 
Iterations are made until the Log-likelihood stabilizes.  

3.2 Tests 
In order to test the developed methodology, a simulation study was 
performed by generating synthetic BOLD data resorting to the SPM 
DCM toolbox (www.fil.ion.ucl.ac.uk/spm/). BOLD time courses were 
generated for a network with p=10 nodes and random plausible 
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haemodynamic parameters for each node. The system was fed at all 
nodes with Gaussian noise with power equal to 1. ! matrices were 
generated randomly, with diagonal terms set to 1 and off diagonal set 
different from 0 (±0.5), with probability 0.1. The generated matrices 
were rescaled in order for the maximum eigen values to be less than a 
constant, !eig=0.8, ensuring the system stability. The simulated 
experimental conditions were: number of volumes n=250, repetition 
time TR=2.5s and signal-to-noise ratio SNR=3. The regularization term 
was set to!! ! !". Tests were made changing only one of the parameters 
at a time. 

4 Results 
Firstly, the estimated results for the ! matrices are presented in Fig. 2, 
comparing outcomes for ! ! ! and ! ! !". The effect of the shrinkage 
regularization term is noticeable, forcing most of the entries of the 
regularized matrix to be zero for ! ! !". 

 
Figure 2: Connectivity matrices: original (simulated) matrix (left); 
estimated matrix for ! ! ! .(centre); and estimated matrix for!! ! !" 
(right). Blue colors represent negative interactions and orange, positive.  

a)  

b)  

c)  

d)  

e)  

f)  
Figure 3: Simulation results: PDF for the estimated values of the 
connections, given their true value (positive-green, negative-blue or 
zero-red) and ROC curves for the identification of the presence of 
connections: a) standard parameters; b) ! ! !! c) !eig=0.6; d) SNR=1! 
e) p=20; and f) n=500. 

The results for different estimation and simulation parameters are 
presented in Fig. 3, in terms of probability density functions (PDF) (or, 
more accurately, histograms) for the estimated values of the 
connections, given their true value (positive, negative or zero), and 
Receiver Operating Characteristic (ROC) curves for the identification of 
the presence of connections. 

The effect of the regularization term !  on the results is most 
observable in the PDF curves, which present a clear peak at zero 
evidencing the “shrinkage to zero” effect of the regularization. On the 
ROC curves this result is translated into a higher detection ratio for low 
false positive ratios. 

Naturally lower SNRs yielded lower ROC curves, hence lower 
achievable accuracies. Also, faster dynamics, produced by lower 
maximum ! eigen values, an intrinsic parameter of the networks to be 
studied, yield lower detectability ratios. This last result might be 
determinant to the applicability and interpretation of the results yielded 
by the presented method; namely, this will mainly be applicable and will 
mostly translate slow interactions between neuronal populations. 

The method is affected by the number of nodes of the network under 
study, lowering the ROC curve for larger networks. Conversely, the 
number of data points available improves the detectability of the 
connections (in the example 500 data points are equivalent to a 
“feasible” scan of about 20 min). Results not shown here show that, for 
the simulation parameters used, the haemodynamic variability between 
nodes does not affect the detection and directionality of the estimated 
connections, as results with random and deterministic haemodynamic 
response functions were similar. 

5 Discussion 
The present work addressed the estimation of the connectivity pattern of 
neural networks through BOLD fMRI data. Much validation work is yet 
to be done; nevertheless, the preliminary results presented in this work 
are encouraging. For example, for a common BOLD fMRI dataset of 
250 acquired volumes, with SNR=1 and TR=2.5 s, in a slow dynamics 
scenario (eigen values of the connectivity matrix ! approximately equal 
to 0.8) and considering a network with 10 nodes, the developed 
methodology identified the presence and directionality of connections 
with a d detection ratio above 80% for a p value of 0.05.  
Other possibly interesting results yielded by the presented method, 
besides the ! matrix, were not fully explored here. Namely, the matrix 
Q may also contain some information on the connectivity pattern of the 
networks, especially in those with faster dynamics, yet, no directionality 
is retrievable from it. The R matrix, in real data scenarios, may provide 
useful information regarding spatially correlated physiological noise, for 
example. And the hidden states x may also be interesting for brain 
decoding temporal feature extraction, for example. 
Future work should address a more thorough comparison with other 
data-driven methods of brain connectivity inference. Testing with 
different network generators (yielding small-world networks, for 
example) and neural drivers different from Gaussian noise should also 
be explored. An automatic method for the selection of the penalty term 
should also be achieved. Finally a fully Bayesian methodology could be 
developed in a Variational Bayes context for the model presented here, 
allowing the use of Bayesian model selection techniques.  
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Abstract

Biosignal analysis has far exceeded the medical practice scenarios to which
it was traditionally associated with, to find novel applications in areas so
diverse as e-learning, sport sciences, entertainment, among many others.
The growing interest by both research communities and industry leaders
throughout different activity sectors, together with the profusion and us-
ability of modern acquisition technologies, has enabled a true revolution
in the field of biosignal research. However, a problem that researchers
normally face, is the access to large sets of data, in particular collected
in a repeatable manner. This paper presents a data acquisition framework
and experimental setup, designed to further extend our research in the ar-
eas of affective computing and behavioral biometrics. Initial experiments,
targeted the analysis of relatively unexplored aspects related to the acqui-
sition and processing of SCR and ECG signals, from which preliminary
findings revealed new research opportunities.

1 Introduction

Affective computing, and behavioral biometrics are two areas in the bleed-
ing edge of novel applications for biosignal technology. The former deals
with computational processess associated with the emotion and related
affective phenomena [6], while the later focuses on identity recognition
based on physiological or behavioral properties of individuals as a com-
plement to the physical traits that are traditionally used [8].

Previous work from our group has started research in each of the fields
[1, 3], which continues to be further developed with quite promising re-
sults [2, 4, 5, 7]. A particularly important aspect is the access to large
data sets, to evaluate the robustness of the devised methods to changes
in the environmental conditions, aging, and other factors surrounding the
subjects. In this paper, we describe a data acquisition framework and ex-
perimental setup, devised to collect data from a wide group of subjects
through an easily repeatable and efficient procedure.

Our purpose is to create a set of databases for assessment of the vari-
ability of biosignals throughout time. Initial experiments targeted the ac-
quisition of Skin Conductance Response (SCR), and Electrocardiographic
(ECG) signals. The objective of our study was to identify new research
leads within the field of affective computing, namely around the concepts
of SCR laterality and SCR pulse latency, and to further extend our re-
search in the field of behavioral biometrics through the use of ECG signals
collected at the hand palms and fingers.

2 Experimental Setup

Given the requirements of our study, the following outcomes were ex-
pected in terms of data acquisition: a) simultaneous recording of SCR
signals on the left and right hands, to evaluate laterality; b) simultaneous
recording of SCR signals on the thenar eminence and fingers, to analyze
SCR pulse latency; and c) ECG data acquisition at the hand palms with
dry Ag/AgCl electrodes and at the fingers with Electrolycras, to assess
the biometric potential of signals collected at these anatomic regions and
compare the performance of both materials.

Figure 1 depicts the hardware configuration of our experiments, for
emotion elicitation and biosignal acquisition. To promote emotional re-
sponses on the tested subjects, an Apple iPad 2 was used to display and
reproduce multimedia content; headphones were also used, to provide
greater focus on the reproduced content and maximize the impact of the
prepared stimuli.

Figure 1: Biosignal acquisition setup.

For SCR data acquisition, two edaPLUX electrodermal activity sen-
sors were used, that have a 3Hz analog low pass filter and input impedance
> 3TOhm. ECG data acquisition was performed with a custom, two lead
differential sensor design with virtual ground, gain 4000, 1−30Hz analog
bandpass filtering, CMRR 110dB, and input impedance > 100MOhm.

Two ECG sensors were used, one for signal acquisition at the hand
palms with dry Ag/AgCl electrodes, and another for signal acquisition
with Electrolycras at the index and middle fingers. For improved comfort
and greater efficiency, the ECG sensors were fitted to a leather base, with
the intended hand placement signaled in an unequivocal way.

Data Acquisition was performed with the bioPLUX research, Blue-
tooth wireless biosignal acquisition unit; this device was used in a 12-bit
resolution, 1KHz sampling frequency configuration. To guarantee elec-
trical isolation between both edaPLUX sensors, and both ECG sensors
used in the experiments, two independent biosignal acquisition units were
used, one for each edaPLUX/ECG sensor pair.

Time synchronization between both units was performed optically to
ensure ground decoupling, using elements from a syncPLUX synchro-
nization kit. To one of the units, we connected a switch, which simultane-
ously activated a light emitting diode (LED), and triggered a TTL signal
to the digital input port of the device; to the other unit, we connected a
light dependent resistor (LDR), which was glued to LED. With this setup,
whenever the switch was pressed, a common signal was recorded by both
devices, enabling time alignment in the post-processing.

A second synchronization mechanism was also implemented using
LDR sensors, to guarantee synchronization between the biosignal acqui-
sition units and the multimedia content displayed. For this purpose, two
LDR sensors were applied to the iPad screen, one connected to each of the
biosignal acquisition units. In a pre-test stage, the videos were played to
capture a videoprint based on the screen light intensity variations, which
allowed us to relate the biosignals activity with the stimuli being pre-
sented.

Furthermore, this mechanism allowed us to introduce redundancy in
the synchronization process, as the information extracted from the video-
prints alone can be used for time alignment of the signals collected by
each independent unit. Since the operating principle of the LDR sensors
is also optical, electrical decoupling between both independent units is
once again guaranteed. In the post-processing stage, videoprints from
each of the sensors can be matched using for example a MSE criteria.



3 Methodology

The experimental setup was placed on an unrestrained setting, in the main
entrance of the building where our research group is located. The iPad,
sensors, and biosignal acquisition system were placed on a table, together
with the base stations for real-time data recording, in an arrangement
where the subject sat on one side of the table, and the experts on the
other side. Subjects participated in a volunteering basis, under the com-
pliance of an informed consent explaining the purpose of the study, and
authorizing the anonymous use of the data.

The whole experiment was designed to have an average total comple-
tion time of approximately 5 minutes, scattered throughout three stages:
1. informed consent; 2. neutral video stimuli; and 3. intense video stim-
uli. Once participants willingly showed interest in becoming part of the
experiments, the first stage would take place, and consisted on having
the expert going through the informed consent, explaining the procedure
in detail, goals of the study, and related background work. During this
phase, only ECG signals at the hand palms and fingers were recorded.

For second stage, subjects were fitted with SCR sensors on the left
and right hands, in each of which one terminal of the sensor was placed
on the middle phalanx of the index finger, and the other on the middle
phalanx of the ring finger. The headphones were placed over the ears, and
a neutral/amusing video was started on the iPad. During this phase, ECG
signals at the palms, and SCR signals from the left and right hands were
recorded.

For the third stage, the SCR sensor from the right hand would be
removed, and placed over the thenar eminence of the left hand, with the
electrodes 2cm apart, and aligned midway between the muscle insertion
point and its origin, at the muscle belly. The headphones were kept on the
subject, and the video on the iPad switched to a video sequence with an
intense stimuli. During this phase, ECG signals at the hand palms, and
SCR signals from the thenar eminence and fingers of the left hand were
recorded.

At each stage, recordings from each individual device were stored
in a separate file for more efficient post-processing and labeled with the
date, identification of the system, and initials of the subject name. In the
beginning and in the end of each recording, the switch would be triggered
in order to produce the synchronization signal, necessary to find the com-
mon time base as previously described.

The initial experiments took place over two full days, and in the end
data had been collected for an overall total of 65 normal participants (49
males, and 16 females), with an average age of 31.1±9.46 years.

(a) Optical synchronization (top) and ECG
signals (bottom).

(b) SCR signals of laterality (top) and pulse
latency (bottom).

Figure 2: Examples of the signals extracted from our initial experiments.
All signals are normalized for improved legibility.

4 Preliminary Results

Several interesting indicators arose from the signals collected with our ini-
tial experiments. Figure 2 depicts all of the collected biosignals, grouped
according to the area of application, and normalized for improved legi-
bility. As shown in Figure 2(a) (top), the optical synchronization method
enables time alignment within the millisecond, allowing the signals col-
lected by each independent unit to be compared in the same time base.

Regarding the tests targeting affective computing studies, SCR lat-
erality analysis revealed that, for normal individuals no meaningful la-
tencies are detected between the left and right sides; amplitude however
exhibits a different behavior. Figure 2(b) (top), shows a SCR signal sam-
ple from the laterality tests. The most evident finding from the SCR tests

is shown in Figure 2(b) (bottom), where an example of the SCR pulse
latency analysis is presented. In this case, a time difference between the
detection of a SCR pulse at the thenar eminence and at the phalanx is
clearly and consistently noticed.

Further research is therefore required to better characterize these find-
ings both in normal population and other population groups, as they may
conceal additional information regarding the subjects affective or cogni-
tive state of the subjects. Being related to the sympathetic nervous sys-
tem, indicators extracted from the SCR signals may be particularly useful
for easy and non intrusive assessment of the efficacy of pharmacological
treatments.

On the behavioral biometrics component, several relevant findings
were also extracted from our tests. As shown in Figure 2(a), both the
ECG signals collected at the hand palms and at the fingers, provide an
adequate level of details. In particular, not only the so-important QRS
complex is clearly noticeable, but also the P and T waves can be found.
Moreover, we can see that the dry Ag/AgCl and the Electrolycras are
very well correlated in terms of their waveforms, leading us to believe
that either of these can be used as interface with the skin, giving higher
flexibility and convenience to the biometric system designer.

5 Discussion and Future Work

We have described a biosignal acquisition framework, devised to over-
come the need for a repeatable and easy to apply procedure for data col-
lection in large population groups. This setup builds upon prior work from
our group in the area of biosignal research, as a tool to identify potentially
time variant properties in the signals, and to evaluate the robustness of al-
gorithms and methods to changes in the environmental conditions and
other data acquisition influencing factors.

Initial experiments were performed in two highly active domains within
the biosignal research field, namely affective computing and behavioral
biometrics, with the purpose of looking into relatively unexplored aspects
within these fields, as SCR laterality and pulse latency, and evaluation of
the biometric potential of ECG signals collected at the hand palms and
fingers using different materials.

Preliminary results provided valuable insight on the addressed topics,
and prove the need for further validation and study. The next steps of
our work in this topic will be focused on rewarding the volunteers by
sending feedback artwork generated from their signals, making a recall
of volunteers for a repetition of the experiments around month four after
the first session, and making the collected biosignals databases available
on-line for other researchers in the field.
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Abstract 
In this paper, we explore the prospects of using Gabor filters in a texton 
framework for the classification of images from two distinct gastroenterology 
imaging modalities (chromoendoscopy and narrow-band imaging) into three 
different groups: normal, precancerous and cancerous. Results show that they 
produce consistent results for both imaging modalities, hinting at their possible 
use for the classification of in-body images. 

1 Introduction 
Gastric cancer is the second most lethal form of cancer with a only small 
percentage of cases diagnosed at a curable and resettable stage. 
Gastroenterology imaging today is an essential tool for detecting cancer 
effectively. It is a rapidly evolving technological area with novel 
imaging modalities having complementary visual features due to their 
different optical characteristics. Owing to the difficulties in the manual 
diagnosis systems, Computer Assisted Decision (CAD) systems are 
increasingly desirable to detect Gastrointestinal (GI) cancer effectively. 
In this paper, we have focused on classification of images from two 
imaging modalities, Chromoendoscopy (CH) and Narrowband Imaging 
(NBI) which have complementary visual characteristics. The former 
uses the full visible spectrum producing images which have richer color 
characteristics (Fig. 1a) whereas the latter uses two small bands of the 
visible spectrum (blue and green) producing images having a much 
poorer color resolution but richer texture features due to the enhanced 
visibility of its vascular patterns (Fig. 1b). From a computer vision 
perspective, these images pose novel challenges to the research 
community such as reduced color spaces, absence of geometric 
structures etc. for which conventional classification methods prove to be 
inefficient. 
 

  
(a). Chromoendoscopy Image (b). Narrow-band Image 
Fig. 1 – Examples of CH and NBI images in our dataset. Former 

has rich colors while latter has rich texture. 
Our previous work on the segmentation of CH and NBI images hints 

at the superiority of texture features as compared to that of color features 
[1], therefore we have focused on the extraction of texture features for 
classifying our GI images. Various state-of-the-art texture feature 
extraction methods [2] have been used for solving the problem of 
classification of images in computer vision however in our work, we 
focus on exploiting the potential of Gabor filters for classification of our 
datasets, because of their advantages in joint frequency-space analysis of 
signals, and their physiological similarities with mammalian visual 
cortex. The clinical support of our work is provided by the Dinis-Ribeiro 
classification proposal for gastric mucosa in CH images [3] and Singh's 
classification proposal for Barrett's esophagus [4], which underline the 
features which are clinically relevant while doing diagnosis. 

2 Methods 

2.1 Feature extraction 
We use Gabor filter for feature extraction from the images. Our 

choice of Gabor filters is mainly motivated by two major factors: Their 
capability of achieve optimal uncertainity in both space and frequency, 
and their similarity with primary visual cortex of mammals. 
A two dimensional Gabor function 訣岫捲┸ 検岻 and its fourier transform can 
be written as [5]: 訣岫捲┸ 検岻 噺  磐 怠態訂蹄猫蹄熱卑 結捲喧 磐伐 怠態 磐掴鉄蹄猫鉄 髪 槻鉄蹄熱鉄卑 髪  に講倹激捲卑   岫な岻  

罫岫憲┸ 懸岻 噺 結捲喧 崕伐 なに 峪岫憲 伐 激岻態購通態 髪  懸態購塚態崋 崗              岫に岻 

Where 購通 噺  な【に講購掴 and 購塚 噺  な【に講購槻. Equation 1 is the product of a 
Gaussian function with complex sinusoid. This forms a bandpass filter 
in the frequency domain, where the bandwidth and center frequency of 
the filter are controlled by the standard deviation of the Gaussian 
function and the frequency of complex sinusoid respectively. A Gabor 
filter is composed of a number of self-similar wavelets. If 訣岫捲┸ 検岻 is the 
mother wavelet, a self-similar wavelet dictionary is obtained by 
appropriate dilations and translations of 訣岫捲┸ 検岻. An input image, 荊岫捲┸ 検岻 
when filtered by the set of Gabor wavelets is given as: 
 

 激陳津岫捲┸ 検岻 噺 完 荊岫捲┸ 検岻訣陳津茅 岫捲 伐 捲怠┸ 検 伐 検怠岻穴捲怠穴検怠  岫ぬ岻 
 
Where 激陳津岫捲┸ 検岻  corresponds to the filter response using the filter 
having mth scale and nth orientation. Accordingly, we get filter responses 
which are then used for classification purposes. 

 
Fig. 2 - Frequency spectrum of a Gabor filter bank. 

2.2 Classification 
Representation of textures using filter banks is at the same time very 
versatile and overly redundant. This is because they have slowly varying 
spatial characteristics and we do not expect filter responses to be 
completely different from one another at different locations. Therefore, 
we should get several distinct filter response vectors while all others can 
be seen as compositions of their noisy variations. This intuition leads us 
to inspect the clustering of filter responses to get a number of prototype 
response vectors, known as textons [6]. Our classification algorithm is 
divided into two stages as done by Varma [6]: Learning of texton 
dictionary and classification of novel images. In the texton learning 
stage, we select training images from our dataset and convolve them 
with the filter bank to generate filter responses. We use K-means 
clustering [7] to obtain a specific number of textons. All textons 
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obtained from training images are collected into a single dictionary. In 
the testing stage, the filter response at each pixel in the novel image is 
quantized to the closest texton using Euclidean distance. Afterwards, the 
histograms showing texton occurrence frequencies corresponding to the 
novel images are generated. 
Finally, we classify these texton histograms using Support Vector 
Machines (polynomial kernel, one vs. one classification, sequential 
optimization). The objective of the classification task is to classify each 
image into three (CH) or four (NBI) possible categories: normal, pre-
cancer and cancer. We have used 10-fold cross validation ensuring that 
the same image is not used for both training and testing.  

3 Materials 

3.1 Chromoendoscopy (CH) Dataset 

The CH images were obtained using an Olympus GIF-H180 endoscope 
at the Portuguese Institute of Oncology (IPO) Porto, Portugal during 
routine clinical work. Optical characteristics of this endoscope include 
140º field of view and four way angulation (210º up, 90º down and 100º 
right/left). The endoscopic videos were recorded during real endoscopic 
examinations. 

3.2 Narrow-Band Imaging Dataset 
The NBI images were captured using an Olympus GIF-Q160Z 
endoscope at Karolinska Universitessjukhuse, Sweden during routine 
clinical work. Its optical characteristics include 140º field of view and 
four way angulation (210º up, 90º down and 100º right/left).  
 
A total of 176 chromo endoscopy images and 221 NBI images were 
selected from hours of video by pre-selecting images that were 
annotated during the real procedure by the clinician performing the 
exam, and later selecting each image individually for this study by an 
expert clinician in order to avoid intra-patient repetition and badly 
captured images. All images were saved as graphics files of type PNG 
(Portable Network Graphics). 
 

4 Experimental Results  
While learning textons, we set the number of clusters obtained using K-
means clustering to 10. Therefore for CH images we obtain a total of 
120 textons whereas for NBI images we obtain 160 textons (40 textons 
per class, 3 classes for CH and 4 classes for NBI). Consequently, we 
have 120- and 160- dimensional histograms as feature vectors for each 
CH and NBI image respectively. The Weka data mining tool 
(http://www.cs.waikato.ac.nz/ml/weka/) was used in the classification 
experiments presented here. All results were obtained using 10-fold 
cross validation.  

4.1 Chromoendoscopy images  
For CH images, we achieved an overall classification of 82.3%, The 
confusion matrix is shown in Table I for a detailed analysis. An 
immediate observation is the system’s ability to correctly classify the 
images belonging to Group I and II (True positive rates of 0.90 and 
0.88) however results from Group III are not promising, giving us a very 
high number of false negatives. There is however a strong possibility 
that this problem is partially because we have a very small number of 
Group III images (13.6% of whole dataset) and it is well known that this 
has a strong impact on statistical classifiers.  
 

  Automatic Classification 
  Group I Group II Group III 

Manual 
Classification 

Group I 47 4 1 
Group II 10 81 1 
Group III 7 6 7 

Table I - Confusion matrix for classification of CH images 

4.2 Narrow-band images 

For NBI images, we achieved an overall classification rate of 83.9%, the 
confusion matrix is shown in Table II for a detailed analysis. Although 
the overall classification for NBI images is nearly the same as that of 
CH images, we get the highest true positive (0.90) for NBI images 
belonging to Group IV (cancerous images). This shows a strong 
capability of the system to perform very well for classification of images 
belonging to cancer patients. The lowest true positive rate (0.40) is 
obtained for images belonging to Group III which is a vital observation 
again however it is pertinent to mention that these images comprise only 
about 5% of our whole NBI dataset. This implies that inadequate 
training of the statistical classifier could be partially responsible for low 
true positive rates in this case.  

  Automatic Classification 

  
Group 

I 
Group 

II  
Group 

III  
Group 

IV  

Manual 
Classification 

Group I 39 5 0 6 
Group II 4 61 0 4 
Group III 0 1 5 6 
Group IV 6 1 0 67 

Table II - Confusion matrix for classification of NBI images 

5 Discussion 
In this paper, we used Gabor textons for classification of 
Gasteroenterology images from two distinct endoscopic imaging 
modalities: chromoendoscopy and narrow-band imaging. Perfect 
segmentation of images was assumed for our experiments. The 
classification accuracy results show that we obtain reasonably good 
performance using Gabor filters using a texton framework for the 
classification of endoscopic images. An important observation is the 
consistency in the performance of Full Gabor (FG) features as compared 
to its other counterparts though there is still a lot of room for 
improvement in overall classification results. The classification results 
were not good particularly for Group III CH images and Group III NBI 
images, possibly because of inadequacy of datasets, making it desirable 
to have a much larger dataset to get more robust conclusions.  
Future work should be aimed at researching image descriptors which 
address other vital issues for these scenarios such as rotation, scale and 
illumination invariant tissue characterization. 
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Abstract 
In this paper we compare the classification accuracy of using compressed domain 
color (CDC) descriptors versus traditional full decoded images, for the purposes 
of topographic classification of wireless capsule endoscopy images. Results using 
a dataset of 26469 images, divided into stomach, small intestine and large 
intestine show a difference in classification accuracy below 1%. We also show 
that errors are mostly located near zone transitions (the pylorus and the ileo-cecal 
valve) and motivate the need for other visual descriptors (e.g. shape, motion) for 
addressing these specific areas. We conclude we can use the advantages of CDC 
in this type of classification with minor accuracy sacrifice. 

1 Introduction 
Capsule endoscopy is a revolutionary pill shaped micro-device that 
explores the gastro intestinal (GI) tract reaching areas where the 

. It is ingested by the patient and captures 
2 to 4 images per second for about 8 hours, typically reaching the colon. 

Possibly the main setback of this technology is the time it takes to 
analyze an average of 60000 frames, which typically takes between 30-
45 minutes by an experienced clinician [1]. Automation or at least semi-
automation is thus necessary for reducing the costs of this procedure, 
paving the way for simple and effective GI screening mechanisms.  
these computer vision algorithms can clearly benefit from an estimation 
of the organ being visualized (algorithms for the stomach need to be 
quite different from algorithms for the colon), motivating topographic 
segmentation which is defined as the segmentation of the full video 
exam into a set of smaller videos corresponding to different GI organs 
(e.g. stomach, colon, etc), thus mapping the different places inside the 
GI tract. implemented to minimize a good approximation of geometric 
distance in the image plane. In this paper we will show how this 
compressed domain information, namely DC coefficients of a MJPEG 
compressed video stream, can be used to perform topographic 
classification of individual exam images as accurately as algorithms 
using fully decoded images. 

2 Materials 
The dataset used in this study includes 53 full endoscopic exams. All 
exams were annotated by a senior clinical specialist denoting the frame 
which represents the separation of the organs (Stomach / Small 
Intestine; Small Intestine / Large Intestine). Out of the 60000 usual 
frames in a capsule endoscopic exam, we picked 500 in order to discard 
the redundant frames, i.e. frames with a lot of resemblance, and to 
ensure that the classifier doesn't train and classify two images that are 
alike. There were 2257, 15165 and 9047 images of the stomach, small 
and large intestine respectively. All this data was obtained from the 
Capview.org database [5]. 

3 Compressed Domain Topographic C lassification 
Although the final motivation for the experiments and results 

presented in this paper is topographic segmentation (dividing the full 
exam into its constituent organs), we will focus our attention simply on 
the topographic classification stage, meaning that we will classify each 
individual image into a specific class (organ). 

3.1  D C Images 
The Discrete Cosine Transform (DCT) converts a signal, or in this case 
an image, from the spatial domain f(x,y) into a transform domain F(u,v), 
usually called the frequency domain. Equations (1,2) show its definition 
for an 8x8 block. 
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An important characteristic of the DCT transform is that it can be seen 
as a set of basis functions which given a known input array size (8x8) 
can be precomputed and stored. This involves simply computing values 
for a convolution mask (8x8 window) corresponding to each DCT 
coefficient giving us 64 DCT basis functions. We are especially 
interested in the DC coefficient of a luminance DCT block, given that it 
is proportional to the average grey level of the corresponding image 
block. Equation (1) simplifies greatly for this case (3): 
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Extracting the average grey level of a block is therefore trivial as 
Equation (4) shows: 
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Using these DC coefficients, it is possible to obtain low-resolution 

versions of I-Frames with minimal decoding and processing. These 
images are called DC images. 

3.2  Extracted Color F eatures 

DC  Feature  Vector

Raw  Feature  Vector

Divide  in  
Macro  
blocks  and  
apply  DCT

Extract  DC  
coefficients  
and  store    
them  in  the  
DC  matrix

Original  frame

Build  the  
feature  
vector

Build  the  feature  vector

 
F ig 1. Feature Extraction methodology 

. 
For the experiments in this study, we will use HSV (Hue, Saturation, 

Value) and HS (Hue, Saturation) histograms as color features, following 
the good results obtained in previous literature for topographic 
classification [2-4]. The number of bins used is 16 for Hue, 4 for 
Saturation and 4 for Value, giving us a HSV histogram with 256 
coefficients, and a HS histogram with 64 coefficients. In order to test the 
performance of our proposed approach, we extract these same color 
features for both raw images (fully decoded, full resolution images), and 
color DC images, thus creating the following four distinct visual 
descriptors (Fig.1): 

 Raw HSV  256 coefficients, 16 bins for Hue, 4 for 
Saturation, 4 for Value, uses fully decoded image. 
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 Raw HS  64 coefficients, 16 bins for Hue, 4 for Saturation, 
uses fully decoded image. 

 D C HSV  256 coefficients, 16 bins for Hue, 4 for Saturation, 
4 for Value, uses color DC image. 

 D C HS  64 coefficients, 16 bins for Hue, 4 for Saturation, 
uses color DC image. 

3.3  Image C lassification 
Classification was performed using the popular WEKA data mining 

platform (www.cs.waikato.ac.nz/ml/weka/). A total of 26469 instances 
were created, as detailed in Section II. 10-fold cross-validation was 
used. Images were classified into 3 distinct classes: stomach, small 
intestine, large intestine. Support vector machines (polynomial kernel) 
exhibited the best results from the various alternatives tested, and were 
used to produce the results here presented [6].  

4 Results 
The accuracy (5) of the classification results obtained using each of the 
four color descriptors can be seen in Table 1. 
 
 Accuracy = corr. class./ total class. (5) 
 

Descriptor Accuracy ( % ) 
Raw HSV 85.2431 
Raw HS 83.6110 
DC HSV 84.5253 
DC HS 80.9362 

Table 1  Accuracy results of topographic classification using the four 
proposed color descriptors. 

 
We can observe that the compressed domain descriptors exhibit 
classification results that are quite close to the ones extracted from fully 
decoded images, especially for HSV histograms. 
 

 Stomach Small Intest. Large Intest. 
Stomach 1352 760 145 

Small Intest. 279 13830 1056 
Large Intest. 49 1617 7381 
Table 2  Confusion matrix for the Raw HSV descriptor 

 
 Stomach Small Intest. Large Intest. 

Stomach 1367 768 122 
Small Intest. 323 13667 1175 
Large Intest. 57 1651 7339 
Table 3  Confusion matrix for the DC HSV descriptor 

 
A closer inspection of the confusion matrices associated with the HSV 
descriptors (Table 2  Raw HSV, Table 3  DC HSV) also shows a close 
similarity between both modalities, namely in the order of magnitude of 
the error entries, strengthening our belief that it is possible to perform 
topographic classification in the compressed domain with classification 
precisions comparable to the conventional fully decoded image domain. 

.  

 
F ig 2. This error plot divides the wrongly classified images into 3 different zones, 
the Stomach, the Small Intestine and the Large Intestine. The red line is the total 
amount of errors done by the classifier. The green dotted line illustrates the 

amount of images the classifier did a mistake by classifying them as large 
intestine while they were from the small intestine. The blue dotted line shows the 
reverse classification of the green dotted line. 

Analyzing Fig 2, one can observe two relevant error peaks 
immediately after the two zone transitions (pylorus and ileo-cecal 
valve). There are physiological reasons for this since in the beginning of 
the small intestine (duodenum) there is a strong color similarity with the 
stomach tissue. The visual distinction between these two areas includes 

-like vision is expected in the duodenum, 

inside the stomach as opposed to peristaltic burst of forward motion in 
the duodenum), both of which cannot be quantified using color 
descriptors alone. The most serious error peak happens near the ileo-
cecal valve. We can argue that this is because of two different facts. 
First, there is a strong color similarity between the ileum and the cecum 
tissues, and they are both often contaminated with faeces. Secondly, it is 
quite common that the capsule actually photographs the large intestine 
while still inside the ileum. This seemingly odd occurrence is easily 
explained by the fact that the capsule collides with the partially opened 
ileo-cecal valve, photographs the cecum throught this partial opening, 
and bounces back inside the ileum. This can go on for almost 30 minutes 
until there is a random synchronization between the capsule motion and 
the valve aperture, propelling the capsule through the junction. 

5 Discussion and Conclusions 

In this paper we have shown that compressed domain color descriptors 
exhibit near similar classification precision to the more conventional 
descriptors extracted from fully decoded images, for the task of 
topographic classification of capsule endoscopy images. This promising 
result reinforces the possibility of having in the future real-time, 
possibly even in-capsule, image processing and analysis of endoscopic 
capsule exams, by exploiting information that will be calculated anyway 
for the purposes of image transmission and storage. Although we do not 
explicitly calculate the computational cost savings of this approach, we 
can refer to previous literature where this has been addressed more 
carefully [7], stating that obtaining this DC image information accounts 
for less than 20% of the full decoding cost. Also, for creating the color 
histograms, DC images are 64 times smaller than raw images, also 
providing some interesting speed-ups. In the future, we expect to 
integrate these descriptors into a full topographic segmentation 
algorithm, and inspect if real-time performance can be successfully 
obtained. 
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Abstract

Positron Emission Tomography (PET) neuroimaging may play an impor-

tant role as an Alzheimer’s Disease (AD) early diagnosis tool, and also

as a key biomarker in the identification of Mild Cognitive Impairment

(MCI) patients. Expert physicians are able to attain good diagnostic ac-

curacy relying only on visual inspection of PET images. Nevertheless,

computer-aided diagnosis methods have been implemented with similar

or even better performance. We investigate the potential of the physi-

cian’s experienced visual inspection to guide the feature selection for an

automatic classification. Eye tracking methodology is used to obtain a

model of the physician’s visual behaviour, from which voxel intensity

features are generated. These are then fed to a linear SVM classifier. This

approach is compared with classifications based on automatic feature se-

lection using point biserial correlation coefficient and mutual information

rankings. Data consisting of 59 AD, 104 MCI and 70 Cognitively Nor-

mal (CN) subjects from the Alzheimer’s Disease Neuroimaging Initiative

were used to build the classifiers. The results show that the eye tracking

driven approach marginally improves accuracy in AD vs. CN classifica-

tion, but for MCI vs. CN and AD vs. MCI it presents lower performance.

1 Introduction

Alzheimer’s Disease (AD) is the leading cause of dementia in the world

and its prevalence is expected to increase steadily over the next decades

[11]. PET neuroimaging may play an important role in the disease’s early

diagnosis, and may also be a key biomarker in the identification of Mild

Cognitive Impairment (MCI) patients, who are more likely to progress to

AD [9]. Although expert physicians are able to conduct visual analysis

of PET images with good predictive performance on AD vs. Cognitively

Normal (CN) patients [8], computer-aided diagnosis (CAD) approaches

are important to reduce the variability of that task and lower its exper-

tise requirements, apart from being able to yield similar or even better

performances [6].

A central issue in CAD approaches is the selection of the relevant

information. This selection is not only vital to ensure that the useful in-

formation in the image volume is found, but also to minimize the effects

of the “curse of dimensionality”. In this classification paradigm, the di-

mensionality of the feature space is much higher than the number of avail-

able data examples - this is what happens in AD clinical settings, where

the number of previously classified examples is typically in the order of

magnitude of tens or hundreds, while the number of image voxels is usu-

ally in the thousands or millions. Pearson correlation coefficient [2], ROI

segmentation [3] and neighbourhood relevance criteria [4] have been im-

plemented with success to accomplish selection.

Here, we propose a method to capture the experience that a physician

builds up over years of work analyzing PET images, and feed that knowl-

edge to the multi-dimensional, reproducible and fast classification power

of a computer. To accomplish this, we use eye tracking technology (that

allows for the determination and recording of the human eye gaze point)

to get a direct insight into both the conscious and the unconscious skills

of an expert physician in PET-based AD diagnosis. The intensity of the

voxels chosen this way are then fed to a linear Support Vector Machine

(SVM) classifier (which has been extensively used before in this research

field [7, 10]) and the results obtained compared with those using point

biserial correlation coefficient (PBCC) and mutual information (MI) for

the feature selection step. The rest of the paper is organized as follows:

Section 2 describes the utilized image data, the eye tracking setup, the

construction of the probability mass distribution function for voxels and

the SVM basic algorithm; in Section 3 the results are presented; and fi-

nally, Section 4 contains a brief discussion of the results and some future

work prospects.

2 Methods

2.1 Data

The data employed in the development of this study consist of 233 FDG-

PET image volumes taken from the Alzheimer’s Disease Neuroimaging

Initiative (ADNI) database (http://www.loni.ucla.edu/ADNI/).

Relevant information on these data is given in Table 1.

Table 1: Clinical and neuropsychological profile of the groups studied.

Values are presented according to (mean± standard deviation). n - num-

ber of patients; MMSE - Mini-Mental State Examination; CDR - Clinical

Dementia Rating

Group AD MCI CN

n 59 104 70

Age (years) 78.3±6.6 77.1±7.2 77.7±4.9

MMSE 19.6±5.0 26.3±3.1 29.2±0.9

CDR 0.5 or higher 0.5 0

Image volumes had been pre-processed according to the ADNI PET-

Group standards, which include registration and warping to a standardized

space (Talairach) and intensity normalization. For further details, please

consult the ADNI site: http://adni.loni.ucla.edu/.

2.2 Eye Tracking and Feature Generation

Several techniques are available for eye tracking purposes. In the present

work, the T120 R© model from TobiiTM was used. Near infra-red light

is used to generate reflection patterns on the corneas of the user’s eyes,

which are then collected by sensors and integrated with other information,

such as the head orientation, to calculate the three-dimensional position of

each eye-ball and the gaze point on a flat screen. An expert physician was

asked to examine 177 FDG-PET image volumes, which were randomly

and equally sampled from the groups described in Table 1 (59 examples

from each group).

The collected data were then used to build a discrete probability dis-

tribution describing the chance of choosing any particular voxel in the im-

age. For that purpose, the image volume containing the time each voxel

was fixated by the physician was subject to an axial slice-by-slice 2D low

pass filtering with a Gaussian kernel, in order to replicate the behaviour

of the human visual acuity, where the high resolution capacity spans a

limited (but not point-like) area around the point of fixation.

To generate any predefined number v of voxels features, a pseudo-

random number generator was used to obtain v numbers drawn from an

uniform distribution in the [0 1] interval, and through a normalized cumu-

lative representation of the probability distribution those numbers were

made to correspond to one of the voxels.



(a) (b)

Figure 1: (a) Eye tracking data recorded for an axial slice of the brain. The green dots represent points that were fixated by the expert physician, with

a radius that is linearly proportional to the time spent on that location. (b) Best performance attained by the different classifiers implemented. In each

case, the x-axis label gives the classification task and the method employed for feature selection.

2.3 Automatic Feature Selection

Automatic feature selection was implemented using two different filter

approaches: PBCC and MI ranking of features, scoring the relationship

between each voxel’s intensity and the image label (AD, MCI or CN).

Ranking is a commonly used mechanism of feature selection because of

its simplicity, scalability and good empirical results [5]. PBCC is a special

case of the Pearson correlation coefficient, in which one of the variables

is dichotomous and the other is continuous. MI of two random variables

is a quantity arising from information theory, measuring how much infor-

mation both variables share, i.e., how much knowing one of the variables

reduces the uncertainty about the other.

2.4 Classifier - Support Vector Machines

SVM classifiers are a conceptually simple yet very powerful form of bi-

nary classification. On its most simple form, which was the one adopted

in this work, it tries to separate the point representations of the data in its

multidimensional space with an hyperplane that maximizes the distance

to both classes’ elements - it has the largest margin possible. Since this

might not be possible, a soft margin version of this formulation has been

introduced [1]. If one defines the hyperplane by a normal vector w and a

constant b and represents a point in the space by xi, its class by yi, and the

respective slack error by ξi, this optimization problem is given by:

Minimize:
1

2
w ·w+C

l

∑
i=1

ξi

Subject to: yi(φ(xi) ·w+b)≥ 1−ξi, ∀i

(1)

where C is a constant defined by the user that allows for the tuning of the

misclassification cost. Several implementations of this algorithm are pub-

licly available. For the present work, LIBSVM was employed (http:

//www.csie.ntu.edu.tw/~cjlin/libsvm). For the purposes

of parameters tuning (C and the number of intensity voxels used) and es-

timation of the classifier’s predictive performance, nested cross-validation

(nCV) was carried out. This procedure is know for providing an almost

unbiased and usually conservative estimate of the true performance.

3 Results

Fig. 1(a) shows an example of the eye tracking data recorded during the

experiments. The green dots represent the fixation points, and their radius

is proportional to the duration of the fixations. Nine different classifiers

were implemented, with the best results attained by each one of them in

the nCV optimization step being represented on Fig. 1(b). The criterion

used to determine the best result was the accuracy percentage.

4 Conclusion

Generally, the eye tracking driven feature selection yielded classification

performances that are comparable to those obtained by both PBCC and

MI. For AD vs. CN classification, it improved accuracy to 91.5%. It is in-

teresting to notice that the results were poorer for classifications where the

MCI state was present. Since the expert physician was asked to perform a

multiclass classification (AD vs. MCI vs. CN), it is possible that the points

of fixation were more appropriate for the AD vs. CN binary classification.

The results were nevertheless encouraging for further investigation on this

subject, combining more experts’ visual analysis patterns and using dif-

ferent settings of classification.
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Abstract

Pigment network plays a major role in skin lesion classification and in
melanoma detection. Recently, some automatic systems for the detection
of this differential structure have been proposed. However, most of these
works do not extract the shape of pigment network, which is of major
importance in the analyses of dermoscopy images by dermatologists. The
work developed proposes a new method for pigment network detection
and extraction based on its color and geometry. 1 2

1 Introduction

Dermoscopy is a non-invasive screening technique used by dermatologists
to visualize skin lesions. By recurring to this technique dermatologists are
able to amplify the lesion by a factor of 6x-100x. With the magnification,
pigmented structures that can not be seen by the naked eye become visible
[1]. These structures can then be used by expertises to classify the lesion
and evaluate if it is malignant (melanoma) or not, by recurring to one of
the several methods proposed by clinicians to diagnose a skin lesion (e.g.
ABCD rule [14] and 7-point check-list [3]). It has been proved by Binder
and et al. that dermoscopy can improve the accuracy of melanoma detec-
tion by 10-27% when used by a well trained dermatologist [6]. However,
since they rely on the vision of an individual, these procedures are sub-
jective and their results might not be reproducible.

Melanoma is one of the deadliest forms of cancer. However, when de-
tected in an early stage it can be cured by recurring to a simple excision.
The importance of an early melanoma detection fostered the proposal of
several automatic algorithms for melanoma detection [7, 12]. These al-
gorithms perform an automatic segmentation of dermoscopy images, fol-
lowed by the extraction of features that describe shape, color and texture.
Finally those features are used to train a classifier to perform a binary
decision (malignant or not).

The main problem with the systems referred above is that they use a
mathematical approach and do not try to incorporate the detailed medical
knowledge. To try to outcome this issue a different approach has been
proposed [2, 5, 8, 9, 10, 11, 13]. In this approach, the medical features
used by dermatologists (e.g. asymmetry, color, differential structures such
as pigment network, dots and streaks) are detected.

Some works regarding the detection of pigment network (see left im-
ages of Figure 2) can be found on literature [2, 5, 10, 11, 13]. However,
most of these works only try to detect the presence of pigment network
and, sometimes, to analyze it without extracting its skeleton (the dark
lines) which is one of the most useful medical features for dermatolo-
gists, when they use the methods referred previously to perform a diagno-
sis. Two notable exceptions can be found in the works of Fleming and et
al. [10] and Grana and et al. [11].

This paper describes the detection and extraction of pigment net-
work’s skeleton based on its color and geometry. The work is performed
by using a bank of directional filters, followed by a topological analysis of
the detected regions. The paper is organized as follows. In Section 2 the
procedures used are described, in Section 3 the experimental results ob-
tained are presented while Section 4 concludes the paper and gives some
remarks on future work.

1This work was supported by FCT in the scope of project PTDC/SAUBEB/ 103471/2008
(project ADDI).

2This work was published in the main conference on IEEE Biomedical Engineering Soci-
ety: C. Barata, J.S. Marques and J. Rozeira[4] - "Detecting the pigment network in dermoscopy
images: a directional approach" - in proceedings of the 33rd Annual International Conference
of the IEEE Engineering in Medicine and Biology Society (August 30th- September 3rd) at
Boston (USA) .

2 Methodologies

Figure 1 shows the block diagram of the detection system proposed. This
section presents the main characteristics of each block and is organized
as follows. First an introduction to the bank of directional filters is per-
formed. Then the pre-processing (artifacts removal), network enhance-
ment and detection blocks will be described briefly.

Figure 1: Block Diagram of the Detection System.

2.1 Directional Filters

The skeleton of pigment network as well as some of the artifacts (hairs)
are linear structures. Therefore, these structures can be enhanced with
directional filters. These structures can have more than one direction in
an image and their directions are unknown, so several directional filters
with different orientations θi ∈ [− π

2 ,
π

2 ] are used.
Each filter’s impulse response is given by

hθi(x,y) = G1(x,y)−G2(x,y) (1)

where Gk is a Gaussian filter:

Gk(x,y) =Ck exp{− x′2

2σ2
xk

− y′2

2σ2
yk

},k = 1,2 (2)

In (2) Ck is a normalization constant and the values of (x′,y′) are
related with (x,y) by a rotation of amplitude θi

x′ = xcosθi + ysinθi (3a)

y′ = ycosθi− xsinθi (3b)

Considering a gray-scale image I, the filtered image Ii is equal to

Ii = hθi ∗ I (4)

and the final output J of the directional filters bank is equal to

J = max
i

Ii(x,y) (5)

2.2 Pre-Processing

A pre-processing step is required since usually dermoscopy images present
two kinds of artifacts that can occlude the pigment network and other
structures, or that can be wrongly detected by the algorithm (the hairs
situation). Before performing the detection of artifacts, the original rgb
image is converted in a gray-level one, by selecting the color channel with
the highest entropy value.

The first artifact removed is called reflection and it is caused by the oil
which is put on top of the lesion to perform the dermoscopy. Considering
I the gray-scale image, a pixel p(x,y) is classified as reflection if

I(x,y)> TR1∧ I(x,y)− Iavg(x,y)> TR2 (6)



where Iavg(x,y) is the average intensity in the neighborhood of the pixel
and TR1andTR2 are threshold values determined empirically.

The other artifact removed is hair. Since shaving is not performed
prior to dermoscopic images acquisition sometimes hairs are present in
images and can occlude parts of the lesion. These artifacts are detected
by applying a bank of directional filters to the gray scale image. After, the
following condition is imposed to the output of the filters bank J

J(x,y)> TH (7)

All the pixels aboves this threshold value TH are classified as hair.
The hairs and reflection mask are finally combined and the original

gray level image is multiplied by the resulting binary mask. The gaps that
result are then filled by using an inpainting algorithm, that uses context
information to fulfill the unknown regions.

2.3 Network Enhancement and Detection

The network enhancement block is based on the color of the lines that
compose pigment network (dark lines over a diffuse background). The
procedure used to enhance the lines is similar to the one used to detect
hairs. However, the parameters for (2), the number of filters used and
the threshold value chosen are all different from the ones used previously
since the length of each line stroke in the pigment network is much smaller
than the case of the hairs.

The network detection block uses the geometry of the mesh. The sev-
eral lines from pigment network are assumed to be connected. Therefore,
by performing a connected component analysis is possible to extract all
the connected regions in a binary image. Some of the regions extracted
have small areas and can be classified as noise, so a secondary step is to
apply an area threshold in order to select the regions of interest

A(Ri)> Amin (8)

where Ri is the ith-connected region and Amin is the area threshold.
The pigment network region for a given image is computed as the

union of all the regions which fulfill condition (8)

R = ∪
i:A(Ri)>Amin

Ri (9)

3 Results

The algorithm described was applied to a dataset of 55 images from the
database of Hospital Pedro Hispano - Matosinhos. The same parameters
were used for all the images in the dataset. Hair detection: N = 64 filters,
σx1 = 20, σy1 = 6, σx2 = 20, σy1 = 0.5, TH = 0.06, filter mask 41 x 41;
reflections detection: TR1 = 180, TR2 = 25; network detection: N = 18
filters, σx1 = 40, σy1 = 40, σx2 = 3, σy1 = 0.5, TH = 0.0185, Amin = 700
and filter mask 11 x 11.

In Figure 2 it is possible to see some of the results obtained with
the detection system. The algorithm shows a good performance, even in
images where the network pattern is subtle.

After the detection of pigment network a binary classification of the
images as having or not pigment network was performed. The ratio be-
tween the network area and the lesion area is compared with a threshold
value of 10% and the lesion is classified as with or without network. The
results for the dataset used can be found in Table 1.

not detected detected
no network 67.5% 32.5%

network 20% 80%

Table 1: Statistical Results.

4 Conclusions and Future work

An automatic algorithm for pigment network detection was developed.
The results showed that this algorithm performs reasonably well and in
the future can be a useful tool in a dermoscopy analysis system.

Future work should first rely on an attempt to improve the results.This
can be done by extracting features that characterize the regions, such as

Figure 2: Detection system results. Left - Original image. Right - Pigment
Network Detection

texture and color features, and features that describe the shape of the net-
work ( e.g. area, number of holes), and by using them to train an automatic
classifier. This algorithm must also be tested in a larger dataset.

The second step should be to use the output of this detection system
to discriminate between typical and atypical pigment network which is an
important cue in malignant lesions detection.
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Abstract 
 This work proposes a method for automatic detection of cells nuclei and 
Leishmania Infantum parasites in RGB images of fluorescence microscopy using 
different filters. Variable characteristics in each image are used to automatically 
estimate local filters’ parameters. Using Otsu’s histogram shape-based image 
thresholding method of segmentation nuclei and parasites sizes are estimated and 
a difference-of-Gaussian local filter enhances blob features in an attempt to 
isolate nuclei and parasites from background and separate these objects when 
they overlap. 
 We tested the proposed method on a dataset of 86 images with different sizes 
and obtain a 98% specificity mean and a 79% sensitivity mean in cell nuclei 
detection and a 20% error in parasites detection 
  
1. Introduction 
 Leishmania Infantum is the parasite responsible for the visceral 
leishmaniasis, a neglected disease endemic, which results in over 50,000 
deaths each year. Since there is no protective vaccine against this 
etiological agent, new drugs are tested in order to evaluate their capacity 
to neutralize these parasites.  The development of new anti-leishmania 
drugs involves testing efficiency in in-vitro environment. In these trials 
parasites and cells are counted before the usage of those drugs. After the 
exposure to drugs a new counting is needed to evaluate drug efficiency 
[1]. Since the fluorescence microscopy, through laser scanning confocal, 
provides good contrast, different organisms can be detected and even 
different sections in the same organisms can be differentiated.  
 Automatic segmentation has been increasingly used in medical 
imaging. It provides a fast alternative to manual methods. Locating 
tumours and pathologies, measuring tissue volumes, computer-guided 
surgery, diagnosis and studying anatomical structures are examples of 
medical areas in which automatic segmentation is used. More 
specifically automatic cell counting in in-vitro environment is always 
related with segmentation methods which will vary according to the cell 
culture image characteristics [2].  
 Typically cell and parasites counting is done manually by human 
analysis of the cell culture. This procedure usually takes a big amount of 
time, requires an experienced researcher, and is an exhaustive 
procedure. Independent local filters, as the DoG filter, associated with 
threshold methods, as Otsu’s method, and morphological operations, 
make up a mean to detect and count objects of interest in this 
fluorescence microscopic images. The proposed methodology enables 
the separation of overlapping objects without creating a significant 
number of artefacts. 

 

2. Dataset 
 Images were obtained by fluorescence microscopy. These images 
represent in-vitro monolayer cell cultures, where cells may be infected 
with L. Infantum. The images submitted for detection were RGB images 
which were associated with a manual detection file.  In these images 
each color channel, of the three existent ones, has information on 
specific cellular structures. Cell’s nuclei, cell’s cytoplasm and parasites 
appear in different channels.  
The dataset was a compound of 86 images with variable sizes. The size 
of cells and parasites vary with the image size.  In 920 × 788 pixels 
images cellular structures look bigger than in 1388 × 1040 pixels 
images. 

 

3. Methods 
 Our approach consisted in processing and extracting information 
from different image channels. Each image contained three channels and 
the structures we need to analyse are distributed throughout them. 

  
Figure 1: Images representing in-vitro monolayer cell cultures with 
different sizes and magnifications: 920 × 788 pixels (a) and 1388 × 1040 
pixels (b). 
  
 All channels were submitted to a pre-processing phase. Two of 
them, which contained information about nuclei and parasites, were 
processed similarly. The other where cytoplasm is distinguished was 
processed to obtain a boundary for each cell. 
 

3.1 Pre-Processing 
 The pre-processing procedure is similar for each channel, it involves 
an opening morphologic operation and a Gaussian filter to eliminate 
noise. The opening operation will result in a background approximation 
that can be subtracted from the channel, this means that the kernel size 
for the morphological structuring element should be higher than the 
objects we plan to isolate.  
 For the Gaussian filter we selected a size of 15 pixels and a sigma of 
2, this way the image is smoothed but no important structures are lost. 
 

3.2 Estimating general object of interest size  
 To estimate object sizes we measure all objects’ major axis length in 
a channel of an image and do a round off to distribute that data 
throughout a number of classes, 240, 250, 260 pixels, etc. The class with 
highest frequency is the estimated general object of interest size.  
 Two image channels contained the desired information about both 
nuclei and parasites, in these channels Otsu’s histogram based image 
thresholding method of segmentation proved to be efficient for acquiring 
an estimation of the object of interest size in any image independently of 
cell culture magnification. In this approach the optimal threshold level is 
searched, which leads to the creation of two classes of pixels with 
minimal intra-class variance, objects and background. As a result the 
original grayscale image is reduced to a binary one. 
 For Otsu’s method to be accurate the histogram’s shape should be 
bimodal that being two individual peaks separated by a valley. We 
assumed that this is the case since all images in the dataset are 
characterized by bright areas corresponding to the cells nuclei and 
parasites (the objects) and dark areas which account for the background, 
areas with no interest in our study. Using the Otsu’s method raises a 
problem: overlapping nuclei and parasites will give a false reading 
regarding the general object size estimation. In order to minimize 
consequences of this imprecision the mean object size, defined as the 
major axis length in detected objects, is discarded and the mode of this 
major axis length is used instead. Using the mode it is safe to assume 
that general object size falls in a particular category. 
 

3.3 Difference-of-Gaussian function 
 The most preeminent characteristic that both cell nuclei and 
parasites display is their tendency to be round and we already know that 
their size falls in a particular category. Round shapes with this 
distinguished major axis length should be favoured to separate nuclei 
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and parasite conglomerates. A method which proved efficient was the 
difference-of-Gaussian (DoG) [3]. The detection is achieved using the 
difference between two scale-space representations of an image, as 
introduced by Lindberg [4]. Given an input image I(x,y), the scale-space 
representation, at a certain scale t, is given by the convolution of a 
Gaussian kernel, g(x,y,t), with the image I(x,y) : 

! !, !, ! = ! !, !, ! ∗ !(!, !) 
 The DoG is then defined as the difference between two scale-space 
representations: 

! !, !, ! = ! !, !, ! − !(!, !, ! + !) 
 This way the bright central part of the round object is favoured and 
the contours faded.  Since the objective is counting objects the loss of 
area is negligible. This is a more robust method than Otsu’s 
segmentation to successfully separate objects from background 
individually and perform a satisfactory and accurate count. 
 

3.4 Watershed cytoplasm segmentation and cell 
infection analysis 
 Infected cells have their cytoplasm overlapped with parasites. This 
definition allows determining which cells were infected by which 
parasites. To assign a cytoplasm to each cell nucleus detected we used 
seeded watershed based segmentation. One particular channel has 
sufficient information to find cells limits, the boundaries of their 
cytoplasm. Since the nuclei were already detected they can be used as 
seeds inside the cells. We removed the background in that channel and 
that area will work as a seed out of the cells. Forcing the mentioned 
areas as minimums the watershed segmentation stops at the cytoplasm 
boundary which presents us with each cell’s area of infection. Finally 
we have a cytoplasm object associated to each nucleus object and the 
number of parasites overlapping each cytoplasm associated with that 
particular cell. 
 

4. Results 
 To validate our methodology we use the 86 images presented in 
section 1.1. Each image was annotated by hand by an expert researcher.  
 As we can see in Figure 2, the conjugation of the method used to 
estimate the object sizes and DoG filter used to enhance blob properties 
of objects enables a better identification. For both, nuclei and parasites, 
we can see that connected objects in first segmentations (a, e) are 
separated after image processing (b, f). The overall detection (d) also 
shows good representation of cytoplasm border, which enables a correct 
attribution of parasites to the corresponding infected cell. 
 For the purpose of getting objective information that can be used to 
evaluate the efficiency of the algorithm, we measure, for nuclei, the 
number of true positives (TP), false positives (FP) and false negatives 
(FN). By TP we mean automatic detections that overlap the pixel of 
manual detection. By FP we mean automatic detections that do not 
overlap any pixel of manual detection. And by FN we mean manual 
detections with no corresponding automatic detection. We use these 
values to calculate the specificity and sensitivity of the algorithm to 
detect nuclei: 
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 For parasites we evaluated the number of automatic detections (AD) 
per image that diverges from manual detections (MD). 
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 Table 1 shows the statistical information of both, nuclei and 
parasites. Besides similar manual and automatic counting, the statistics 
show that for both, nuclei and parasites, automatic processing produced 
more detections than manual. This may be due to an over-segmentation 
or to an identification of objects that were not of interest in the expert 
researcher point of view. 
 Regarding the cytoplasm detection, unlike nuclei and parasites, there 
are no manual annotations to validate its efficiency, however in the 
overall detection image (d) in Figure 2 we see that the cytoplasm 
borders found seem to be consistent with the actual borders. In the future 
we will evaluate its performance similarly to both nuclei and parasites. 

 
Figure 2: Images showing processing results. Result of Otsu’s 
thresholding method of segmentation for nuclei (a) and parasites (e). 
DoG local filter to enhance blob like objects results for nuclei (b) and 
parasites (f). Initial image (c) and final image (d). 
 

 
Table 1 – Detection performance results for nuclei and parasites 
  
 Finally, in terms of speed, using a 3,06 GHz and 4 GB RAM 
computer, MATLAB implementation result in an 12 seconds average 
processing time per image. 
 

5. Conclusion 
 The comparison between automatic and manual counts shows some 
encouraging results. In a group of 86 images there is only a 20% error 
per image when the algorithm classifies a parasite as infecting. 
Specificity near 100% and sensitivity near 80%, regarding cells’ nuclei, 
indicates that our algorithm also proves to be efficient. In spite of not 
having manual data to evaluate cytoplasm detections our algorithm gave 
us images which show that the detections are accurate. Our future work 
will involve extracting infection data based on the cytoplasm detection. 
 Our algorithm performs cell nuclei, parasites and infections counting 
in an image, organizes that data and analyses it in a small amount of 
time leaving all the data gathered available for scientists rapidly, letting 
them focus on other aspects of their research. 
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Abstract 
Three methods for automatic detection of dust devil tracks in images of Mars are 
presented. They are mainly based on Mathematical Morphology and results of 
their performance are analysed and compared. A dataset of 21 images from the 
surface of Mars, representative of the diversity of those track features were 
considered for developing, testing and evaluating our methods, confronting their 
outputs with ground truth images made manually. Methods 1 and 3, based on 
closing top-hat and path closing top-hat, respectively, showed similar mean 
accuracies around 90% but the time of processing was much greater for method 1 
than for method 3. Method 2, based on radial closing, was the fastest but showed 
worse mean accuracy. 

1 Introduction 
Dust devils are vortexes caused by unstable wind convection processes 
near the planetary surfaces, due to solar heat. Many researchers have 
being studying dust devils in an attempt to better understand the 
phenomena. Generally, the research fields comprise mechanic and 
numerical simulation of dust devils in laboratories [1, 17, 18], 
methodologies for direct recognition of dust devils plumes from rovers 
on Mars surface [9, 12, 13], detection of plumes [11, 16, 19] and tracks 
[3, 7, 14, 21] from orbital images. Despite the number of papers 
regarding the subject, none of them addresses the automatic detection of 
dust devils tracks. All those works regarding identification, counting and 
analysis of dust devils tracks use a manual method and nothing is said 
about the tracks counting and marking process. As examples of the 
difficulty in analyzing images manually, [3, 7, 14, 20, 21] had to search 
for tracks in (1,700), (3,000), (6,002), (167,254) and (1,238) MOC 
images, respectively and [19] searched in (23) HRSC images. Regarding 
the amount of images to be analyzed and the importance of detecting 
dust devils tracks, this paper presents, analyses and compares three 
automatic methods for detecting dust devils tracks in Mars Global 
Surveyor (MGS) Mars Orbiter Camera (MOC) and Mars 
Reconnaissance Orbiter (MRO) High Resolution Imaging Science 
Experiment (HiRISE) images. All three methods are mainly based on 
Mathematical Morphology. A total of 16 large images from Aeolis, 
Noachis and Argyre regions (12 MOC narrow angle and 4 HiRISE) 
showing dark dust devils tracks were considered. The albedo of the 
tracks varies significantly from scene to scene as does the morphology 
and landform. Based on that, the choice for these 16 images was driven 
by the attempt to represent as much as possible the high albedo 
variability of the tracks. In order to decrease time of processing and 
discard irrelevant information (like areas with no tracks) some of the 
images were cut, making a set of 21 images. The MOC images are 
panchromatic and can have up to 1.4 m/pixel of spatial resolution and 
the HiRISE images were taken in the red band with a spatial resolution 
as good as 0.25 m/pixel.    

2 Methods 
The main feature characterizing the dust devil tracks is their elongated 
linear shape, that is, thin shapes of long extensions, normally darker than 
the surrounding terrain.  

The first method starts with an initial filtering by median (3x3 mask) 
and a morphological area opening , which is equivalent to the union of 
all openings  with the connected Structuring Elements (SE) B whose 
size in number of pixels equals , that 
is |  with ( )Bi i ii

B Area B , where  is the supremum 

operator. The size of the area was set empirically and varies with the 
image spatial resolution. Next, an initial binarization by Otsu’s method 
[15] is applied and a morphological granulometric analysis with a SE 
disk is carried out. A granulometry can be defined as the family  = 
( )  0 of closings by scales B = { b | b  B} with   0, and B 
convex. The granulometric analysis is used to infer the radius of the SE 

to be applied in the filtering by the top-hat ( ) ( )B Bf f f , where 
( )B f  is the closing of f. The radius is chosen so that all dark 

components in the image do not fit the SE. Finally a binarization by 
Otsu is carried out to detect the features. The detection is based on the 
width of the tracks.  

The second method starts with an initial filtering by a median 
operator (3x3 mask) and then applies a morphological radial closing [8]. 
This is the intersection of the closings performed with linear SEs aligned 
in every direction: ( ) ( )Bii

f f . The angles considered vary from i 

= 0° to 360° in steps of 5°. The length of the SE was empirically chosen 
and varies with the spatial resolution of the images. Finally, a 
binarization by Otsu method is performed. The length of tracks is the 
feature considered in the detection.  

The third method starts with an initial filtering by morphological 
surface area opening and closing. The definition of surface area closing 
is obtained by duality from area opening. Next, a morphological path 
closing is applied. It can be defined by duality from de definition of path 
openings given by [10] as follows. Let E be the image domain endowed 
with a binary adjacency relation x  y. We call x a predecessor of y and 
y a successor of x. Using the adjacency relation it is possible to define a 
dilation by writing ({ }) { | }x y E x y . The L-tuple a = (a1, a2, …, 
aL) is called a -path of length L if ak  ak+1. The set of all -path of 
length L contained in a subset X of E is denoted by L(X). Then the path 
opening L is the union of all paths of length L contained in X, and we 
can write ( ) | ( )L LX Xa a . This equation can be extended to 
grey level images by the principle of threshold decomposition [8]. The 
search for the paths is done in four directions (0°, 45°, 90° and 135°) of 
the grid according to the rules defined by [10] . The lengths of the paths 
are defined by the diagonal length of the images times two (although the 
path closings being used are the constrained ones defined by [10], they 
still may zig-zag a little so the biggest possible path in the worse case 
would be the image diagonal times two). Next, the resulting images are 
binarized by Otsu method to detect the tracks. The detection is mainly 
driven by the length of the tracks. 

3 Results 
The methods discussed in the previous section were applied to the 

dataset of images. The results for two different spatial resolutions with 
the images PSP_002548_1255 and E13-00271(Fig. 1(a) and 1(a)) are 
shown in Figs. 2(a) to (c) and 3(a) to (c) for all three methods.  

 

  
                                        (a)                             (b) 
Figure 1: HiRISE image PSP-002548-1255 (a) and MOC image E13-
00271 (b). 
 

The analysis of the results was made accordingly to the procedure 
proposed in [5]. For each of the 21 images processed, a ground truth 
image was made manually by an expert on a computer screen. As 
examples, the ground truth made for image PSP-002548-1255 is shown 
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in Fig. 2(d) and the one made for image E13-00271is shown in Fig. 3(d). 
For image PSP-002548-1255 the accuracies were 0.7866 for method 1, 
0.8369 for method 2 and 0.9414 for method 3.  
 

 
              (a)                      (b)                          (c)                        (d) 
Figure 2: Tracks detection in the image PSP-002548-1255: (a) method 1, 
(b) method 2, (c) method 3 and (d) ground truth. 
 
 
 
 
 
 
 
 
 

 
            (a)                         (b)                        (c)                         (d) 
Figure 3: Tracks detection in  MOC image E13-00271: (a) method 1, (b) 
method 2, (c) method 3 and (d) ground truth. 

 
And for image E13-00271 the accuracies were 0.9638, 0.9669 and 
0.9612 for methods 1, 2 and 3, respectively. Method 2 was the worse 
one with mean accuracy 0.8230 ± 0.1196. Besides, it is the one by which 
the smallest accuracy was reached (0.5955). Methods 1 and 3 presented 
mean accuracies 0.8857 ± 0.0660 and 0.8960 ± 0.0770, respectively. 
Considering their standard deviations there is no reason to believe that 
method 3 is better than method 1. Although, when it comes to the time 
of processing, method 3 is far faster (mean time of processing 96.27 s ± 
140.03 s per image against the 3,566.24 s ± 7,625.67 s of method 1). 
Speed is an important factor to be considered, especially when working 
with larger files like those of the HiRISE images. Some of them may 
have hundreds of thousands of lines and in such cases method 3 would 
be the preferable for processing. This is why we assume it is the best 
method from the three presented here. 

4 Conclusion 
The importance of studying Martian dust devils to get a better 

understanding of, for instance, low atmosphere and regolith 
characteristics, may be asserted by the huge amount of papers being 
published about the subject. But none of them proposes an automatic 
method for the detection of dust devils tracks. This has been done 
manually until now and is a time-consuming task. This paper presented 
three methods for detecting Martian dust devils tracks automatically. 
Each one is an improvement of its predecessor. All three are based on 
Mathematical Morphology. Method 3 was considered to be the best, not 
only for the high mean accuracy it produced but also for being the 
fastest, which is a crucial factor when processing HiRISE images that 
may have hundreds of thousands of lines. It succeeds in detecting tracks 
despite the variation in size and in spatial resolution of the images, and 
works for a great range of albedo variation, and can be a very useful tool 
for intensive mapping and largely increasing our understanding of these 
aeolion features. In particular, quantitative measures like width, length, 
number of tracks and their directions, among many others, can be 
carried out from the resulting binary images of our approach. 
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Abstract

The combination of a Brain Computer Interface (BCI) system with a robot
device opens the promising possibility of greatly improve the quality of
life of motor handicapped people, for whom everyday tasks usually re-
quire a huge effort. This paper proposes a model focusing on the merge
of these two systems, including two neurofeedback loops: (1) goal se-
lection, and (2) supervising the task execution. Neurofeedback aims at
providing the user a reliable and adaptable way of specifing the tasks and
the supervision.

This paper also presents results of an experimental protocol simulat-
ing the control of a 1D cursor. The EEG was extracted from 6 users that
were visually stimulated with 3 goals (up, stay, down), in 3 different sit-
uations (no mouse, with mouse, mouse intention). The vector of features
was extracted from the collected data using a Discrete Wavelet Transform
(DWT). A Support Vector Machine (SVM) algorithm was used for train-
ing and classification.

The accuracy found for the (cross validation) testing for each user,
trained by the same user were above 90%, but if the training set includes
data from all users the values drop to around 80%. Moreover, if the train-
ing set does not include data from the user used for testing, a 30% accu-
racy was archived. This experimental protocol is a first step towardsthe
development of an on-line controlled cursor.1

1 Introduction

A large number of individuals suffer from partial or total paralysis that
obstruct basic muscular activity living everyday with close supervision.
In order to break this dependency, the Brain-Computer Interfaces (BCI)
are presented has the bridge for this new type of communication [4, 7, 8].

A BCI can be realized by either training the user to control his brain
waves or by exploiting natural responses of the brain to external stimuli.
The brain response is translated into a control signal for an output device
such as a computer application or a neuroprosthesis. BCI applications
depend on adaptation of two elements: the user, who must respond to
stimulation, according to the encoding of the system; and the system that
must translate the brain signals into commands. Focusing on the elec-
troencephalogram (EEG) based BCI, one of the main challenges is the
low predictability to the changing environment and its effect on brain ac-
tivity, making it hard to have good performance outside the laboratory
[2, 7, 8].

The current paper presents the results of an experimental protocol that
was elaborated in order to simulate a 1D cursor. In order to archive this
objective, extracted information (features) from the EEG was translated
into cursor controls. The applied methods were based in the paper of
Fabiani et al.[3].

2 Proposed Architecture

The proposed architecture (Fig. 1) includes the human user, data acquisi-
tion through EEG, signal processing and feature extraction, a translation
algorithm, a Human-Computer Interaction (HCI) unit, and a robotic de-
vice as the end-effector. The BCI system model will comprises closed
loops. The first loop is responsible for selecting goals, while the second
is used to supervise the current task. The neurofeedback helps the user
to adapt his brain activity to the cursor handling performance through vi-
sual or auditory stimuli. By applying this paradigm it is expected that the

1This work was supported by project the FCT (ISR/IST plurianual funding) through the
PIDDAC Program funds.

user is capable of controlling the robot as the environment or his mood
changes.

Consider the following ilustritive example, a person chooses the op-
tion for get a specific medication through the HCI using the brain-operated
cursor, which uses the first loop. In order to archive the goal, the robot
has to plan the trajectory with its own localization and mapping algo-
rithms, avoiding obstacles. As the robot approaches the medication’s stor-
age (second loop), the user checks its progress though the video-feed and
the mapping through the HCI. Suddenly the user remembers that he has
to eat first, because of the medication prescription, so he stops the robot
through the available menu. The selection menu changes in order to set a
new goal (first loop again).

Figure 1: This BCI system compromises two neurofeedback loops that
control a robot through a HCI and a brain-actuated cursor. The firstloop
is responsible for the goal selection and the second for the task execution.

3 Feature Extraction and Translation

Following Fabiani et al. the data are first segmented in time windows
(TWs) of 200ms spaced in steps of 100ms [3]. Each TW should be labeled
concerning the presented stimuli and when the TW does not have any goal
stimulus, the label ofc= 0 is given; this is commonly used as the baseline.

Each window is subject to a Discrete Wavelet Transform (DWT),
which is realized as a time-frequency analysis for the manipulation of
complex nonstationary signals, such as physiological signals. This tech-
nique decomposes a function into a set of basic functions called wavelets,
which are obtained by dilations, contractions and shifts of a unique func-
tion: the mother wavelet (in the case of the present study was the Daubechies
12). In practice, the decomposition of the signal is made with the convolu-
tion of the original signal with two filters made of several scaled wavelets
(discrete superimposition), a low-pass and high-pass, downsampling the
signal by two. The resulting coefficients have two different specters, the
approximation and the detail. After applying the same method recursively
in the approximation coefficients it is possible to decompose the signal,
depending in the given order. This order gives the number of detail func-
tions with specific frequency bands and one approximation function [1].

After convolving the EEG signal in the TWτ with the DWT band-
pass filter composed with several wavelet functions (ψ) of s order, the
mean power (p) is calculated according to the following equation:

pτ (i,s) =
1

Nτ

Nτ

∑
tτ

|a(i, tτ )∗ψ(tτ ,s)|
2 (1)

wherei = 1,2...M is the channel andtτ = 1,2...Nτ is the sample of the
TW τ. The maximum DWT decimation order (S) is the highest such that



S= log2(Nτ ). The resulting power matrix (P(τ)) for each TW has M lines
and S columns and has been normalized with the base line.

The features correspond to the normalized variation of the power in
each TW. This features are then normalized again with respect to their
maximum. Formally the feature matrixFnc is obtained using:

fc(τ, i,s) =
pc(τ, i,s)− p0(τ, i,s)

p0(τ, i,s)
Fnc(τ) =

Fc(τ)
max(|Fc(τ)|)

(2)

The chosen method for classification is Support Vector Machine (SVM),
which is a state-of-the-art pattern recognition algorithm [6]. The number
of outcome classes corresponds to the number of labels that where used
in the training group.

4 Experimental Protocol and Dataset

The participants, while the EEG was recording, were asked to move a 1D
cursor in specific conditions. The experiment had three parts:

• The user was asked to change or not to change the state of the
cursor in one direction without any prior training (no mouse);

• The user was asked to change or not to change the state of the
cursor with the use of the mouse (with mouse);

• The user was asked to change or not to change the state of the cur-
sor only imagining the intent of moving the mouse (mouse intent).

In each part of the experiment, several images where presented to
the user. The first one contains a brief explanation of the current task.
After reading, a loop containing three sequential images is triggered: (1)
a cursor with white background, (2) a cursor and a circle representingthe
goal, and (3) a blank image so the user could rest. There are three goals
that are displayed in a random order, suggesting the cursor movementthat
the user should perform: up, down or middle (stay in the same position).

The extracted EEG has 62 channels, according to the standard 10-
20 system (FP1, FPZ, FP2, F3A, F4A, F7, F5, F3, F1, FZ, F2, F4, F6,
F8, C7A, C5A, C3A, C1A, CzA, C2A, C4A, C6A, C8A, T3, C5, C3,
C1, Cz, C2, C4, C6, T4, T3L, TCP1, C3P, CP1, PZA, CP2, P4P, TCP2,
T4L, T5, P5, P3, P1, PZ, P2, P4, P6, T6, CB1, P3P, P1P, PZP, P2P,P4P,
CB2, O1, Oz, O2, A1 and A2), and 2000 Hz of frequency sampling. Six
adult people were tested and there are 10 stimuli in total. The TWs that
correspond to the cursor image where labeled asc= 0.

5 Experimental Results

The off-line data were pre-processed, using a Notch filter of 50Hz, to re-
move the power line noise, followed by a Common Average Reference
(CAR) [5]. The features were extracted and tested according to the sec-
tion 3. Three groups of classes where trained and tested (no mouse, with
mouse, mouse intent) with the SVM algorithm. Each group had three
classes, resulting in a total of 9 classes (C= 9). The different graphs pre-
sented in fig.2 depend on the groups of data that were used to train and
the data that were used to test.

By analyzing the results it is observable that there is a strong depen-
dence of the accuracy with respect to the training data. In fig. 2.A the
results are all above 90% and some are even close to 100%. The SVM,
in this case, is adjusted to the person itself, so the three classes (up, mid-
dle, down) are easily separated independently of the thought process (no
mouse, with mouse, mouse intent). As for fig. 2.B the first user has ac-
curacies above 95% but the rest is around 80% a change was dramatic,
exposing that the SVM curves are not adjusted to the mixed thought pat-
terns detected by the used features. By observing fig. 2.C it is possible to
see that the accuracies are very low, so the translation algorithm must be
adjusted to the person it is validating.

6 Conclusions

This paper proposes a Biocontrol architecture for robotic devices based on
BCI, comprising two neurofeedback loops. Results on an implementation
of the BCI component of the architecture are presented. Results using
data collected using a simple paradigm are presented. These outcomes are
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Figure 2: (A) train with 70% of the data of one individual and test with
the rest of the 30% of the data of the same 100 times; (B) train with 70%
of the data of all the individuals and test with unused 30% of data of
one individual 100 times, and; (C) leave-one-out, where all the data was
trained for the exception the data of one individual, the testing one.

encouraging and display a strong user dependence. Future work includes
extending the paradigm to a neurofeedback task, aiming at a formal model
of the neurofeedback loop.
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Abstract

In this work, we present the design, development and deployment of a
prototype for collecting and annotating auscultation signals within real
hospital environments. Our main objective is not only pave the way for
future unobtrusive systems for cardiac pathology screening, but more im-
mediately we aim to create a repository of annotated auscultation signals
for biomedical signal processing and machine learning research. The pre-
sented prototype revolves around a digital stethoscope that can stream the
collected audio signal to a nearby tablet PC.

1 Introduction

Traditional stethoscopes depend solely on acoustics to amplify and trans-
mit the heart sounds to the physician. The concept of electronic stetho-
scope arrived when electronic components were first used to amplify, fil-
ter and transmit the sound [3]. Several electronically enhanced and digital
stethoscopes have been developed and described in literature [1] [4] [6].
Introducing a digital stethoscope in clinical practice can bring several ad-
vantages, all focused on its capability of recording and possibly trans-
mitting heart sounds. Access to such sounds allows several tasks such
as sending the sound to a colleague for a second opinion, using recorded
sounds as a teaching tool or, more ambitiously, learning patterns of normal
or abnormal heart beats so such systems can be used as a cheap powerful
tool for cardiac pathology screening. The DigiScope project ultimately
aims to build a system that is capable of collecting heart sounds in real
environments, extracting relevant physiological information from these
signals, and combining it with patient information using machine learn-
ing methodologies, hoping to demonstrate that it is possible to use sys-
tems within hospitals based on digital stethoscopes that can function as a
cheap first level of screening of cardiac pathologies. The contribution of
this paper is the presentation of the design, development and deployment
of a prototype for collecting and annotating auscultation signals within
real hospital environments. This prototype is operational and has been
deployed in two hospitals (Centro Hospitalar do Alto Ave, Guimarães,
Portugal, and Real Hospital Português, Recife, Brazil), with sounds being
collected mostly in a primary care environment.

Accomplishing the objective of creating a prototype that can gather
a large annotated database for cardiology signal processing and machine
learning requires the following tasks:

• Define a database model for all the collected data, including not
only audio data but also patient record information.

• Devise effective data collection systems that do not hinder typical
routine Hospital work on cardiology.

• Study solutions for fast and simple registering of the audio samples
collected.

• Extract information from complex heterogeneous Hospital infor-
mation systems.

2 Conceptual design

2.1 System model

The system has four main components: (1) Data Collection, (2) Signal
Processing, (3) Machine Learning and (4) Data Repository.

The proposed system was designed to be implemented in hospitals
and help physicians incorporate it in their routine work with minimal dis-
ruption. Some generic usability requirements were established [5]:

• Minimize disruption - The system should be easy to use and the
equipment should adapt well to the normal routine work of the
physician with minimum interference. It should also accommo-
date different ways to perform data collection, namely allowing
the collection of patient data after each auscultation or after a set
of auscultations.

• Minimize errors - The flow of interactions should be adequately
constrained in order to minimize the number of errors done by the
physician and its associated reduction in data quality.

• Easy to learn - The interface should be intuitive and guide the
physician through the use of the application, reducing the adap-
tation time and difficulty to the system. This is essential for in-
creasing the number of physicians that are willing to adopt and
test this new technology.

User studies were performed in the two cooperating Hospitals. The
objectives were:

• Learn and model the auscultation procedure typically applied in
hospitals.

• Identify hospital environments where such a system is both ade-
quate and useful.

• Define a set of clinically useful and viable to annotate metadata to
be associated with each auscultation.

2.2 Conceptual model

Two functional conceptual models were produced for the DigiScope sys-
tem: one for data collection and the other for data annotation. In the
data collection model, after starting the application, the physician simply
needs to introduce a new patient (a number is exclusively assigned to each
one). After that, the physician can start the auscultation using the digital
stethoscope. This device is connected to a computer or computing base
through wireless connection. The heart sounds are then transmitted by
streaming. The physician has the possibility to add more than one heart-
beat record for each patient, using a simple button press in the stethoscope
itself. After the auscultation is finished, the physician can start a session
for a new patient or move to the annotation procedure, defined by the
annotation conceptual model. Here, the physician can complete the pa-
tientâĂŹs data, or this can be also done by a nurse.
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2.3 Prototype technology

The computer chosen is an Asus Eee PC with touch screen T101MT. This
choice is motivated not only by the simplicity of a touch-based solution,
but mainly by the fact that it has a rotating screen, effectively allowing the
physician to work in the two modes defined by the conceptual models.
In the collection mode the tablet PC form is used (physician standing
up, prototype on his hand), while the annotation mode allows the use of
the keyboard (physician sitting at a desk, faster and more conformable
typing).

The electronic stethoscope chosen is a Littmann Model 3200. This
stethoscope has three frequency response modes such as bell, diaphragm,
and external range. The LCD screen allows some information to be shown
to the physician. This model can transmit signals wirelessly using Blue-
tooth technology. In fact, this was the only widespread commercial stetho-
scope that we could find with this transmission capability. Fig. 1 shows
an image of the final version of the hardware prototype.

Figure 1: The DigiScope prototype

3 Data model

A strong emphasis was given to collecting data that might be helpful in
the near future for machine learning research on cardiac pathology detec-
tion. We defined our data model with attributes that could be relevant to
uncover new knowledge about:

• The history of exams of patients (one patient can have several
episodes of auscultation). This information can be useful to learn
temporal diseases relations.

• Differences between normal and abnormal cases (several attributes,
in particular, the characteristic of the second heart sound (S2) can
be very important do distinguish between normal and abnormal
findings)

• Multiple diseases for the same patient (multi-labeling [2]).
• Relations between exams of the same patient and other patients.
• Relations between medication and patient health status.

4 System image

As motivated previously, our conceptual design is focused on the three
generic usability requirements. The physician uses the system in two dis-
tinct phases. First, when he is standing and executes the patient auscul-
tation, he will use the electronic stethoscope and the computer in touch
mode. During this phase (Fig. 2), the proposed system suggests only two
options, which can be selected using large buttons, thus heavily constrain-
ing the user to simplify his understanding and reduce possible errors. In a

Figure 2: Screenshots showing the initial menu and the menu after the
recording of auscultation

Figure 3: Screenshot showing the first tab of the patient data form

second phase, the physician is sitting and can complete patient data. This
does not need to be done immediately after the auscultation and can also
be partially performed by a nurse. The data form is clearly more complex
than in the previous model, benefiting from the undivided attention of the
user. Data fields are split in tabs: general, systemic pressure, pulmonary
pressure, murmurs, S1, S2, S3 and S4. Some of these data fields can
actually be completed before the auscultation itself. As essential func-
tion was thus the ability to only provide partial information, which can
be completed at a later stage. During this phase (Fig. 3), typing errors
are inevitable. We have used radio buttons whenever possible to mini-
mize them. For all the text fields, except the patient name, physicians
can use a numeric virtual keyboard. For the patient name, an alphanu-
meric virtual keyboard is displayed, although this is clearly a sub-optimal
choice, which is hidden whenever it is not needed. From the main menu,
the physician can access a table which lists all patients who have already
been introduced in the application. In this table he can see: the patient
number, name, date of release, the state of the form (blank, incomplete or
complete) and how many hearings have already been added.

5 Discussion and Conclusions

In this work, we presented a working prototype of a system capable of
recording and annotating heart sounds.

Contextual design methodologies were used to address the three key
usability requirements that have been identified for this type of systems:
minimize disruption, minimize errors, easy to learn. The prototype is cen-
tred about a digital stethoscope that transmits signals to a tablet PC, which
can function in two modes of operations: collection mode and annotation
mode.

The system has been successfully deployed in April 2011 on two Hos-
pitals, and early results show that physicians were able to use it effectively
with minimal training, on a Primary Care context.
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Abstract

A biological disparity energy model can estimate local depth information

by using a population of V1 complex cells. Instead of applying an analyti-

cal model which explicitly involves cell parameters like spatial frequency,

orientation, binocular phase and position difference, we developed a mod-

el which only involves the cells’ responses, such that disparity can be ex-

tracted from a population code, using only a set of previously trained cells

with random-dot stereograms of uniform disparity. Despite good results

in smooth regions, the model needs complementary processing, notably at

depth transitions. We therefore introduce a new model to extract disparity

at keypoints such as edge junctions, line endings and points with large

curvature. Responses of end-stopped cells serve to detect keypoints, and

those of simple cells are used to detect orientations of their underlying

line and edge structures. Annotated keypoints are then used in the left-

right matching process, with a hierarchical, multi-scale tree structure and

a saliency map to segregate disparity. By combining both models we can

(re)define depth transitions and regions where the disparity energy model

is less accurate.

1 Introduction

One of the intriguing functions of our visual cortex is to extract disparity

information from our surrounding environment. This is done after the

lateral geniculate nuclei (LGN), where information from the left and right

retinae is relayed to the primary area V1, in the cortical hypercolumns

[3]. This is the first cortical processing stage. The development of good

models is important to deepen our insights, but also for many practical

applications. In computer vision there are numerous approaches for stereo

vision [10], but only few are biologically motivated [2, 6, 11].

In our implemented disparity energy model (DEM) we apply two neu-

ronal populations: (1) an encoding population that consists of a set of

neurons tuned to a wide range of horizontal disparities, spatial frequen-

cies and orientations, and (2) a decoding population which exploits the re-

sponses of the encoding population for estimating the local disparity. We

use an encoding method similar to that of Read [6], with proper normal-

ization to yield a local correlation value with neighbourhood weighting

[2]. The activity of the encoding population is then decoded by using a

template-matching process similar to that of [11].

The DEM model yields good results in regions where the depth is

continuous [4], but it is less reliable at depth transitions. We therefore

introduce a second model to extract disparity at corners, edge junctions,

line endings and points with large curvature. This model is adapted from

a previous one devoted to optical flow [1], because the matching of sin-

gularities like junctions between successive frames and left-right frames

is similar. Evidence for joint encoding of motion and disparity in the vi-

sual cortex has been found [5], especially in the dorsal area MT. Hence,

motion and disparity processing can be integrated.

In this keypoint disparity model (KDM), responses of end-stopped

cells are used to detect keypoints and those of simple cells are used to de-

tect orientations of the underlying vertex structures. Annotated keypoints

are combined in a hierarchical, multi-scale tree structure and a saliency

map to segregate disparity into regions. As will be shown, the DEM and

KDM results can be combined to improve disparity estimation, but the

KDM model critically depends on surface patterns like textures.

2 Disparity energy model DEM

For the encoding population we use a set of 2880 binocular simple cells,

with left (L) and right (R) receptive fields (RFs) modeled by Gabor filters:

sixty values of horizontal disparity ∆xenc ∈ {0, ..., 59}, eight orientations

θ ∈ {−67.5◦, −45◦, −22.5◦, 0◦, 22.5◦, 45◦, 67.5◦, 90◦}, three receptive

field sizes σ ∈ {2.8284, 2.0, 1.4142} and spatial frequencies f ∈ {0.1768,

0.250, 0.3536}, and two phases φ ∈ {0, π/2}. These are used for build-

ing a total of 1440 phase-invariant binocular complex cells. Responses

of simple cells are obtained by the inner product (correlation) of each

RF, left and right, and the corresponding image, left or right, yielding

vL,R(θ , f ,φ ,∆φ ,∆xenc). In the standard energy model, the response of

a binocular simple cell is S = v2
L + v2

R + 2vLvR, which can be split into

the monocular term M = v2
L + v2

R and the binocular term B = 2vLvR. For

retrieving the local stereo energy E of a DEM complex cell, which is in-

variant to the phases of local patterns in the input, it is necessary to sum

the responses of binocular simple cells tuned to different phases. Howev-

er, the value of E cannot be used directly as a disparity estimate, since it

not only reflects binocular energy (stimulus disparity between the left and

right RFs), but also monocular energy (pattern contrast inside each RF).

This problem is solved by using normalized correlation detectors [2].

Based on the DEM, these detectors are normalized such that their re-

sponses range between +1, when the left and right images are identical,

and −1, when the left image is an inverted-contrast version of the right

one [6]. This is achieved by dividing the binocular terms by the monocular

terms, for all phases: C(θ , f ,∆φ ,∆xenc) = ∑φ1→n
Bsp(θ , f ,φ ,∆φ ,∆xenc)/

∑φ1→n
Msp(θ , f ,φ ,∆φ ,∆xenc). Response C relates to the correlation be-

tween local and filtered regions of the left and right images [6]. The pop-

ulation of binocular correlation detectors C(θ , f ,∆φ ,∆xenc) is used for

the initial encoding. Normalizing the stereo energy E to obtain the effec-

tive binocular correlation C removes the confounding effect of monocular

contrast. This allows to extract stimulus disparity from peaks in the pop-

ulation’s activity code. C has the useful property that it exactly equals 1

when the stimulus disparity matches the cell’s preferred disparity.

We trained the population code by exposing the cells to stimuli with

known disparity: we used random-dot stereograms with uniform dispari-

ty, generated by random numbers with a Gaussian distribution with zero

mean and unit s.d., for a horizontal offset (∆x) between the left and right

images. We trained the model to horizontal disparities ∆xstim ranging

from 0 to 59 pixels with a stepsize of 1. For each disparity we generat-

ed 1000 random-dot pairs. Hence, training involved 60,000 stereograms.

For each stereogram, the effective binocular correlation C was computed.

This parameter was then converted to a mean spike count (W = 1+C),
and averaged over the 1000 different stereograms. Averaging over ran-

dom images serves to eliminate stimulus-dependent noise and to stabilise

W. Hence, W is the number of spikes produced by neurons tuned to orien-

tation θ , frequency f , phase disparity ∆φ and horizontal position disparity

∆xenc, averaged over all 1000 stimuli with the same disparity ∆xstim. In

total, the trained population code consists of 1440 responses times 60 dis-

parities. This training process, which is the core of the method, can be

seen as a replication of visual learning in early childhood, assuming that

basic neural circuitry is the result of evolution.

After the training phase, the same encoding population is applied at

all pixel positions (neighbourhoods) of real stereograms, excluding the

border region. The disparity at each position is estimated by compar-

ing the population code at that position (W[x,y]) with the learned codes

(W[0→59]). The disparity assigned to the position is the disparity of the

best-matching code. Local disparity estimation is a simple matching pro-

cess [11]: the input code of the 1440 W responses at each (x,y) is matched

(or correlated) with the 60 sets of 1440 trained codes. This is achieved by

a hierarchy of subtraction and summation cells, the final output being se-

lected by the winner-takes-all strategy.



Figure 1: Teddy (top row) and Moebius (bottom row) images from the Middlebury dataset [9]. From left to right: left and right images, ground truth,

results of the DEM model, results of the KDM model shown in the right image, and the combined KDM and DEM results.

3 Keypoint disparity model KDM
In the keypoint disparity model we apply keypoint detection by cortical

end-stopped cells and optimized inhibition schemes as detailed in [8].

Here we use simple, complex and end-stopped cells at eight scales and

with eight orientations. Again, RFs of simple cells are modeled by com-

plex Gabor functions with sine and cosine components; complex cells by

the modulus. The scale is given by λ , the wavelength of the simple cells

in pixels: λ ={6, 9, 12,... 27}.

Detected keypoints are annotated by analyzing the responses of sim-

ple cells at three distances from their position, over orientation interval-

s around the 8 main orientations, taking only the orientations with the

largest responses [1]. If ∆ϕ = 2π/8, main orientations are ϕk = k∆ϕ

with k = {0, ...,7}. With δϕ = ∆ϕ/2, the 8 orientation intervals are

Φk = ϕk±δϕ . The three distances are λ/2, λ and 2λ .

As in the case of optical flow [1], we use a multi-scale tree structure in

which, at a very coarse scale, a root keypoint defines a single object, and

at progressively finer scales more keypoints are linked which convey the

object’s details. However, at the coarsest scale applied, λ = 27, this may

not be the case and an object may cause several keypoints. The tree struc-

ture links the keypoints over scales, from coarse to fine, with associated

regions of influence at the finest scale. In order to determine which key-

points could belong to the same object we combine a saliency map with

the multi-scale tree structure. We obtain the saliency map by summing re-

sponses of end-stopped cells over all scales. The latter, after thresholding,

yields segregated regions which are intersected with the regions of influ-

ence of the tree. Therefore, the intersected regions link keypoints at the

finest scale to segregated regions which are supposed to represent indi-

vidual objects. Disparity is obtained by matching the annotated keypoints

between right and left frames at all scales. This yields a displacement

vector for all pairs of matching keypoints. Since we do not use superreso-

lution, disparity is estimated in terms of integer pixel displacement, which

facilitates the combination of DEM and KDM results.

4 Results
Fig. 1 shows two images from the Middlebury dataset [9] with the DEM

and KDM results. The lighter DEM tones and longer KDM vectors repre-

sent the closest objects (highest disparity). It can be seen that the results

of both models are good but not yet perfect. The red circles of a few

keypoints have been introduced to indicate RF size of the scale applied.

These illustrate that there are two situations in the RFs: (a) the DEM

model yields a single disparity, in which case the KDM model can only

validate the DEM result; or (b) the DEM model yields more than one dis-

parity value, in which case the KDM model marks a depth transition and

the DEM disparities in the keypoint’s RF must somehow be corrected.

This can be done by using continuity constraints, because the combined

DEM and KDM disparities allow to detect fore- and background objects,

and at transitions information in one frame may not be visible in the other

one. This process can be extended by using edge information; see below.

5 Discussion
We presented two biological models for disparity estimation. The dispar-

ity energy model yields quite good results on the Middlebury evaluation

database [4], taking into account that no sophisticated postprocessing is

applied. However, the model lacks precision at depth transitions. The

keypoint disparity model can improve precision at transitions, provided

that keypoints are detected there. Keypoints are caused by surface pat-

terns at the border between fore- and background objects, by the local

shape and contrast. Experimental results showed that occasionally there

are keypoints at transitions, but not many. Therefore, the DEM and KDM

models are being complemented by yet another model: a multi-scale line-

and edge-detection model [7] can be extended, like the keypoint model as

shown here, to attribute disparity information to detected edges. In con-

trast to sparse keypoints at edge transitions, edges are more likely to occur

there and they correspond to parts of a foreground object’s contour.

The fact that disparity is extracted in the hypercolumns of V1, where

left and right projections are close together and where also lines and edges

are coded, suggests that our visual system may attribute depth to detected

lines and edges already at that level. Hence, our brain could use a sort

of wireframe representation as used in computer graphics to model solid

objects, and employ this for 3D object recognition.
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Abstract

In this paper we propose a methodology for normalizing the images gains
in a mosaicked representation of a scene imaged by a pan-tilt camera. The
normalization is based on assuming that one image has unit gain and then
estimating, and filtering, the relative gains of all the other images, us-
ing the known geometry of the pan and tilt camera to find corresponding
points (color values). Experiments with real images show that a mosaic
built with image gains normalization has lesser visible seams at the bor-
ders of image stitching.

1 Introduction

In many computer vision systems the image intensity is considered to be
proportional to the scene radiance. This is not true in general, due to var-
ious factors such as lesser optical gain while moving away of the optical
axis (vignetting), the electronic or chemical photo-detector conversion of
the image brightness into image irradiance [4] or the radiometric response
function of the camera [2, 3, 5, 6]. Without calibrating the color infor-
mation, which is distorted by camera system components, the results of
brightness intensity image analysis may conceal or inaccurately represent
important intensities characteristics of objects in images. In other words,
applications requiring the true colors of the objects, such as comparing
images of objects acquired with different settings, imply correcting the
non-linear radiometric mapping into a linear one by calibrating the radio-
metric response of the camera system.

2 Image Formation

The energy (irradiance) observed by the CCD is not the same energy emit-
ted by the object (source). This is due to lens induced non uniform trans-
mittance function known as vignetting that causes a fade-out in the image
periphery. The vignetting is a gain on the image brightness that is normal-
ized to one in the center and deceases towards the borders. The energy
observed,E, by the camera at the pixel[u,v] is a function of the object
radiance,RX and the gain induced by vignettingV (u,v). WhereR is the
radiance emitted by the object at the position of the worldX and theV is
the gain at the positionu andv of the image. The energy observed is:

E(u,v) =V (u,v)RX (1)

Additionally the time that the energy is observed (shutter time duration)
can be represented as a gain on the energy,k, resulting:

E(u,v) = kV (u,v)RX (2)

The function,f that converts irradiance to image brightness is called
radiometric response function (RRF). The function is non-linear and it
is usually induced by manufacturers intentionally to fit a wider dynamic
range of brightness. Making the pixel intensity on an image a function of
the radiance emitted by the object, the vignetting caused by lens and the
RRF induced by the manufacturers:

I(u,v) = f (kV (u,v)RX ) (3)

3 Finding Consistent Gains

Nowadays cameras are automatic and adapt to the environment, making
darker or brighter images, so the user sees more clearly the pictured scene.
This adaptation can be done by several mechanisms. The most common
adaptation mechanisms are changing the iris aperture or the shutter time
duration. This feature is appreciated by most of the users, however for

(a) (b)

(c) (d)
Figure 1: A panoramic sequence of images (a) and the graph correspond-
ing to the sequence (b). Acquisition of grid of images, considering con-
stant pan-tilt steps (c). A graph representing the grid of images (d). Cir-
cles denote images and arrows (links) denote gains between images. In
(d) we show only the links between the central image and all its neighbors.

surveillance, where a database is needed this feature brings a new chal-
lenge, which is the need of normalizing the exposure of all the images,
since one wants to observe all the images captured with the same settings.

If we observe a sequence of images, for instance captured with a con-
stant step of pan and tilt having overlap between the images acquired, one
can observe different global intensities of the images along the set cap-
tured (see Fig 2 (a) the mosaic of the images). In order to normalize these
differences firstly we compute the gains between all pairs of overlapping
images. If we invert the radiometric response function, the gain between
each pair of images is computed from a set of pixels imaging the same
objects and that are at the same distances from the optical center of the
image. Enforcing equal distances for corresponding pixels is necessary to
avoid errors related with the vignetting,V (u,v). For example considering
two images,Ii andI j, in the overlapping region, at corresponding points,
at the same distance of the center, one has

g(Ii) = kiV R ∧ g(I j) = k jV R. (4)

whereg is the inverse function of the radiometric response function. As-
suming an affine model between the two images, one has:

g(I j) = αi jg(Ii)+βi j (5)

whereαi j represents scaling between the imagei and j, andβi j an off-
set1. Considering that every image has some overlapping with at least one
other, and do not form disconnected subsets, it is possible to compute the
gains among all images. The gain associated to each pair of images work
as a link between the images. Figure 1 shows the graph created by the
sequence of four images, where the first have overlap with the secondand
third but not with the fourth.

With the gains and the images it is possible to make a graph, where the
nodes are the globally consistent image values,G j and the gains between
images are the links, as it is shown in Fig. 1. The gain in each pair of
images is considered to be an affine transformation as Eq. 5 shows. This
gain is computed using RANSAC to exclude outliers. Equation 6 shows
that is possible to compute the value of theGn if we know the value of the
node,Gi , and the links (gains) that we need to pass through to get to the

1Despite considering affine transformations of brightness between the images, we still term
the relations of brightness as gains, since the solution we propose works also for simple gains
(linear relations), and the explanation is more clear using just gains.
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(a) (b) (c)
Figure 2: (a) Final result of a mosaic after correcting the vignetting and normalized the image gains. (b) Zooms of mosaics built with, or without,
vignetting and image gains normalization. From left to right and up to down, lacking of both vignetting-correction and image gains normalization,
having image gains normalization and lacking vignetting-correction, with vignetting-correction and lacking of image gains normalization and the last
one with vignetting-correction and image gains normalization. (c) profiles from a horizontal line of the images in (b).

nodeGn:

Gn = α jnG j +β jn = α jnαi jGi +α jnβi j +β jn. (6)

A way to normalize the gains linking all images is to form a sys-
tem of equations collecting all the observed gains, a subset of the all the
2-combinations of the total set of images. In other words, one forms a
system of equationsAx = b collecting together all the equations Eq.5
formed with all the estimatedαi j and βi j, factorizing the node values
x = [G1 G2... Gn]
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(7)

The size of the matrixA is M×N, whereN is the number of images and
M is the number of links in the graph,b is a vectorN ×1. We can obtain
therefore a least squares solution withx = (AT A)−1AT b, assuming that
the graph is a connected graph.

In the case one chooses a pure gain model, i.e. assumingβi j = 0, then
it is possible to estimate consistent gainsα̂i j by solving Eq.7, considering
without loss of generalityC = 1. Having found theGi, one obtainsα̂i j =
G j/Gi.

Considering the affine model, as proposed in Eq.5, one can estimate
consistent values for̂αi j andβ̂i j simply by solving Eq. 7 for two different
values ofC. In this work we useC = 1 andC = 2, resulting in two solu-
tions forGi. We term the solutionsGmin andGmax for C = 1 andC = 2,
respectively. With these two solutions we can recalculate the parameters
solving the next 2×2 matrix equation:

[

Gimin 1
Gimax 1

][

α̂i j

β̂i j

]

=

[

G jmin
G jmax

]

. (8)

4 Normalizing the Image Gains

Having estimated consistentα̂ andβ̂ values, using Eq.8, we can normal-
ize all the images to be gain-consistent with a reference imageh:

Îi = f (α̂ihg(Ii)+ β̂ih) (9)

whereÎi denotes the gain normalized image obtained from the (original)
Ii.

Finally, in order to obtain even lesser visible seams (artifacts) while
stitching images to form the mosaic, one needs to, additionally, correct
image vignetting. We correct the vignetting using the correction model
and algorithm in [1].

5 Experiments

In our experiments we used a Sony EVI D30 to scan a room and create
four background representations: (i) lacking both the image gains normal-
ization and vignetting-correction, (ii) lacking image gains normalization
but including vignetting-correction, (iii) having image gains normaliza-
tion but lacking vignetting-correction, and (iv) having both image gains
normalization and vignetting-correction (see Fig. 2). The gain and iris are
fixed, but the shutter time is left free to be adjusted automatically by the
camera.

Figure 2(b) shows zoomed parts of the global mosaic, namely the
white board. Figure 2(c) shows horizontal profiles of about half width of
the zoomed mosaics. Both in (b) and (c) top-left, top-right, bottom-left
and bottom-right correspond respectively to the cases (i) to (iv).

The artifacts due to the automatic shutter time, namely the nonuni-
form appearance of the white board which appear to be split into several
patches with different gray scales, are less visible when normalizing the
image gains or correcting the vignetting. As expected, the artifacts are
even lesser visible when we applied both the normalization of the image
gains and vignetting correction.

6 Final notes and future work

In this paper we proposed normalizing the image gains method for pan-tilt
cameras. Experiments have shown that the normalization allows build-
ing (mosaicked) scene representations having less variance and therefore
more effective for event detection. Future work will focus on maintaining
minimized variance representations accompanying the daylight change.

7 Acknowledgments

This work has been partially supported by the Portuguese Government
- Fundação para a Ciência e Tecnologia (ISR/IST pluriannual funding)
through the PIDDAC program funds and through the project DCCAL,
PTDC / EEACRO / 105413 / 2008.

References

[1] R. Galego, A. Bernardino, and J. Gaspar. Vignetting correction for pan-tilt
surveillance cameras. InVISAPP, 2011.

[2] D.B. Goldman. Vignette and exposure calibration and compensation. IEEE
T-PAMI, 32(12):2276 –2288, 2010.

[3] M.D. Grossberg and S.K. Nayar. What is the space of camera response func-
tions? InIEEE CVPR, volume II, pages 602–609, 2003.

[4] Sing Bing Kang and Richard S. Weiss. Can we calibrate a camera using an
image of a flat, textureless lambertian surface? InECCV (2), pages 640–653,
2000.

[5] S. J. Kim and M. Pollefeys. Robust radiometric calibration and vignetting
correction.IEEE T-PAMI, 30(4):562 –576, 2008.

[6] A. Litvinov and Y.Y. Schechner. Radiometric framework forimage mosaick-
ing. J Opt Soc Am A Opt Image Sci Vis, 22(5):839–48, 2005.

2



ERD/ERS Event Detection from Phase Desynchronization Measurements in BCI

Carlos Carreiras13

carlos.carreiras@ist.utl.pt

Luís Borges de Almeida23

luis.almeida@lx.it.pt

J. Miguel Sanches13

jmrs@ist.utl.pt

1 Institute for Systems and Robotics / Departement of Bio-
engineering.

2 Telecommunications Institute / Department of Electrical
and Computer Engineering.

3 Instituto Superior Técnico, Technical University of Lisbon
Lisbon, Portugal.

Abstract

Brain-Computer Interfacing (BCI)1 is a very active research field at the
moment, attempting to create a direct channel of communication between
the brain and a computer. This is especially important for patients that
are "locked in", as they have limited motor function and thus require an
alternative means of communication.

One way of controlling a BCI is through the imagination of mo-
tor tasks, which produce measurable changes on the ongoing Electroen-
cephalogram (EEG), such as the so called Event-Related Desynchroniza-
tion (ERD). Traditionally, ERD is measured through the estimation of
EEG signal power in specific frequency bands.

Synchronization quantification has been used with success in various
areas of engineering. In this paper a new method based on the phase
information from the EEG channels, through the Phase-Locking Factor
(PLF), is proposed.

The results, obtained from real data, are promising and suggest that
the ability of the PLF measure to detect ERD events, in the scope of BCI,
is good.

1 Introduction

Computers are an ubiquitous and useful technology, providing an easy
and improved means of communication. Unfortunately, some users, suf-
fering from severe motor disabilities such as Amyotrophic Lateral Sclero-
sis (ALS) lack the ability to operate a computer, although their cognitive
capabilities are essentially intact. So why not go directly to the source
of all thought and action: the brain? Can we extract enough informa-
tion from the brain to create a new channel of communication between
humans and machines? These and other questions are the main focus of
current research in Brain-Computer Interfacing (BCI), a method through
which measurements of brain activity are translated into commands for a
computer or other devices [4].

In order to operate a BCI users have to acquire conscious control
over their brain activity [4]. One way of doing so is by concentrating
on a specific mental task, such as a motor task. It has been shown that
imagination of movements (i.e. simulating movements in the mind with-
out actually performing them) originates similar EEG patterns as actual
movement [3]. The Primary Motor Cortex (PMC) is the area of the brain
responsible for planning and executing movements. The most character-
istic brain oscillation (visible in the EEG) arising from this area is the µ

rhythm (8 - 12 Hz). This rhythm is modulated by the tasks of prepara-
tion, observation or imagination of movement, which induce time-locked
changes in the activity of neuronal populations. Note that instead of one
uniform rhythm, the sensorimotor area generates a variety of rhythms that
have specific functional and topographic properties [3]. As such, a certain
motor task represents frequency specific changes of the ongoing EEG,
which can either be an increase in power (termed Event-Related Synchro-
nization, ERS) or a decrease in power (Event-Related Desynchronization,
ERD).

ERD and ERS reflect the changing dynamics between main neurons
and interneurons that control the frequency components of the ongoing
EEG [7]. While ERD is correlated with activated cortical areas, ERS α

band rhythms during mental inactivity introduce inhibitory effects. Note
that the PMC has a very specific organization with each part of the body
clearly mapped to a region of the PMC.

Put shortly, a certain motor task induces ERD over the corresponding
cortical area while there is ERS in unrelated areas. This implies that the

1This work was supported by the FCT (ISR/IST pluriannual funding) through the PIDDAC
Program funds.

resting (inactive) state of the motor cortex corresponds to a widespread
and highly synchronized rhythm, which, during a motor task, loses syn-
chrony over the task specific region. Thus, it is expected that EEG chan-
nels corresponding to the task’s cortical area lose coherence from the
other channels. From this, it can be understood that ERD/ERS is the
fundamental physiological property to be detected in a motor imagination
BCI system.

The main goal of this work is to develop an accurate and precise
method to identify ERD/ERS in the EEG, for use in a BCI system based
on motor tasks. Traditional methods rely on the estimation of band power
across various channels. An alternative to this method, based on the anal-
ysis of the phase exhibited by the various EEG channels, is presented.

2 Methods

2.1 Experimental Setup

The acquired signals consist of EEG data from 6 subjects (2 female, 4
male, ages (22.3 ± 0.5) years, all right handed). The subjects, fitted
with a 64-electrodes cap (10-20 system) connected to a Brain Products’
QuickAmp amplifier, were comfortably sitting in a chair in front of a
CRT computer screen which conducted them throughout the experiment.
The cue-based BCI paradigm consisted of seven different motor tasks: no
movement, movement of the feet (left and right), movement of the legs
(left and right) and movement of the hands (left and right).

One session was recorded for each subject. The sessions comprised
two runs separated by a short break. Each run consisted of two groups
of trials, being the first group dedicated to actual realization of the above
motor tasks, while in the second group users were asked to imagine the
motor tasks. Each group comprised three cycles through the motor tasks.
Each trial started with the presentation of a fixation cross over a blank
screen. After 1s a figure appeared indicating the motor task to be exe-
cuted, lasting for 4s. At the end of this period both the fixation cross and
figure are replaced with a relaxation indication, giving the subjects the
opportunity to blink, lasting for 2 s. A final blank screen (1 s) allowed the
transition to the next trial. See Figure 1 for a graphical representation of
the trial structure.

Figure 1: Structure of a trial of the EEG recording sessions.

2.2 Preprocessing

The raw EEG signals were downsampled from the original 2000Hz to
500Hz and then bandpass filtered between 5Hz and 45Hz. Subsequently,
the trials were isolated and ordered. From the original set of electrodes a
subset of 14 channels was selected over the Primary Motor Cortex. For
this subset a small Laplacian filter was applied to each channel taking into
account its four nearest neighbors. No artifacts were removed.

2.3 Band Power

The classic method to identify and measure ERD/ERS is by computing
the power of the input signals in specific frequency bands. To do so
there are several different techniques currently used in the development



of BCI systems, such as the method employed by Pfurtscheller and Lopes
da Silva in [7] (by bandpass filtering and squaring the amplitude sam-
ples of the EEG), using the Fourier Transform [2] or using autoregressive
models [5, 6].

Here the power spectrum is computed from the preprocessed EEG
signals using the Fourier Transform in windows of 256ms (128 samples)
with 50% overlap. For each window the average power in the frequency
band between 8Hz and 15Hz is obtained and the resulting time course is
then smoothed.

2.4 Phase-Locking Factor

Given two oscillators with phases φ j(t) and φk(t), t = 1, ..., T , the Phase-
Locking Factor (PLF) is defined as [1]:

ρ jk =

∣∣∣∣∣ 1
T

T

∑
t=1

ei[φ j(t)−φk(t)]

∣∣∣∣∣ (1)

With this measure, which ranges from 0 to 1, it is possible to assess how
synchronized two signals are, with the value ρ jk = 1 corresponding to
perfect synchrony between the two signals (constant phase lag) and ρ jk =
0 corresponding to no synchrony (phases are not correlated).

In this paper the phases φ(t) are obtained through the concept of An-
alytical Signals. Given a real signal x(t), its analytical signal xa(t) is

xa(t) = x(t)+ i
[

x(t)∗ 1
πt

]
(2)

where i is the imaginary unit and ∗ is the convolution operator. This cor-
responds to eliminating the negative frequencies of the Fourier Transform
of x(t), making certain attributes of the signal more available, such as
amplitude and phase. Note that, due to the Hermitian Symmetry of the
spectrum of a real signal, no information is lost with this transformation.
As it is, extracting the amplitude and phase of x(t) for each time instant
is merely computing the absolute value and angle, respectively, of the
complex number given by xa(t) for that time instant.

As the PLF is a measure between two signals, 37 pairs of EEG chan-
nels were selected, so as to have synchronization measures between rele-
vant channels. Each pair was processed with a sliding window of 256ms
(128 samples) with 50% overlap. In each window, the phases were ex-
tracted from both signals of the pair (through their analytical signals), and
the PLF was computed between them. This implies that, for each window
of the pair’s signals, there is one PLF value. The resulting time course is
also smoothed.

3 Results and Discussion

For lack of space, only the results obtained for one of the subjects, while
imagining right hand motion, are shown. Figure 2 illustrates the time
course of the average power for two representative channels (channels C1
and C3 in the 10-20 system), alongside the Phase-Locking Factor between
them.
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Figure 2: Time course of the average power for the C1 and C3 channels
(red squares and blue circles, respectively) and the PLF between them
(black triangles).

Analyzing the evolution of the average power of both channels it is clear
that they exhibit a very similar behavior. It is also visible that the average

power abruptly decreases around t = 1s, t = 3s and t = 6s. Recall that
subjects were asked to start the motor task at t = 1s. The first power
decrease occurs right after the start of the motor task and can be due to
either the subject effectively initiated the motor task or it is a result of a
generalized heightened concentration state2 or both. The second event,
well within the task period, is the desired motor task, while the last event,
occurring in the relaxation period, can be attributed to the subject blinking
or adjusting the chair position.

The PLF between the two channels correlates well with the ERD
events described above, although the event at t = 1s is not as clear. This
suggests that indeed the ERD in the average power indicates a general
concentration task, not a motor task. For the motor task event, one can
see that the drop in synchronization is more localized, in a temporal sense.
This may indicate that the PLF measure is more precise in temporally lo-
cating the motor task.

Note that the pair of channels presented here is just one of 37 tested.
It is worth to mention that the pattern observed in this pair is not visible in
other pairs (at least not as clearly). So the identified PLF decreases occur
precisely in the channels that one would expect to be more important for
the identification of a right hand motor task.

4 Conclusion

From the results shown here it can be concluded that the PLF measure can
be used to identify the ERD arising from the imagination of a motor task.
Furthermore it is as good as the traditional band power method in tem-
porally locating the event, possibly with increased precision. On these
grounds the PLF measure is an interesting method to identify and clas-
sify imagined motor tasks from EEG signals for use in a Brain-Computer
Interface. Nevertheless more investigation is required, in particular the
inclusion of all the PLF pairs, for classification purposes.
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Abstract

This paper proposes the application of random forest classifiers to classify

and to select features of evoked potential signals measured during affec-

tive picture stimuli presentation. Those signals have characteristics (fea-

tures) which are enhanced by external stimulus. The goal of this study is

to apply the referred data mining techniques to find out which characteris-

tics on the signals differentiate the signals according to valence dimension

of the visual stimulus.

1 Introduction

Event-related potentials (ERPs) represent transient components in the elec-

troencephalogram (EEG) generated in response to a stimulus, e.g. a vi-

sual or auditory stimulus. Event-related potentials studies deal with sig-

nals that represent different levels of analysis: the single-trial segment,

the ensemble average and the grand-average. The single-trial segment

is the signal taken around the stimulus: ti(negative value) before and t f

(positive value) after stimulus. The ensemble average, over trials of one

person, eliminates the spontaneous activity of brain maintaining the ac-

tivity that is locked with stimulus. And the grand-average is the average,

over participants, of ensemble averages. Neuroscience studies show that

affective processing can occur automatically without conscious aware-

ness [7]. Those works show that the event-related potentials (ERP) has

characteristics (amplitude and latency) of the early waves that change ac-

cording to the nature of stimulus. Affective ERP effects are studied using

a visual stimulus formed by a set of images. The International Affective

Picture System (IAPS) provides a set of ranked images. Those images

are rated for valence (pleasant and unpleasant) and arousal(calm to excit-

ing). The goal of those brain studies is to determine the impact of valence

and arousal of the stimulus on the waves of the ensemble average signal.

Recently pattern recognition techniques were applied to differentiate the

emotional states resulting from the visualization of different categories of

stimulus [4]. The ensemble average was computed for each category of

stimulus and person. Several characteristics are measured on the ensem-

ble and then a classifier (a decision tree) is applied to identify the affective

state. Nevertheless there are application, like in Brain Computer Interface

applications, where decisions based on single-trial signals or on the av-

erage of a few trials are desirable. In this work, ensemble averages of

three trials for each category of stimulus are used and different types of

characteristics are extracted on the ensemble signal, and then a random

forest classifier is used both to perform signal classification and to select

the features that are more relevant to the identification of affective states.

2 Classification of Ensemble-Average Signals

The proposed methodology includes the following steps: pre-processing,

feature extraction and classification, feature selection.

Pre-processing Steps: linear filtering operations before and after com-

pute the average signals. Zero-phase forward and reverse digital filter

methodology is followed.

Feature Extraction: The ensemble signals are processed in time and fre-

quency domains, and the features extracted comprise

• Time domain characteristics are related with the most visible peaks

of the ensemble signal. The amplitude and latency (measured in

reference to the onset (stimulus) of the those peaks measured in

pre-defined windows (called P100, P200, P300 , N200 and so on

Figure 1: Flowchart of feature selection

[7]). We followed the strategy of Frantzidis et al. [4] and two

groups of those characteristics are measured: in the ensemble sig-

nal (the ERP features) and in the filtered versions of the ensemble

signal (the ERO- event related oscillations).

• Frequency domain features (Event- Related Spectral permutation-

ERSP). After performing a time-frequency analysis, by using short-

time frequency transform, on the ensemble signal. Then ERSP fea-

tures are ratios of energy representing the increase (or decrease) of

energy in sliding latency windows for different frequency bands.

Those ratios are computed between periods after the stimulus and

a reference period (a window before the onset of the stimulus).

Classification and Feature Selection: Random forest classifier was

applied both for classification and feature selection. The random forest al-

gorithm, developed by Breiman, is an ensemble of binary decision trees.

Each tree is grown using a bootstrapped sample from the original data set

and each node of the tree randomly selects a small subset of features for a

split. This enables the algorithm to create classifiers for high dimensional

data very quickly. The user has to specify the number of randomly se-

lected features at each split as well as the number of trees that constitute

the random forest. The decision of the random forest is taken by ma-

jority voting of each individual tree. Random forest can also be used to

determine the importance of the features on the decision [2]. One of the

strategies possible is to use the gini-index to rank the features [2] , [1]. In

this work, the Dynamic Feature Elimination based on RF (DFE-RF) was

used to eliminate irrelevant features [5]. The ranking criterion of feature

ith is computed as follow

Frank
i =

n

∑
j=1

Fi, j ∗
(Alearn

j +Avalidation
j )

|Alearn
j −Avalidation

j |+ ε

where j is the number of cross validation folder. The first factor (Fi, j)
represents the Gini decrease for each feature over all trees in the forest.

The second factor deals with the overfitting issue as well as the desire

of high accuracy. The denominator represents the difference between the

learning accuracy Alearn
j and the validation accuracy Avalidation

j and pro-

vides more stability [5]. And ε is a small value to avoid divisions by zero.

In the feature elimination strategy based on the backward elimination ap-

proach, the ranking criterion is calculated and the less ranked feature is

removed. This process is repeated until the last feature is removed. To se-

lect the most important features, the feature set with the highest accuracy

is selected. The flowchart of the feature selection is presented in fig. 1.



Figure 2: Examples of time domain features latency and amplitude on original (left) and on the filtered (middle and right) average signal

ERSP-features ERO-features (delta-band) ERO-features (theta-band)

Period of in-

terest

Channels passband Name Channels Name Channels

IR2 FP1 2 P200

Amp.

FPZ FP2

FP1

P100

Amp.

O2

IR1 P8 5 P400

Lat.

F7 P200

Lat.

PZ

P400

Amp.

P8 O1 P7 P200

Amp.

P7

P600

Amp.

C4 FZ C3

P4

N200

Amp.

OZ O2 O1

P4 P7 FPZ

P3 P8

N300

Amp.

T7 O1 OZ

F4

P450

Amp.

P8 T8

Table 1: The most important features and their localization

3 Numerical Simulations

The system was implemented in MATLAB using also some facilities of

open source software tools like EEGLAB [3] and the random forest pack-

age [1].

Data Set: A total of 26 female volunteers participated in the study, 21

channels of EEG, positioned according to the 10−20 system and 2 EOG

channels (vertical and horizontal) were sampled at 1000Hz and stored.

The signals were recorded while the volunteers were viewing pictures se-

lected from the International Affective Picture System. A total of 24 of

high arousal (> 6) images with positive valence (7.29± 0.65) and neg-

ative valence (1.47± 0.24) were selected. Each image was presented 3

times in a pseudo-random order and each trial lasted 3500ms: during the

first 750ms, a fixation cross was presented, then one of the images during

500ms and at last a black screen during the 2250ms. The signals were

pre-processed (filtered, eye-movement corrected, baseline compensation

and epoched) using NeuroScan (more details can be found in [6]). The

single-trial signal length is 950ms with 150ms before the stimulus onset.

Ensemble-Signals: The single-trial signals are filtered using a 4th or-

der Butterworth band-pass filter with a lower cutoff frequency of 0.5 Hz

and an upper cutoff frequency of 40Hz. The ensemble signal were using

three consecutive single-trials of each emotional state and each individual.

Therefore, the data set is formed by 503 ensemble signals: 252 high va-

lence (HV) emotional states and 251 low valence (LV) emotional states.

The ensemble signals were filtered also by 4th order pass-band Butter-

worth respectively in delta (0.5−4Hz) and the theta (4−8Hz) bands. Fig.

2 illustrates the ensemble signal and the corresponding filtered versions.

Feature Extraction: The ERP were computed for the signals of the

three central electrodes and ERO features were computed for the 21 EEG

signals of the data set. The ERP features are the amplitude and latency

of the signals in windows (see fig 2 where those peaks are marked on the

signals). The number of features in the time domain was 492

The ERSP features were computed in the following five frequency

coefficients representing: passband 1: (0− 7.8Hz), passband 2: (7.8−
15.6Hz), passband 3: (15.6 − 23.4Hz), passband 4: (23.4 − 31.3Hz) ,

passband 5: (31.3 − 39.0Hz). The reference period (RP) was set 150

ms prior the stimulus onset. The first period of interest (IP1) was set

100ms lasting after the stimulus. The second period of interest (IP2) was

set between 100ms and 200ms after the stimulus. Then the energy ratio,

periods of interest versus the reference period, in these 5 frequency bands

are computed. The Number of features in the frequency domain was 210

Random Forest Parameters: The best result was achieved by a num-

ber of 500 trees. At each node of the tree, 50 variables are randomly se-

lected to split. The trees are allowed to grow a maximally sized trees with

a depth of 30.

EMOTIONAL VALENCE IDENTIFICATION TASK

STRATIFIED CROSS-VALIDATION SUMMARY

Total number of Instance 503

Correctly Classified Instances
361/504

71,60%±6.17%

Incorrectly Classified Instances
143/504

28,40%

Table 2: Random Forest performance using 10-cross validation and hav-

ing as with the most relevant features

4 Preliminary Results and Comments

The 30 most important features consisting of EROs and ERSP features are

enumerated in table 1. From the for group of features the less represen-

tatives are the ones computed directly in the ensemble signal. In [4] the

N200 amplitude in Fz was found out to be a discriminative feature. Our

results confirm that this feature is also relevant in parietal and occiptal

regions. The temporal features are more relevant in frontal and parietal

regions. The ERSP features seem to be less relevant suggesting that it

might be important to change the resolution of the frequency analysis as

well as the periods of interest. Notice that in time domain most of the

features (with the exception of P100) are defined in periods latter than

100ms after the stimulus onset.

The classification rates, having as input the most relevant features,

using random forest algorithm are presented in table 2. The performance

is similar to the one presented in [4]. And preliminary tests using support

vector machine (SVM) show a similar performance.
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Abstract

Falls are a major health risk that diminishes the quality of life among
older people and increases the health services cost. Reliable and earlier
prediction of an increased fall risk is essential to improve its prevention,
aiming to avoid the occurrence of falls. In this paper, we propose the use
of mobile phones as a platform for developing a fall prediction system by
running an inertial sensor based fall prediction algorithm. Experimental
results of the system, which we still consider as work in progress, are
encouraging making us optimistic regarding the feasibility of a reliable
phone-based fall predictor, which can be of great value for older persons
and society.

1 Introduction

The progressive ageing of population is creating new social and eco-
nomic challenges, concerning people’s health and well-being. Particu-
larly, falling is a serious and common problem facing older people that
frequently leads to injury, suffering, fear, depression, loss of indepen-
dence, reduced quality of life and death [3]. This is further problematic
for older people living in the community, where help or medical assistance
can be provided late [6].

To give a faster assistance when a fall occurs, several strategies to alert
its occurrence have been developed. These are essentially reactive and
don’t prevent fall occurrences and some of their related consequences [6].

“Fall prevention” is therefore becoming increasingly important. Be-
sides external factors (e.g. slippery floor), medicaments intake, chronic
diseases, gait or balance disorders and hazardous activities also contribute
to the occurrence of a fall [3]. Consequently, older people presenting
some of these risk factors can be considered a high risk target group.
Multi-factorial interventions are then applied to modify or eliminate those
risks [1].

Nowadays, the risk is based on questionnaires and the assessment
of gait and balance disorders, which are among the most consistent pre-
dictors of future fall [1]. These tests are typically administered by ex-
perts in a clinical environment and are only accessible when a visit to the
clinic is necessary, which frequently happens after an injurious fall, so
that the application of preventive strategies can be already too late. Also,
the equipments used are usually costly, not portable and time-consuming,
limiting their use as routine. These clinical-centric models are therefore
becoming increasingly unsatisfactory.

1.1 Why using a mobile phone as fall predictor

A proactive community-based strategy is necessary in order to earlier rec-
ognize increased risks and improve prevention strategies [5]. Some sys-
tems based on the use of wearable inertial sensors like accelerometers and
gyroscopes have been proposed in recent studies for unsupervised long-
term fall risk screening, through the evaluation of functional ability and
mobility. These systems have the advantage of being portable, low-cost
and easy-to-use. In contrast to clinical tests, these are self-administrable
and can be used outside clinical environments, being able to anticipate
the detection of problems and therefore to administer/modify prevention
strategies at an earlier stage [5].

The popularity of mobile phones is likely to continuously increase in
the near future due to decreasing prices, thus projecting an overall accep-
tance regarding it as a fall prediction platform. Based on these principles,
a smartphone is adapted to be used as a fall risk screening tool, using its
inertial sensors.

To make maximum explore of phone strengths and to improve fall
prevention strategies, other risk factors besides gait and mobility problems
were considered. The same questionnaires currently used by doctors were
therefore adapted to the phone, so that several risk factors for falling could
be identified and monitored over time. Since the information is stored in
the smartphone, the historical can be used by the user and/or automatically
transmitted to the doctor by gateway capabilities in order to evaluate the
risk over time and earlier apply/modify preventive schemes [5].

2 Risk prediction method

Given the multi-factorial nature of falls and the current problems of solu-
tion scalability, we propose a smartphone-based solution which comprises
three main modules: the gait analysis test, the clinic questionnaires and
the feedback module, as illustrated in Fig. 1.

Figure 1: Purposed smartphone-based fall risk analysis solution.

Several authors have identified that gait speed lower than 70cm/s is
associated with an increased risk [4]. In our first approach, the mobile
phone was placed at the lower back of trunk, attached at the belt. This
position is stable and near the centre of mass of the body, moving parallel
to it, and has been frequently used in the literature [7]

Gait speed profile is obtained through acceleration data analysis read
from an Android based mobile phone [8]. Data recorded during quiet
standing was used to calculate acceleration magnitude, that was used as
reference to estimate phone’s tilt angles (rotations on the forward and
lateral direction). These were used to calibrate phone’s acceleration axis,
so that they were aligned with vertical, lateral and forward gait directions.
This way, gravity vector estimation was done and used to filter the accel-
eration signal, in order to study gait aspects only.

Foot contacts are obtained through readings of forward acceleration
peaks, preceding a change of signal polarity (from positive to negative
values) [8]. Toe offs were detected on the vertical acceleration signal, as
in [2].

Since the time stamps of all events were recorded, all gait phases
(i.e. stance, swing, single and double support phases) could be properly
delimited, both from a left and right perspective.

The calculation of step length was based on two pendulum models:
the first relative to swing phase and the second, with an unknown radius,
to the double support phase, as described by [2] and [8] (Equation 1).
Step length was therefore calculated as the sum of displacement during
swing phase (S1) and the displacement during double stance (S2). S1 was
derived from leg length (l) and vertical displacement between the time of
toe off and heel strike events (h1). S2 was set as a constant equal to foot
length [2].



Steplength = S1 +S2 = 2
√

2h1l −h2
1 +S2 (1)

Vertical displacement was calculated by double integration of vertical
acceleration signal, using the trapezoidal rule. To eliminate the problems
related with the lack of initial conditions and the presence of acceleration
drift, intermediate steps of high pass filtering were required before and
after integration. Fast Fourier Transform filtering was used to eliminate
the frequencies below the frequency of foot contacts.

Step duration was calculated as the time between two consecutive
foot contacts [8]. Mean step length and duration was calculated from all
available strides. Mean step length divided by mean step duration was
used to estimate walking speed.

Our risk prediction approach also tried to include other risk factors for
falling, in order to take the first steps on a multidimensional risk screening
method, which would include not only an evaluation of gait, but also other
risk factors for falling, such as difficulties in performing activities of daily
living, balance confidence and medication use. Several risk factors which
could be self perceived by the person through the use of validated ques-
tionnaires were selected. This profile would give rise to an overall health
status score and later the time-dependent risk factors could be used to
estimate a likelihood of falling changing over time.

3 Results

A group of 14 participants (mean age 26± 3.6, height 1.74± 0.1cm and
weight 73.5±11.3Kg) without any visible gait problem and able to walk
unassisted without using walking aids participated on the test. The aim of
this test phase was to evaluate the algorithm’s performance on detecting
step length, duration and velocity from acceleration signals during normal
gait. The experimental setup comprised a walkway 5m long, with distance
markers placed on the ground. Subjects were asked to walk along the
walkway at three different self-selected speeds: comfortable normal pace,
slower pace and a faster pace. During each test, a simultaneous recording
of a digital video camera parallel to the ground and of phone sensors was
done. Video information was used as a reference to evaluate the results
obtained from sensors data.

The maximum deviation from expected (i.e. from video results) and
estimated (i.e. from sensors signal analysis) mean step length was 17.5%
and the mean deviation was 6.2±5.2%. Deviations of the measured mean
step length compared with the expected values are either positive either
negative and a tendency to over or underestimation is not observed.

The maximum speed deviation from video recorded values is 17.5%,
and the mean deviation is 6.6±4.8%. A plot of the comparison between
expected and estimated speed is shown on Fig. 2.

Figure 2: Expected vs. Estimated speed. Blue line represents the expected
speed.

4 Discussion and Conclusion

From the results, evidences exist that phone’s sensors signals can be used
to quantify gait or other movements, by extracting parameters with a rela-

tion with the risk of falling. Other risk factors can also be assessed using
the phone, by using the same questionnaires currently used by doctors
at clinics. Evidences exist that in the future all these risk factors can be
combined, by attributing time-varying weights to each one, enabling the
calculation of a global likelihood of falling. All the assessments can be
made in an unsupervised manner and centralized on the phone, so that a
complete history of risk factors can be built and transmitted to the doctor.

A greater frequency of assessments would therefore be encouraged,
earlier alerting the persons for higher risks and providing new insights
about fall prevention strategies.
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Abstract 
 Feature selection is a critical process in the automatic classification of 
cognitive states using functional magnetic resonance imaging (fMRI). In this 
paper we compare four different criteria, mutual information (MI), conditional 
mutual information (CMI), activity (MA) and correlation (MC), to approach the 
feature selection problem in fMRI. We found that CMI provides higher accuracy 
than MI (12%), MA (14%) and MC (23%) in the classification of four classes of 
visual stimuli, in an fMRI dataset collected from a group of 10 subjects. 

1 Introduction 
In the last few years functional magnetic resonance imaging (fMRI) 

has become one of the most popular methods for measuring brain 
activity due to its good spatial-temporal resolution compromise and non-
invasiveness. In each fMRI experiment, a blood oxygenation level 
dependent (BOLD) signal is recorded across the brain while the subjects 
undergo an experimental manipulation [1].  

The activation patterns related with a stimuli or task are detected by 
finding the voxels where BOLD signal changes are significantly 
correlated with the experimental paradigm. The statistical analysis of 
fMRI is usually performed by a massively univariate approach. A 
general linear model (GLM) describing the experimental manipulation 
as well as any confound variables is adjusted to the fMRI data in order 
to yield a 3D map of model parameter estimates[2]. 

Recently there has been an effort to address the inverse problem - 
given a brain pattern, find the stimuli or task that originated it - usually 
this is known as decoding brain states. The most successful methods of 
brain decoding rely on the utilization of machine learning algorithms [3-
5].  

In this paper we are interested in decoding brain states associated 
with visual stimuli. The functional specialization of the visual cortex is a 
well-known fact, with different categories of visual stimuli like faces, 
houses or objects yielding different activation patterns [6].  

The automatic classification of brain states presents a challenge to 
the machine learning paradigm due to the extremely high number of 
features (on the order of the 104 to 105) when compared to the small 
number of examples (102), the low signal-to-noise ratio and high inter-
subject variability [3, 5]. In this context, the feature selection process 
has a crucial role in the classification success by reducing the 
dimensionality of the problem (and as consequence the risk of 
overfitting) and by filtering out non-informative features. The feature 
selection can be achieved by ranking the features according to a specific 
criterion, the so-called filter methods. There is great number of 
documented filter methods for feature selection in fMRI, such as most 
active, most accurate or mutual information [3, 5, 7]. On the other hand, 
wrapper methods rely on the use of models and learning machines to 
find subsets of features. Wrapper methods have most of the times a 
prohibitive computational cost making them difficult to apply to such 
highly dimensional data [8].  

 Aware of this problematic, in this study we propose to explore 
information based, filter feature selection methods in the context of the 
fMRI, specifically conditional mutual information (CMI) in comparison 
with the most commonly used mutual information (MI). 

2 M ethods 

2.1  Data 
An empirical fMRI multi-subject dataset was analysed, obtained in 

block design visual localizer experiment aimed at identifying the brain 
regions responsible for the processing of distinct classes of visual 
stimuli, namely, Faces, Houses, Objects and Scrambled objects. This 
dataset was obtained from 10 healthy subjects on a 3.0 Tesla Phillips 

system, with 118 volumes and an image size of 80x80x38 and a 
resolution of 2.875x2.875x3.200 mm3.  

2.2  Pre-processing  
Several pre-processing operations are necessary before the data are 

fit to be fed to a classifier. Firstly, the datasets were independently pre-
processed using the FSL package (http://www.fmrib.ox.ac.uk/fsl). 
Secondly, since the datasets are multi-subject, the images were 
registered to the MNI standard space [9] using the tool FLIRT from the 
FSL software. 

2.3  Feature Extraction 
        Our features are based on the voxel percentage signal change (PSC) 
computed between the stimulation and baseline blocks. Features are 
extracted by volume averaging the PSC in the temporal domain, after 
removing the first volume of each stimulation block. One feature per 
paradigm block is thus obtained. This is a way to increase SNR and 
simultaneously reduce the impact of the hemodynamic delay. Therefore, 
a feature corresponds in the space domain to a voxel and in the temporal 
dimension to a stimulation block. After the features have been extracted, 
we are left with an extremely high dimensional dataset (77500 features - 
320 examples). After feature extraction, each run is normalized so that 
each time course has zero mean and variance one. In the end we have an 
extremely high dimensional problem making mandatory a feature 
selection process for optimal classification.  

2.4  Feature Selection 
        Two information theory based feature selection methods were 
tested in this study: mutual information (MI) and conditional mutual 
information (CMI). MI measures how much information two variables 
share. In our case, MI is estimated between a feature, x, and the class 
label, y. The features are then sorted according to their MI with the label 
and the first n features are chosen for classification.  

 

       CMI measures how much information x and y share with the prior 
knowledge of z. The using of CMI in feature selection is well 
documented in other types of machine learning problems, such as text 

what concerns fMRI data. Motivated by this fact, CMI was applied as a 
way to select features taking into account the shared information with 
the label as well as the features already chosen. The goal is to select a 
small set of features carrying the maximum information possible. A 
lower value of CMI means that x does not bring any information about 
y, or this information was already caught by z. It therefore becomes 
natural to use x as a new feature, y as the class label and z as the already 
selected features. 

 

        Before feature selection is performed with either MI or CMI, the 
dimensionality of the problem is reduced by applying a MI histogram 
filtering technique. Knowing that the activated or information containing 
features are only a relatively small percentage of the whole brain, only 
informative features are considered, in our case about 10% of the total 
number of features.  
      In our implementation of the CMI method itself, we will follow the 
iterative formulation proposed by Fleuret et al [8]. The method aims to 
find highly informative independent features, by selecting the features 
with the highest value of CMI( ), where X corresponds to a new 
feature, Y to the class label and  to the already selected features. 
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Denoting by K the total number of selected features and v as the set of 
iteratively selected features the method can be formalized as follows 
(3,4): 

 
 

 
           

By selecting the feature Xn seeking to maximize the CMI with the 
already selected features we assure that the new feature is both 
informative and independent. 
      Two other feature selection methods were also tested, most active 
(MA) and most correlated (MC). The MA method selects voxels that are 
active in at least one condition relative to a control-task baseline, scoring 
each voxel as measured by a t-test on the difference in mean activity 
level between condition and baseline [3]. The MC method scores voxels 
according to the correlation of their activity with the label. 

2.5  C lassi fication  
     In order to evaluate the generalization performance of the methods, a 
leave-one-subject-out-cross-validation experiment was performed and 
accuracy across validation folds was averaged. The classifier used was a 
linear Support Vector Machine (SVM) [10, 11] with the C parameter 
fixed at the value of 1, implemented in the LibSVM [12] software.  

3 Results    
     The classification accuracy results are shown in Figure 1 for all the 
feature selection methods, MI, MA, MC and CMI, as a function of the 
number of features ranging from 3 to 100.  

 
Figure 1: Testing accuracy comparing the feature selection methods MI, 
MA, MC and CMI.  

       The results show that CMI outperforms all the other methods for 
every considered number of features. Most interestingly, using CMI 
allows higher classification accuracy to be achieved with small numbers 
of features, making it possible to define a highly dimensional problem 
with a very few number of features, which makes the problem of 
classification computationally lighter. The reason for this difference in 
performance between the feature selection methods lies on the fact that 
CMI selects features based, not only on the information shared with the 
label but also on how much new information a feature is adding to the 
subset of selected features. In this context, such an approach is very 
useful, as there are four different classes yielding very different brain 
patterns. CMI is capable of selecting, even for a small number of 
features, features that have information about all the classes, while MI, 
MA and MC select features more strongly related with the label 
disregarding the redundancy or lack of information about a particular 
class label. This hypothesis is supported by the pattern representation of 
the features shown in Figure 2. The features selected by the CMI feature 
selection method are located across different regions of the visual cortex 
known to be related with the four classes of stimuli, while the features 
selected with MI, MA and MC are much more compact and do not 
represent all the stimuli related regions.  
 

4 Conclusion 
    In this work we have explored CMI as a feature selection tool in fMRI 
machine learning analysis. The results show that CMI can effectively 
outperform MI, MA and MC. The CMI formulation maximizes the 
information contained in the subset of selected features, making it 
possible to describe a highly dimensional problem with very few 
features yielding high classification accuracy. To achieve the same level 
of accuracy with standard filter feature selection methods it is necessary 
to select a much higher number of features due to the redundancy of 
information contained in the subset of selected features. 

 
Figure 2: Spatial representation of the selected features for one fold with 
40 features; MI (blue) and CMI (red) MA (green) MC (yellow).   
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Abstract – Wearable health monitoring devices have 
been widely explored to enable continuous monitoring 
of physiological vital signals, such as electrocardiogram 
(ECG). In this work, we investigate the applicability of 
ECG signals from such wearable devices in human 
identification. In the 5-subject study we undertook, the 
proposed method exhibits near-100% recognition rates 
based on single heartbeats, even with a six-month 
interval between the training and testing data. This 
indicates that ECG signals can be used as robust 
biometrics and as an automatic login solution for such 
wearable health monitoring devices.  
 

I. Introduction 
Wearable health monitoring technology (WHMT) has 

been proven to have the potential to enable better health 
management for a variety of populations, by providing 
ubiquitous, continuous and unobtrusive personal health 
monitoring. Such technology typically employs miniature 
physiological sensors, embedded into various wearable 
devices, including skin patches, wrist belt, arm band, etc.  

One recent example is VitalJacket®, shown in Figure 1. 
As wearable and inconspicuous as a regular T-shirt, the 
smart textile is capable of continuously recording high-
quality ECG signals and some other vital signs in both 
clinical and regular life scenarios. In an on-going project, 
VitalJacket® has been used to collect real-time 
physiological signals from a few firefighters in order to 
investigate the potential to provide online health 
monitoring during their routine service and in certain 
critical situations such as fighting fires. 

It would offer convenience as well as security if the 
signals collected from a VitalJacket® are automatically 
connected to the individual wearing it. We propose an 
ECG-based biometric method for VitalJacket® as well as 
for other similar wearable devices capable of collecting 
ECG signals. In our previous work [1], we showed that 
ECG signal can be a viable and effective biometric 
modality, validated using long-term ECGs collected in a 
traditional approach in hospital-based environment. For 
wearable devices, the ECG-based biometric seems to be a 
„natural‟ solution for automatically identifying the subject 
wearing the device. Besides, as an automatic liveness 
indicator, ECG-based biometric can avoid spoofing [2].  

The motivation for wearer identification from ECG 
signals derives from the following concerns. One major 
goal of the on-going project is to collect valuable data in 
unsupervised environments, to be used subsequently for 
algorithm development and scientific investigation. 
However, given that same jacket might be switched 
among different subjects, it is important to identify the 
person wearing the device, so as to ensure that collected 
data is connected to the correct individual. Secondly, our 
previous work [3] has shown that, as far as the long-term 
online health monitoring scenario is concerned, the 
intelligent data analysis model should be customized and 
continuously adapted in order to deal with individual and 
context variability. Switching the subject without 
identification would be disastrous for such customizable 
model, due to possible wild variation in physiological 
signals from one subject to another.  

 

 
 

Fig.1: VitalJacket®: real-time ECG monitor 
 

II. Method 
The basic methodology is adapted from [1]. The ECG 

signals were at first preprocessed to remove artifacts, 
followed by applying the R peak detector. Based on the 
obtained R peak locations, the ECG signal was divided 
into heartbeat segments. For each single heartbeat, 
Wavelet Transform (WT) and Independent Component 
Analysis (ICA) were used for extracting corresponding 
features. Principal Component Analysis (PCA) was 
applied to reduce the feature dimensionality, so that the 
final representation of each heartbeat consists of 26 
features. Support vector machine (SVM) was employed 
for classification. Gaussian radial basis function (RBF) 
kernel was used and 10-fold cross validation was 
performed to select model parameters. A SVM classifier 
was trained and used to predict the labels of the test data. 
A confidence estimate was derived for each prediction.  



 

 

 

 

 

III. Experimental Setup 
     The dataset used was extracted from around 400 hours 
of one-lead ECG data (sampled at 200 Hz) from five fire- 
fighters of the Bombeiros Voluntários de Amarante 
Corporation in Portugal, recorded using the VitalJacket®, 
during their routine service spanning over six months.  
Five minutes of ECG data from each of the five subjects 
was selected from the first day as the training dataset. 
Similarly, six 5-minute test datasets from each subject 
were chosen, namely, approximately at five hours, ten 
hours, one day, one week, one month and six months after 
the training dataset. The basic idea is to test the 
robustness of ECG as a biometric solution for such 
wearable devices.  
 

IV. Results & Discussion 
A. Original Performance  

The classifier was trained on the selected training 
dataset, composed of 5-min intervals from each subject. It 
was tested on six different test datasets. The performance 
on each test dataset for all five subjects is summarized in 
Table 1.   

 

Time\Index Sub.1 Sub.2 Sub.3 Sub.4 Sub.5 
5 hours 90.03% 99.68% 100% 81.02% 100% 
10 hours 100% 99.41% 99.76% 100% 91.98% 
1 day 100% 100% 100% 99.78% 99.15% 

1 week 98.62% 99.75% 100% 55.58% 65.33% 
1 month 100% 100% 98.43% 99.77% 90.65% 
6 months 100% 100% 46.48% 28.10% 54.99% 

 

Table 1: The correct recognition percentages on each test set of each of 
five subjects. 

 

As we can see from Table 1, the classifier generally 
tends to perform better on the „closer‟ test datasets. Even 
using only 5-min interval from each subject for training, 
the proposed approach can obtain excellent human 
recognition rates after a relatively long time interval (e.g., 
1 month), just based on single heartbeats (less than 1 sec). 
This indicates that ECG signal can be used as a robust 
biometric on such wearable devices. The excellent 
performance on the „1 day‟ test dataset suggests that such 
biometrics system can be possibly made „adaptive‟, which 
means the data collected at the end of each day can be 
used to update the system, so that the „updated‟ system 
will be utilized to validate/recognize the identity once any 
subject puts on the device on the following day.  

The bad performance on some test datasets of certain 
subjects could be possibly explained by the fact that the 
data was collected in an unsupervised environment, i.e., 
during the routine services of the fighters. The subjects 
inevitably moved from one scenario to another, (e.g., 
from rest to running), which might lead to wild variation 
in physiological characteristics (e.g., heart rate) between 
the training dataset and some test datasets. However, in 

real applications of such a biometric system, the subject 
could possibly be required to stay still for a few seconds 
at the beginning of wearing such devices, in order to 
collect better-quality data for identity verification or 
recognition.  

  

B. Rejecting  90% least confident data 
    As mentioned in Section II, a confidence estimate is 
provided along with the prediction of each test heartbeat. 
Heartbeats from same test dataset of same subject were 
sorted based on such confidence measure. The 90% least 
confident data was discarded and only the top 10% was 
utilized. The resulting recognition rates are shown in 
Table 2. The approach performed perfectly in recognizing 
subjects even using the single heartbeats after six months. 
However, the limitation of such approach is that a period 
of 5-minute data has to be collected so that we can select 
the 10% most confident data for use, which may be too 
long for identity validation/recognition.  
 

Time\Index Sub.1 Sub.2 Sub.3 Sub.4 Sub.5 
5 hours 100% 100% 100% 100% 100% 
10 hours 100% 100% 100% 100% 100% 
1 day 100% 100% 100% 100% 100% 

1 week 100% 100% 100% 100% 100% 
1 month 100% 100% 100% 100% 100% 
6 months 100% 100% 100% 100% 95.35% 

 

Table 2: The correct recognition percentages on each test set of each of 
five subjects after rejecting the 90% least confident data. 

 

C. Reducing the test time to 6 seconds 
In order to tackle the test length issue in Test B, each 

original 5-min test interval was divided into multiple 6-
sec sub-intervals. The most confident prediction of each 
6-sec interval was selected as the decision. The result in 
Table 3 shows that certain compromise has been obtained 
between the test time and the accuracy, as compared with 
Test A and B.  

 

Time\Index Sub.1 Sub.2 Sub.3 Sub.4 Sub.5 
5 hours 100% 100% 100% 88.89% 100% 

10 hours 100% 100% 100% 100% 100% 
1 day 100% 100% 100% 100% 100% 
1 week 100% 100% 100% 65.22%% 93.33% 

1 month 100% 100% 100% 100% 100% 
6 months 100% 100% 63.16% 36.36% 66.67% 

 

Table 3: The performance of using a sub-interval length of 6 sec and 
selecting the most confident heartbeat as the decision. 
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Abstract

This paper describes a new architecture for BCI platforms that will pro-
vide adaptability to this kind of systems. A brief overview on the most
used BCI platforms is presented, along with the problem of adaptation
and the limitations that this kind of platform has and, finally, an alterna-
tive architecture to overcome this problem is introduced.

1 BCI Platforms - A Brief Overview

Brain-Computer interface (BCI) [8] research seeks to develop an alterna-
tive communication channel between humans and machines, the break-
through of this technology is the lack of necessity of muscular interven-
tion in this process. The goal is to give to its users, basic communication
and control capabilities so that they can operate external computerized de-
vices or applications like word processing programs or neuroprostheses.

This kind of devices determine the intent of the user from scalp-
recorded electrical brain signals (EEG - Electroencephalogram), or from
electrodes surgically implanted on the cortical surface (ECoG) or within
the brain (neuronal action potentials or local field potentials). These sig-
nals are translated in real time into commands that operate a computerized
application.

Many factors determine the performance of a BCI system [4], among
which the brain activity signals, the methods used to extract signal infor-
mation, the output applications, or the user himself. A BCI device must
take in account all of these factors to provide a reliable performance.

There are some mainstream BCI applications used by many researchers
across the world, an overview to the most used BCI platforms is made
in [6]. The two most used BCI platforms are:

• BCI2000 [7]

• OpenVibe [1, 6]

BCI2000 is a modular system designed to suit any type of BCI. It is
composed of four main modules: Operator, Source, Signal Processing and
application. The Operator Module (see Fig. 1) provides user interfacing,
it allows the configuration and execution control of the application and
also visualization tools to the user. The Source Module deals with sig-
nal acquisition devices and also provides storage capabilities. The Signal
Processing Module is the main module, it holds the processing methods
that will extract information from the signal and transform this informa-
tion into commands. The Application Module provides the interface to
the user (stimulus and feedback). For further details please consult the
online documentation in [2].

Figure 1: BCI2000 Operator Module

The OpenVibe platform, similarly to BCI2000, is a modular system,
however it provides to the developer an intuitive way to build their BCI.
This platform is composed by three main modules: Acquisition Server,
Designer and Virtual Reality Environment. The Acquisition Server is re-
sponsible for signal acquisition. The Designer (see Fig. 2) allows the de-
veloper to intuitively build the processing scheme of a BCI system. The
Virtual Reality Environment provides the interface to the user in a differ-
ent type of VR Environments.

Figure 2: OpenVibe Design Window

Despite of the features that these platforms provide, they still have
some limitations that will be explained in the next section. To overcome
this limitations we propose a new platform that is described in this paper.

2 Adaptation Problem

These two platforms allow the researchers to easily and in a fraction of
time build a standard BCI system. However it is well known that the
common BCI systems have some problems that can be resumed in these
three issues: Usability, Accuracy and Speed. To address these problems
alternative (and advanced) signal processing methods should be used.

These platforms share some common problems:

• The developer is not free to change the processing scheme of the
application

• The internal architecture is complex and non flexible

• It is hard to implement new signal processing methods and adapt
to the software architecture

One of the main characteristic that a BCI should have to address the
issues mentioned is the adaptation. The BCI system must be able to auto-
matically react to malfunctioning events in order to provide adaptability
to itself. It must be able to identify them and adjust its behaviour in order
to correct the error. In an usual BCI system it has two distinct and sep-
arated phases: train and test. However the EEG signal is non-stationary,
the statistics of the signal changes with time, the system must be able to
perform these two phases in an autonomous way.

The state of the art platforms described above don’t allow the change
of these two phases in runtime. In this paper, the architecture of IEETA
BCI platform is described which allows to perform this kind of operation.



3 IEETA BCI Architecture

The IEETA BCI Architecture includes a new data processing block that
allows the system to re-adapt its parameters. This block is called "Error
Evaluation" and provides an event to the signal processing block which
will allow to change between train and test phases. Fig. 3 shows the pro-
posed architecture and the differences from the actual state of the art plat-
forms.

Figure 3: IEETA BCI Architecture: A new data processing block allowing
the system to automatically re-adapt its parameters is included.

One of the key issues regarding this new approach is how to identify
malfunctions on BCI systems. To address this problem we propose two
approaches:

• Error Potentials [3]

• Error Detection by the application itself

In the first approach the "Error Evaluation" module identifies the mal-
functioning event by analysing the brain activity. If an error is identified
the system is informed and will run Train sections to re-adapt its param-
eters. This procedure demands for a robust identification of this kind of
brain activity.

In the last approach the application itself must be able to identify the
error by analysing its performance (or expected performance). For in-
stance in a speller application, in which the objective is to provide speller
skills to the user, it is possible to identify if the word exists in a specific
dictionary. The non-existence of the written word will identify an error.
It is also possible to identify error by statistical analysis, for instance, in
a two choice application (right or left) it is possible to study the expected
probability of choosing each one of the possibilities. If the result proba-
bility is different from the expected an error event should be identified.

4 Future Perspectives

Fig. 4 shows the Main Window of IEETA BCI platform. At this point all
the signal processing modules support separated test and train phases and
allows to change the states in runtime operation. Our intent is to develop
the Error Evaluation module as described in the previous section. In a first
phase we will start to implement an error detection algorithm to the speller
(P300 paradigm [5], see Fig. 5) by addressing the second approach. In a
second phase we will develop an algorithm to identify Error Potentials,
taking in special attention the elimination of false positives.

These two approaches will allow the BCI system in the future to deal
with the non-stationary nature of EEG signal. The solution proposed in
this paper will increase the reliability of the system improving the accu-
racy and usability of BCIs.

5 Acknowledgements

This work was financed by the Portuguese Foundation for Science and
Technology (SFRH/BD/48775/2008) within the activity of the Research
Unit IEETA-Aveiro, which is gratefully acknowledged.

Figure 4: IEETA BCI Application - Main Window

Figure 5: P300 Configuration Menu
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Abstract

A Smart Home is expected to be energy-efficient. It is known that de-
tailed information about each appliance in the home can influence the con-
sumers behavior. A Non-Intrusive Load Monitoring (NILM) system ac-
quires signals from the aggregated consumption of the electrical network
in order to extract useful information to provide device identification. The
successful load disambiguation can be seriously compromised by noise.
In this work, we investigate an approach for the denoising of electrical
signal which combines the techniques of Embedding, Wavelet Shrinkage
and Diagonal Averaging. In particular, we analyze the influence of the
window-size parameter used in the embedding procedure on the denoised
results. The computational experience was focused on the whole-house
consumption signal and shows that a value near half the length of the
signal is the most adequate one.

1 Introduction

Imagine a home that is capable of provide to its occupants the most suit-
able environment according to their preferences. An house with ambient
intelligence becomes a smart home [6]. In this context, we expect to have
an energy-efficient environment. Changes in the consumers behavior can
be driven by making them aware of each device’s consumption [7].

The whole-house electrical consumption information can be obtained
using smart meters. Several individual meters can be spread throughout
the sockets in the house, thus providing individual metering, but this is an
expensive solution. Instead, a solution using a single meter device able to
identify which are the appliances switched on at a certain moment would
be the most suitable one [5, 8]. Such a system is known as a non-intrusive
load monitoring system, NILM. It acquires the household aggregated load
at a single point and without needing sub-measurements. This signal is
processed in order to extract relevant electrical features for device identi-
fication. For home activity tracking or energy-efficiency purposes infor-
mation about certain appliances is not relevant. For instance, information
about devices that, once they are on, operate automatically (e.g. fridges)
is not valuable for this case-study. Thus, under this context such data will
be considered as noise in the signal. To achieve device identification, fea-
tures from these signals must be extracted. Since some noise is part of the
signal, an important step is its denoising.

We will look specifically at the impact of the temporal window-size
used in the denoising algorithm employed. The approach under study
starts by transforming the one-dimensional aggregated consumption sig-
nal into a multidimensional one. Then, employing a wavelet denois-
ing algorithm in each segment of the signal, the multidimensional de-
noised signal is obtained. Finally, it will be transformed back to the one-
dimensional domain by a diagonal averaging procedure [2].

This paper is organized as follows. Next section describes the denois-
ing method under analysis and experimental results are shown in Section
3. At last conclusions and future work are addressed in Section 4.

2 Approach under study: Embedding, Wavelet
Shrinkage and Diagonal Averaging (EWD)

This study considers the existence of two types of information contained
in the signal: the data associated to devices that must be switched on/off
manually (clean data) and the information about those that work auto-
matically once they are on (noise). Regarding this context and in order
to dissociate this data [2] presents the EWD approach combining an em-
bedding procedure, a denoising method based on wavelet decomposition
and a diagonal averaging method. The embedding operation transforms a

one-dimensional signal into a multidimensional one. The reverse opera-
tion, diagonal averaging, is also possible.

Concerning the question of noise reduction in several areas of sig-
nal processing a successful method used is the Wavelet Decomposition
(WDT) [4]. Nevertheless, the performance of this approach depends on
the choice of the wavelet function to be used. The main advantage of
the EWD method is the fact that it employs distinct wavelet functions to
denoise different segments within the same signal.

2.1 First Step: Embedding

Let x = (x0, . . . ,xN−1) be a signal of length N. By the embedding pro-
cedure, x is represented as a multidimensional signal of dimension M ∈
N. This parameter is the window length and must be defined such that
1 < M < N. The resulting K = N−M+1 lagged vectors Xi = (xi−1, . . . ,
. . . ,xi+M−2)

T , 1 ≤ i ≤ K of length M represent the columns of the tra-
jectory matrix (with dimension M×K) defined as X = [X1 . . .Xk]. The
anti-diagonal elements of this matrix are the same, which makes it a Han-
kel matrix H where, by definition, the entries verifies hi, j = hi−1, j+1 [3].

2.2 Second Step: Wavelet Shrinkage

The wavelet transform represents an alternative to classical Fourier anal-
ysis extending it with temporal information [10]. Thus it is suitable for
non-stationary signals (i.e. signals whose frequency changes over time).
A WDT distinctive feature is the choice of the basis function (also known
as wavelet mother or wavelet function) to be employed. Dilated and trans-
lated versions of the chosen wavelet function are then used to perform the
decomposition of a given signal. This results in the Continuous Wavelet
Transform (CWT) which represents an infinite number of wavelets. Its
discrete version, Discrete Wavelet Transform (DWT), is a sampled and
computationally efficient version that uses discrete wavelets to reconstruct
the signal in signal processing applications [10].

For signal denoising the Wavelet Shrinkage method was proposed by
Donoho [1]. First, the noisy signal is represented into the wavelet domain
and decomposed into a given level N of approximations and details by the
DWT. Next, a chosen threshold (th) is applied to the wavelet coefficients.
Finally, the denoised signal is transformed to time domain by the inverse
DWT. Then, the residual signal can be computed. In EWD, the Wavelet
Shrinkage procedure is applied to each column of the trajectory matrix
resulting in two new matrices (one related to the denoised lagged vectors
and the other associated to the residuals).

2.3 Third Step: Diagonal Averaging

The last step of EWD consists in a diagonal averaging process applied to
the denoised matrix which reconstructs the final denoised one-dimensional
signal. This procedure transforms an arbitrary matrix into a Hankel ma-
trix and then into a time series. Let Y be an M×K random matrix with
entries yi j,1≤ i≤M,1≤ j ≤ K. The process corresponds to average the
diagonal elements i+ j = l +2 of the matrix.

2.4 Parameters and Wavelet Mother Selection

The implementation of EWD is achieved by following the described steps.
As observed some choices must be made, namely the embedding dimen-
sion (M), the threshold (th) and the most suitable basis function.

The embedding dimension is assigned by the user since no general
rule exists to define M. According to the related literature of methods
which employ the embedding procedure, as the Singular Spectrum Anal-
ysis (SSA), M should be large enough so that essential parts of the initial



time series are present in each lagged vector [3]. Therefore, and also
based on SSA related literature, this parameter was set to approximately
half of the dimension of the time series. In this work we aim to analyze
what can be the impact of the window length in the EWD results.

The threshold value plays an important role in Wavelet Shrinkage
method. While, a small threshold leads to a loss of useful information,
a large one does not remove the noise in a satisfactory way [4]. The
threshold type is also a key issue for Wavelet Shrinkage. In EWD, the
soft-threshold method is used, that is, the difference between the coeffi-
cient and the given threshold replaces the absolute coefficient values that
are larger than the given threshold. The original value of the remaining
coefficients is preserved. The limiting value was set to th=

√
2σ2 log(n),

where σ2 is the variance of the signal and n is the number of samples.
The choice of the wavelet mother used by the Wavelet Shrinkage is

a tricky step. The selection is usually based on prior knowledge or trial-
and-error. An alternative is to select the best wavelet mother by com-
puting the improvement in the signal-to-noise ratio (SNR) and measuring
the performance for a designated set of wavelet functions [9]. The basis
function presenting the highest improvement in the SNR is then selected
as the most appropriated. Although this is an interesting approach, the
needed information for SNR calculation (clean signal or the added noise)
may not be always available. Thus, another metric must be used, like the
cross-correlation approach as presented in [2]. This performance measure
requires two types of data: the signals to denoise and examples repre-
senting the noise. The denoising is performed for a set of possible basis
functions. To evaluate the noise reduction associated to each basis func-
tion tested, a cross-correlation value between the residue of a given signal
and the residuals corresponding to the noise-examples are computed. The
wavelet mother associated to the higher computed value between the de-
scribed signals is chosen as the most suitable for that signal.

3 Computational Experience

With this experience we aim to study the influence of the parameter M on
the obtained results by running EWD with different window-size values.
The method was implemented in Matlab and a dataset of signals repre-
senting the aggregated electric consumption of a given household was
used. The performance for each signal was measured by the mean of the
cross-correlation values described in Section 2.4. Two approaches were
considered: i) one using two levels of decomposition for the wavelet step
(EWD-2) and ii) another using three levels of decomposition (EWD-3).

Each signal reports the active power in the house electrical circuit
for a day, where each value the represents average over the previous 15
minutes. The data was collected during a period of four months: 6 of
the days represent a vacation period and 109 correspond to usual days.
Concerning the choice of the wavelet mother a list of 52 wavelet functions
was tested for each one of the initial signals on a previous study (see [2]).
Based on the analysis, a small list composed by the wavelet functions that
were chosen at least one time was selected and used in this experiment.

Figure 1: The boxplots for the several window-size tested (EWD-2 at the
left and EWD-3 at the right).

Figure 1 presents the boxplots associated to the results of each window-
size in each defined scenario. For all the cases, the interquartile distance
indicates the existence of some dispersion in the obtained results. Ob-
serve that the obtained median correlation values are very similar for both
approaches. In fact, as the M values increase the median values decrease,
independently of the decomposition level. A similar behavior can be no-

M 48 64 72 88
EWD-2 0.4317±0.1302 0.3758±0.1360 0.3642±0.1340 0.3433±0.1295
EWD-3 0.3936±0.1219 0.3412±0.1270 0.3289±0.1248 0.3079±0.1205

Table 1: The mean and standard deviation of the results.

ticed for the mean values. Note in Table 1, for M = 48 the mean val-
ues were 0.4595± 0.1302 and 0.4228± 0.1219 while for M = 88 were
0.3591± 0.1295 and 0.3300± 0.1205 for EWD-2 and EWD-3, respec-
tively. The better results are achieved by the smaller window-size. These
small M values allow the partition of the signal in more segments, thus
more suitable wavelets functions can be used to denoise each particular
part of the signal. For a bigger M value, the segments in study are bigger
and the most suitable wavelet function may not be the most appropriate
for specific parts of that segment. Besides, the cross-correlation values
were higher for EWD-2 than for EWD-3, considering all the M values
tested as also was observed in [2]. This can indicate that adding a decom-
position level in the denoising process represent a loss of information.

4 Conclusion

This paper focus on signal denoising, by a method that combines embed-
ding, wavelet denoising and diagonal averaging, to allow the extraction
useful information. We aim at studying the window-size parameter in-
fluence on the results. The computational experiments compare several
values indicating that near half the length of the signal is the most ad-
equate one. In future work we would like to consider other datasets of
whole-house electrical consumption to deeper our knowledge about this
subject.
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Abstract

Incremental learning algorithms are the key to extract meaningful knowl-
edge from continuous streams of information which often present concept
drifts. In response to the needs of learning from pervasive data streams,
algorithms should be adaptive in order to fast update their models to in-
corporate new information and capture non-stationary patterns. We inves-
tigate herein the Incremental Hypersphere Classifier (IHC) for handling
data streams with non-stationary patterns. Specifically, it selects the rele-
vant instances for the construction of the decision boundary, based on the
enclosing hyperspheres’ radius, using an affordable memory footprint.
We provide comparison with other algorithms and demonstrate its useful-
ness for fast changing environments where traditional batch algorithms
cannot be applied. Moreover we show that IHC yields superior results
heightening its potential in this field.

1 Introduction

Learning from data streams is a pervasive area of increasing importance.
Typically, stream learning algorithms run in resource-aware environments,
constructing decision models that are continuously evolving and tracking
changes in the environment generating the data [4]. This contrasts with
traditional Machine Learning (ML) algorithms, that are designed with
emphasis on effectiveness (e.g. classification performance) rather than
on efficiency (e.g. time required to produce a classifier) [12] and predom-
inantly focus on one-shot data analysis from homogeneous and stationary
data [4]. The continuous and rapid progress in data acquisition, network-
ing and storage devices has led to the proliferation of data repositories
containing huge amounts of information, making most algorithms inap-
plicable to numerous real-world problems [8]. Rationally, when dealing
with large amounts of data it is conceivable that the memory capacity
will be insufficient to store every piece of relevant information during the
whole learning process [5]. Additionally, modern databases are dynamic
by nature. They are incessantly being fed with new data and it is not
uncommon for the original concepts to drift. Therefore, both real-time
model adaptation and classification are crucial tasks to extract valuable
and up-to-date information from the original data. In this context, Sec-
tion 2 presents the IHC algorithm. Section 3 analyses the results. Finally,
section 4 presents the conclusions and points out future lines of work.

2 Incremental Hypersphere Classifier Algorithm

The Incremental Hypersphere Classifier (IHC) [7] is a new incremental
instance based algorithm which assigns a region of influence to each sam-
ple. Let us consider that a training sample i consists of an input vector
xi ∈ IRd with an associated class label yi ∈ {1, . . . ,C}, where d is the
space dimension and C is the number of classes. The region of influence
of sample i is then defined by an hypersphere of radius ri, given by (1):

ri =
min(

∣∣∣∣xi−x j
∣∣∣∣)

2
, for all j where y j 6= yi (1)

The radius is defined so that hypersphere’s belonging to different classes
do not overlap. New data points are then classified according to the near-
est region of influence. Let xk represent an input vector whose class yk is
unknown. Then, sample k belongs to class yi (yk = yi) provided that:

||xi−xk||−gairi ≤
∣∣∣∣x j−xk

∣∣∣∣−ga jr j, for all j 6= i (2)

where g (gravity) controls the extension of the zones of influence and ai
is the accuracy of sample i when classifying itself and the forgotten train-
ing samples for which i was the nearest sample in memory. A forgotten
sample either was removed or did not qualify to enter the memory. The

accuracy aims at reducing the undesired impact of outliers and concept
drifts. Note that the decision rule for g = 0 is exactly the same as the one
of the Nearest Neighbor (1-NN). The complexity of the IHC algorithm,
described in detail in Lopes and Ribeiro [7], is O(2dN), where N specifies
the number of samples that the algorithm can store in the memory.

Figure 1: Application of the IHC algorithm to a toy problem.

Figure 1 shows the regions of influence and the decision surface gen-
erated by the IHC algorithm for a chosen toy problem. Notice that the
farthest from the decision frontier an hypersphere is, the larger its radius
will be [7]. This provides a simple method for determining the relevance
of a sample for the classification task. When the memory is full, the ra-
dius of a new sample is compared with the radius of the nearest sample of
the same class and the one with the smallest radius is kept in the memory
while the other is discarded. By doing so, we are keeping the samples that
play the most significant role in the construction of the decision surface
(given the available memory) while removing those that have less or no
impact in the model. The radius of a new sample is only compared with
the one of its nearest sample to prevent the concentration of the memory
samples in the same space region. Unfortunately, outliers (and samples
that no longer represent appropriately a drifted concept) will most likely
have small radius and end-up occupying our limited memory resources.
Thus, although their impact is diminished by the use of the accuracy in
(2), it is still important to identify and remove them from memory. To
address this problem we mimic the process used by the IB3 (Instance-
Based learning) algorithm, which consists of removing all samples that
are believed to be noisy by employing a significance test [11].

3 Experimental Results

To evaluate the performance of the IHC, we carried out extensive experi-
ments on several UCI databases [2]. Tables 1 and 2 reproduce the results
obtained in Lopes and Ribeiro [7], comparing the IHC with two other
instance-based algorithms, respectively the 1-NN and the IB3. The former
is one of the top data mining algorithms that has demonstrated good clas-
sification performance in a wide range of real-world problems [9]. While
the latter is one of the most successful instance selection and instance-
based learning algorithms [8], presenting low storage requirements and
high accuracy results [11]. Regarding Table 1, we conducted the Wilcoxon
signed rank test. The null hypothesis of the 1-NN having an equal or bet-
ter F-Measure than the IHC algorithm is rejected at a significance level
of 0.005 (both for g = 1 and g = 2). Thus, there is strong evidence that
the IHC significantly outperforms the 1-NN. With respect to Table 2,
we reject the null hypothesis of IB3 having an equal or better expected
F-measure at a significance level of 0.005 for the Wilcoxon signed rank
test. Hence, there is strong statistical evidence that the IHC algorithm
preserves more (better) information of the forgotten samples than the IB3
algorithm, thus yielding superior results.

To analyze the performance of the IHC algorithm on data streams,
two real datasets containing concept drifts were chosen. The first con-



Table 1: IHC and 1-NN F-measure (%) performance (UCI benchmarks).

Database (DB) Samples Inputs Classes 1-NN IHC(g = 1) IHC(g = 2)
Breast cancer (BC) 569 30 2 95.15±0.41 96.07±0.30 96.45±0.36
Ecoli (EC) 336 7 8 66.04±0.82 67.51±0.72 68.03±0.78
German credit (GC) 1000 59 2 64.38±0.96 63.98±0.95 63.55±0.95
Glass (GL) 214 9 6 68.77±1.63 70.30±2.20 69.81±2.23
Haberman’s (HA) 306 3 2 55.53±2.04 55.26±2.35 56.36±1.92
Heart - Statlog (HE) 270 20 2 75.30±1.60 75.92±1.28 76.19±1.27
Ionosphere (IO) 351 34 2 85.90±0.69 90.98±0.54 92.55±0.47
Iris (IR) 150 4 3 95.70±0.69 95.71±0.61 96.04±0.64
Pima diabetes (PD) 768 8 2 66.95±1.06 68.41±1.00 70.09±0.97
Sonar (SO) 208 60 2 85.60±1.76 85.63±1.79 87.03±1.50
Tic-Tac-Toe (TT) 958 9 2 49.47±0.47 73.43±0.54 81.21±0.83
Vehicle (VE) 946 18 4 69.35±0.76 69.46±0.71 68.78±0.93
Wine (WI) 178 13 3 95.90±0.51 96.80±0.44 96.93±0.64
Yeast (YE) 1484 8 10 56.32±1.04 57.73±1.12 58.75±0.86

Table 2: IHC and IB3 compression ratio (%) and F-measure (%) perfor-
mance for the UCI benchmark experiments.

Compression ratio F-Measure (test) F-Measure (overall)
DB IB3 IHC IB3 IHC IB3 IHC
BC 93.80±1.18 93.89±0.07 93.47±1.02 93.64±0.97 94.35±0.66 94.66±0.70
EC 78.98±2.23 78.73±0.22 63.80±3.41 65.30±1.88 60.96±3.28 83.06±1.58
GC 95.30±1.29 95.38±0.12 55.91±2.20 56.33±2.05 60.17±1.78 61.49±0.84
GL 86.57±2.40 86.04±0.22 35.63±2.19 51.43±3.04 41.50±3.19 62.05±1.68
HA 97.45±1.13 97.12±0.30 44.85±2.96 54.10±3.84 46.21±3.62 57.33±2.14
HE 92.44±1.64 92.76±0.24 79.53±1.58 76.68±2.39 80.72±0.82 79.60±1.62
IO 93.41±2.37 93.64±0.08 75.21±4.48 81.04±2.77 77.30±3.81 82.87±2.59
IR 81.44±3.28 82.50±0.00 93.87±1.68 93.60±1.78 94.55±1.10 95.92±1.20
PD 94.04±1.41 94.03±0.15 66.60±2.33 64.68±1.81 69.22±1.78 68.01±1.10
SO 97.63±1.44 97.62±0.07 48.26±7.37 60.62±4.83 49.71±7.26 62.05±3.39
TT 93.99±2.25 93.88±0.11 61.56±3.80 61.99±1.57 63.81±4.00 66.67±0.85
VE 85.48±1.39 85.23±0.05 62.26±1.13 60.90±1.74 68.15±0.94 68.20±1.05
WI 82.48±1.99 83.15±0.16 94.03±1.28 93.22±1.43 94.93±0.88 95.59±0.84
YE 82.68±1.38 82.90±0.09 37.52±3.68 47.21±1.25 45.00±4.51 61.70±0.90

tains the answers given by several individuals to a survey questionnaire.
The objective consists of classifying an individual with respect to its In-
ternet usage (high or low) [6, 10]. The questionnaires were collected over
a period of 5 years, thus it is expected for the concept to be changing
over time. The second dataset contains data from the Australian NSW
Electricity Market. In this market, the prices depend on the demand and
supply and the goal is to predict if the price will drop or increase [3]. Fig-
ures 2 and 3 show the F-Measure evolution, respectively for the Internet
usage and electricity datasets, both for the IHC and IB3 algorithms (based
on 30 runs). For fairness of comparison, the memory settings defined for
the IHC algorithm were similar to those used by the IB3. Notice that,
despite IB3 being an incremental algorithm capable of handling gradual
concept drift [1], in both cases the performance of the IHC excels the per-
formance of IB3 right away from the early phases of the learning process.
Moreover, unlike IHC algorithm the IB3 algorithm presents some degree
of randomness (in particular in the early phases of learning when there
are no acceptable samples), which leads to a higher variability in the re-
sults obtained. This is specially evident in the Internet usage dataset (see
Figure 2). On the other hand, the variability of IHC, is a consequence of
using different memory settings. Overall, these results indicate that IHC
is more robust than IB3 excelling the latter both in the ability to handle
concept drifts and in classification performance.

4 Conclusions and Future Work

A major advantage of the IHC algorithm relies on the possibility of build-
ing models incrementally on a sample by sample basis. Moreover, it
can accommodate the restrictions in terms of memory and computational
power, creating the best model possible for the amount of resources given,
instead of requiring systems to comply with its own requirements. Since
we can control the amount of memory and computational power required
by the algorithm and due to its scalability (memory and computational re-
quirements grow linearly with the number of samples stored) it is feasible
to create up-to-date models in real-time to extract meaningful information
from data streams. Furthermore, the experiments demonstrate its ability
to update the models incrementally and handling concept drifts, while
maintaining superior classification performance. Future work will evalu-
ate the impact of using different values of g for distinct classes as well as
the use of different distance metrics.
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Figure 2: Evolution of the F-Measure for the Internet usage dataset.

55

60

65

70

75

80

85

90

0 5000 10000 15000 20000 25000 30000 35000 40000 45000 50000
F-

M
ea

su
re

Samples presented

IB3
IHC

Figure 3: Evolution of the F-Measure for the electricity dataset.
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Abstract

In recent years it has been proposed that CT angiography (CTA) imaging
might also be used for myocardial perfusion imaging (CTP). During first
pass perfusion of contrast agent, perfused myocardium appears slightly
brighter (since it is being perfused by blood containing contrast). If a
region of the myocardium is hypoperfused (due to coronary occlusion), it
will appear darker than the remaining regions.

Myocardial perfusion assessment from these images is performed vi-
sually looking for hypo-attenuated regions that may correspond to hypo-
perfusion. Assigning a detected lesion to a specific myocardial segment
requires significant effort while the clinician matches the AHA standard
myocardial segments to the anatomy of each patient. This can also be
an additional source of inter-operator variability with different clinicians
defining slightly different borders to each segment.

This article presents an interactive tool which, based on a previous
left ventricle segmentation, automatically matches the lesions detected
by the clinician to a myocardial segment and provides feedback over the
image regarding the myocardial segments with detected lesions and their
severity.

1 Introduction

Under pharmacological stress, ischemic myocardial areas, which were
normally perfused at rest will appear darker, allowing detection of re-
versible ischemia. The detection of these areas, usually related to the
presence of significant epicardial coronary stenosis, is one of the main
goals of cardiac imaging. Ischemia is related not only to symptoms but
also to patient prognosis and its presence (more than detection of coronary
plaques or stenosis) should guide treatment.

Myocardial perfusion assessment is usually performed visually[1].
Various factors contribute for inter and intra-operator variability in my-
ocardial perfusion assessment, e.g., significant inter-patient variability in
the way the myocardium is enhanced. While some efforts are being di-
rected to the development of methods for quantitative myocardial per-
fusion assessment, visual interpretation of CT perfusion images is still
of paramount importance, given the common presence of image arte-
facts which hinder, among other factors, a good performance of automatic
methods.

In this article we propose an interactive tool to support visual myocar-
dial perfusion assessment from adenosine-induced stress cardiacMDCT.
Our main goal is to reduce the required clinician effort to correctly assign
perfusion deficit to specific myocardial segments.

2 Methods and Results

Myocardial perfusion analysis from adenosine-induced stress cardiac
MDCT is routinely performed visually. The clinician analyses the car-
diac volume searching for hypo-attenuated regions in the myocardium
and then has to:

1. Decide if it is due to myocardial hypo-perfusion or image acquisi-
tion artefact [3];

2. Identify lesion severity (sub-endocardial, transmural);

3. Assign the lesion to a myocardial segment.

To tackle the first two steps a few methods are used such as opti-
mized window/level parameters and thick slice multiplanar reconstruc-
tions (MPR), to improve hypo-attenuation detection, or multiphasic anal-
ysis to discard image artefacts.

The third step is performed taking into account the myocardial
segments as proposed by the American Heart Association (AHA) in
Cerqueira et al. [2] and as presented in figure 1. This can be a tiresome
task since the clinician has to build a mental model of such division and
then apply it to each patient’s anatomy. Therefore, it is common that clin-
icians keep within hands reach a representation of this myocardial seg-
mentation applied to the anatomy, as seen in a cardiac MDCT, in order
to support their task. Our goal is to free the clinician from that effort
allowing him/her to focus on lesion detection.

The method presented in this article requires left ventricle segmenta-
tion (see figure 2 for an example) for one of the cardiac phases available in
the exam (typically 55% of the RR interval). This can be easily performed
using a semi-automatic method developed by the authors and provided in
CardioAnalyzer [4]. Notice that this segmentation will be used to auto-
matically determine the myocardial segments and it does not need to be
very accurate (e.g., for the epicardium border). The most important aspect
is that the mitral valve plane and apex are included, since left ventricle ex-
tent influences myocardial segments borders the most.

The cardiac volume is then presented to the clinician using the stan-
dard cardiac analysis planes: four-chambers (horizontal long-axis), two-
chambers (vertical long-axis) and short-axis. The cardiac volume can be
freely explored by the clinician looking for myocardial lesions and us-
ing any of the available visualization planes. When a lesion is detected
the clinician just needs to click over it (on any view plane) and the cor-
responding segment is determined by computing the closest myocardial
segment. This way the clinician does not have to click precisely over the
region defined by the left ventricle segmentation performed earlier (and
the segmentation does not need to be very accurate).

The severity of the lesion is determined by the number of times the
clinician clicks inside a particular segment. One click means sub-endo-
cardial lesion and two clicks mean transmural lesion. A third click resets
the segment back to the “no lesion” status.

In order to provide the clinician with feedback regarding the segment
corresponding to the detected lesion, the segments with lesions already
assigned and their severity, a coloured region is shown, superimposedto
the image, and located on the outside of the corresponding myocardial
segment. Figure 3 depicts such feedback regions: coloured yellow for
sub-endocardial lesions and red for transmural lesions.

Additionally to the feedback presented over the image a polar map
representation is also available and is automatically filled based on the
clinician interaction over the image. Figure 3 shows, on the bottom right
corner, the corresponding polar map.

3 Conclusions

The interactive tool presented allows the analysis of CTP images without
the need to specifically assign each detected lesion to a myocardial seg-
ment, simplifying the myocardial perfusion assessment task and allowing
clinicians to focus mainly on detecting and grading lesions. This tool
provides the following innovative features:

• Perfusion assessment performed by simply identifying hypo-
perfused regions by clicking on the image;

• Automatic assignment of the hypo-perfused regions identified by
the clinician to a myocardial segment;

• Visual feedback, presented over the CT image, depicting the my-
ocardial segments presenting hypo-perfusion (as assigned by the
clinicians) and the severity of the perfusion deficit.



Figure 1: Different myocardial segments considered when performing myocardial perfusion assessment.

Figure 2: Typical view planes used to analyse cardiac images showing left ventricle segmentation obtained using CardioAnalyzer.

Figure 3: Typical view planes used for cardiac image analysis showing visual feedback for lesion severity in different segments: yellow for sub-
endocardial lesion and red for transmural lesion. The polar map on thebottom right corner is automatically filled according to the interactions
performed over the image.

Clinician feedback concerning the presented tool is very encourag-
ing. During several informal evaluation sessions, where using the toolto
read CTP exams was allowed, clinicians considered it very easy to use,
providing a clear advantage regarding their usual myocardial perfusion
assessment method and showing good potential to be used on a daily ba-
sis.

The next step of our work will be to expand the presented tool with
quantitative data computed from the CTP images (refer to Silva et al. [5]
for examples). This will allow testing different quantitative analysis meth-
ods and their ability to help clinicians improve sensitivity and specificity
over their assessment relying solely on visual criteria.
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Abstract

Breast Cancer Conservative Treatment (BCCT) is now the preferred tech-
nique for breast cancer treatment. However the surgical outcome depends
on several factors, many of them difficult to assess, and this leads to signif-
icantly heterogeneous results. These results combined with the limited re-
producibility of subjective evaluation, led to the development of objective
methods, such as the new computer system named Breast Cancer Conser-
vative Treatment.cosmetic results (BCCT.core). This software is based on
comparisons between frontal photographs of the treated and non-treated
breasts, using several indices related to the surgical aesthetic result. Al-
though the BCCT.core system presents satisfactory results, there is an
important limitation which is the inability to measure three-dimensional
(3D) information.

The aim with this work is to develop a simple 3D model of a female
torso using low-cost solution, a Kinect sensor device. In the near future,
the created model will be used as an updated version of a BCCT.core to
obtain a full 3D aesthetic assessment of the surgical outcome. The results
obtained are very satisfactory and suggests that this approach could be
applied in the BCCT aesthetic evaluation.

1 Introduction

Breast cancer is now considered a public health problem, and it is the
most common tumour found in women. It is a very frequent disease and
remains one of the most publicized malignancies not only because of its
high incidence and prevalence, but also because of the impact that the
breast has on women’s body, sexual and maternal images. Contrarily
to the mastectomy, where the entire breast is removed, in conservative
treatment the tumour is removed macroscopically together with a small
amount of cancer free breast tissue. Therefore, besides providing a better
control of the disease locally, the conservative approach also allows bet-
ter cosmetic results. Approximately 90% of breast cancers are curable if
detected in their initial phase and treated properly. This means that many
women are expected to live with the aesthetic results of their local breast
cancer treatment for a longer period of time. Therefore, a good aestetic
outcome is crucial. However, auditing this problem and developing tech-
niques to improve aesthetic results is a difficult task, especially due to the
lack of a standard method to measure the aesthetic outcome.

Until recently, the most common technique used to assess aesthetic
results was the subjective assessment performed by one or more observers,
who focus directly on the patients or on photographic representations of
them. The opinion on the final aesthetic result is graded using one of
several existing scales that rank the results, usually by comparing the op-
erated breast with the untreated breast. However, there are some problems
regarding the interpretation of the results of the studies which use this type
of assessment. For instance, sometimes results are not objective because
they are performed by professionals who are involved in the treatment.
This lack of objectivity and reproducibility has lead to the introduction of
objective methods. These methods consisted of comparing the asymme-
try between the two breasts with simple measurements marked directly
on patients or on photographs of them. The current methodologies con-
tinue to show a significant lack of standardization, not only in the type
of assessment used, but also in the factors included in this evaluation and
the instruments used for this analysis. The BCCT.core is a computer-
aided medical system which aims to overcome the subjectivity and non-
reproducibility of existing methodologies. This software aims to be an
effective and easy-to-use tool to improve the outcome of breast cancer pa-
tient care. The BCCT.core is an automatic system capable of objectively
evaluating the overall aesthetic results of BCCT by automatically extract-

ing several features from frontal views of patient photographs. This way,
it is possible to capture the factors that have an impact on the overall cos-
metic results: breast asymmetry, skin colour changes due to radiotherapy
treatment and the appearance of the surgical scar [1]. In a second phase,
a Machine Learning algorithm is applied to predict the overall cosmetic
result using the recorded features. This tool’s approach, while innovative
and reproducible, has several points that need to be addressed as often
suggested by the users. Some of these points have already been studied,
as is the case of the interpretability of the model that relates the aesthet-
ical result to the input measurements [4], and the fact that only frontal
view photographs are used, disregarding information from side or oblique
views [5]. Therefore, one of the limitations of the software is the lack of
the third dimension.

Now, more than ever, it is important not only to compare results after
the treatment, but also to predict cosmetic results before the procedure has
taken place. A more accurate and objective tool to predict surgical out-
comes to guide the patient and surgeon in the decision-making or planning
process is using 3D imaging and surgical simulation. A simulation model
also allows patients to visualise the possible outcomes of different sur-
gical options. Several research groups have recently made attempts with
3D approaches [2, 3]. It is generally accepted that 3D imaging has great
potential in clinical environments, although there are factors that may in-
fluence its use in the near future. The high cost of the equipment and the
need for specialised people to operate it are some of the downsides. More-
over, almost all currently used techniques based on 3D models do not try
to predict the aesthetic result for a more informed choice of treatment. At
the same time, they are not suitable for the automatic evaluation of the
aesthetic result after the surgery. Consequently, low cost and easy-to-use
equipments are highly desirable.

The aim with this project is to obtain simple 3D models or volumetric
information from the data, and compare this information with the refer-
ence measurements that physicians collect daily. Using a Kinect sensor
device, it was possible to generate a disparity map of the scene. In the
near future, the created model will be used in an updated version of the
BCCT.core to obtain a full 3D aesthetic assessment of the surgical out-
come. Including the measurements extracted from the 3D model, it is
possible to improve the global assessment result. Furthermore, this sys-
tem is less complex than other systems used today, especially because the
pictures are taken with a single equipment and no calibration procedure is
required.

2 Kinect based method

The Kinect is hardware developed for the X-BOX console. This device
has one RGB camera and a depth sensor based on an infrared laser pro-
jector combined with a monochrome CMOS sensor. This sensor captures
video data in 3D under any ambient lighting conditions. It is a very re-
cent and low-cost platform, and its use is increasing as an alternative to
other more expensive 3D technologies. Using this device, it is possi-
ble to obtain a disparity map in colour or gray scale. The pixel colour
or gray scale represent specific depth information, but the conversion to
metric distances is not proportional. Calibration equations must be used
to convert the raw data generated by Kinect, which is represented in 2048
levels. There are few different equations to calibrate Kinect and all of
them have been tested, but the one that provided the best results was
dm = (dr/2048)3 · 9216, where dr is the raw data from the Kinect and
dm represents relative real distance.

We started by applying this approach to the female phantom torso in
order to validate our methodology. After the Kinect collected the data, it
generated a disparity map which was used to make measurements, namely



the distance between each nipple and the chest wall. The Kinect device
collected data in three different occasions, to assess the accuracy of the
measurements. Some differences were found, including: the rotation of
the phantom, the translation of the Kinect device, and also the distance
between the Kinect and the object (see Figure 1).

(a) (b) (c)

Figure 1: Different disparity map generated.

To evaluate the quality of the disparity map, an attempt was made
to compare the depth information with measurements taken from the 3D
model generated with a laser scanner [6]. Those measurements represent
the height of each breast achieved by measuring the distance between the
nipple and the chest. The measurements obtained were 4.3cm and 3.7cm
for the right and left nipple respectively. However, the values obtained
with the Kinect pertain to a certain reference, and for that reason it was
not possible to work with real metric values. In contrast, we can work
with relative distances and with ratio values in both scenarios: the real
phantom and the disparity map. Therefore, the real ratio between the
nipples was 1.162. In the disparity map, two different approaches were
used: in the first, the fiducial points were manually identified, and in the
second those points were found automatically, using min/max functions.
The ratio values obtained from the disparity map are presented in Table 1
- without rotation compensation (there are several acquisitions for each
period):

Table 1: Ratio values obtained with the Kinect using the female phantom.

Acq. #
No rotation compensation Rotation compensation
Auto Manual Auto Manual

µ σ µ σ µ σ µ σ

1 1.067 0.008 1.190 0.126 1.152 0.062 1.315 0.320
2 2.043 0.062 3.585 0.837 1.108 0.050 1.360 0.144
3 1.637 0.022 3.055 0.426 1.148 0.100 1.107 0.061

MSE 0.137 0.435 0.017 0.057

By comparing the ratio values obtained with the Kinect device and
the value obtained with the reference model (1.162), it is possible to ob-
serve large discrepancies between the values. In the first acquisition, the
phantom does not present too much rotation. Therefore, the ratio, both for
manual and automatic labeling, is similar to the measurement performed
using the reference model. The other results are different from the ref-
erence measurements because there is some rotation and this has to be
compensated. This is needed because only z-axis is known, for that rea-
son we have to assume that patients’ body is parallel to camera plane.
For that reason, rotation compensation was implemented based on value
points extracted from the abdomen, assuming that that region has a sim-
ilar shape on both sides, separated by a vertical line between the breasts.
By looking again at Table 1, it is possible to compare the result with and
without compensation by observing the Mean Square Error (MSE) related
to the measurement made on the reference 3D model. It is easy to observe
that the approach using automatic measurements and rotation compensa-
tion presents very satisfactory results.

The same scheme was applied to a database of 42 patients subjected
to mastectomy and immediate reconstruction (see Figure 2).

(a) (b)

Figure 2: Patient photograph and generated disparity map.

After the disparity map of all patients is generated, the process men-
tioned above was repeated to compute the ratio and estimate volume dif-

ferences between the patient’s breasts. Afterwards, this ratio was com-
pared to another ratio, obtained manually by the physician, of the height
of both nipples (distance between the medial projection of the nipple and
the sternum measured with 2 rulers). The obtained results, in terms of
MSE error, are presented in Table 2.

Table 2: Kinect measurements with patients (The range of ratios ratio
found for the 42 patients was [1; 2.522]).

MSE
No rot. compensation Rot. compensation
Auto Manual Auto Manual
0.062 1.030 0.056 0.436

By looking at Table 2, it is possible to state that the results are also
very satisfactory, namely for the automatic procedure with rotation com-
pensation, especially because the tests were made with patients. Although
results are only preliminary, there is a potential for the use of this low-cost
and user friendly infrared laser projector, to obtain 3D images (disparity
map), particularly because it will be possible to introduce volumetric in-
formation in the aesthetic objective evaluation made after breast surgery.

3 Conclusions

In conclusion, it is possible to state that 3D capabilities have a high clin-
ical potential. However, currently used 3D techniques face two major
problems: they are expensive and require specialized operators. Because
of that, the 3D modeling solutions used today are not advantageous, and
therefore are not commonly applied.

In this work, a low-cost solution - a Kinect sensor device - was used
to extract 3D information from patients or from a female phantom torso.
The results obtained until now can be considered very satisfactory, not
only with the female phantom torso, but mainly with real patients. It
was possible to detect the volumetric differences in the breasts using the
disparity map generated by the Kinect. The results were very similar to
the reference measurements performed manually by the physician, and for
that reason we believe that this approach has great potential for aesthetic
evaluations after breast surgery.
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Abstract

This manuscript presents a lossless bitplane-based method for compres-
sion of microarray images based on expectation pixel values. The method
compress each image on a bitplane basis, from the most to the least signif-
icant bitplanes, based on arithmetic coding driven by a 3D finite-context
models and Expectation-based Bitplane Coding (EBC). It produces an
embedded bitstream that allows progressive decoding of the original im-
age. The EBC is a technique where we can select future pixels to cre-
ate the context template. EBC alone is not effective to compress mi-
croarray images, therefore, we decided to use an hybrid approach using
EBC , intra-plane and inter-plane to create a more suitable context tem-
plate. EBC is more efficient for compressing the least significant bitplanes
where the expected values are close to the pixels true values. The results
obtained with the proposed method are slightly better in some cases how-
ever, generally, they are very similar.

1 Introduction

The raw data resulting from a microarray experiment consist of a pair of
16 bits per pixels of grayscale images (see Figure 1). These images, de-
pend on the size of the array and the resolution of the scanner, and may
require tens of megabytes to be stored or transmitted without any com-
pression loss. Due to this fact, and the need for long-term storage and
efficient transmission, the development of lossless compression methods
with progressive decoding capabilities is an important challenge. In the
literature, we can find several proposals for lossless compression of mi-
croarray images [2, 3, 5, 6, 7]. The method proposed by Neves et al. [6],
which uses a 3D finite-context model and arithmetic coding, is the one of
the most promising approaches. The main idea of the proposed method
is to use EBC instead of intra-plane coding, in each bitplane where EBC
provides best compression results compared to intra-plane coding.

(a) Green channel (b) Red channel

Figure 1: Example of a pair of images (1041× 1044 pixels) that results
from a microarray experiment.

2 Expectation-based Bitplane Coding (EBC)

Kikuchi et al. [4] proposed recently the idea of EBC. This approach can
be useful in some bitplanes, where the neighbors bits are not so meaning-
ful as they seem. Sometimes, the neighboring bits are only refining bits
that fine-tune the value of that particular pixel. In 2010, Chen et al. [1]
proposed a lossless compression algorithm that uses EBC. Our proposal
uses a similar approach that can be applied to microarray images. Sup-
pose p = {p15, p14, . . . , p2, p1, p0}, where pi is the value of the pixel pi at
bitplane i. When we are encoding the nth bitplane, if the pixel p is already
encoded at the current bitplane, its expectation value is formulated as

E(x) =
15

∑
i=n

2i +(2n−1−1). (1)

On the other hand, if the pixel p has not been encoded at current
bitplane, its expectation value is defined as:

E(x) =
15

∑
i=n

2i +(2n−1). (2)

During the compression process, we use this expectation values in-
stead of the real bit values only when the EBC is more efficient to com-
press the pixels of the current bitplane. In case of using the EBC, if the
expected value of the context is lower than the expected value of the cur-
rent pixel, the context bit used is 0, otherwise 1 is used. The variable size
template used is described in Figure 2 and as we can see, there are two
future pixels (pixels 4 and 3) that are used in the context template. The
pixel denoted by 0 represents the current pixel being compressed. Using
this approach, we can select future pixels for the context template, which
is more efficient for the least significant bitplanes, where the neighboring
bits of each bitplane are merely refining bits and they only fine-tune the
final value of that particular pixel.

9
5 2 6 8

7 1 0 3
4

Fig. 1. Template for the neighborhood context.

encoded/decoded, the expectation value y(n) is updated to be
used for y! in a coming chance of reference.

In the proposed bit-plane coding, every bit to be encoded
is modeled by two kinds of contexts. The contexts are built by
the expectation values of decoded pixels. The raster scanning
order is used for visiting pixels.

The pixel location of a target bit, xn, where n ! [1, D]
for D-bit depth images, to be encoded is labeled by 0 on the
template shown in Fig. 1. The neighborhood context bit at
each location is generated as follows.

qi =

!
1, for yi > y

0, otherwise
(2)

where i ! [1, J ], and J is the number of reference pixels on
the template. Since context bits are computed by the expec-
tation values of pixels, it is possible to make a reference to
the pixels at non-causal locations. The non-causal pixels are
useless for encoding the most significant bit-plane, and they
are skipped in such a case.

In the proposed bit-plane coding, the inter-bit correlation
on a bit-plane is not used. Instead, for modeling a target
bit, we use the expectation values of pixels being decoded
of which more significant bits have been already available at
the decoder. The method can be referred to as bit modeling
by pixel values. It is different from popular context modeling
such as pixel modeling by pixel values and bit modeling by bit
patterns in JPEG-LS[4] and JPEG 2000[2], respectively. To
make a context model of a target bit, the expectation values of
decoded pixels are used instead of unknown true values at the
decoder. Since the decoded pixel values are spatially corre-
lated to each other as considerably high as true pixel values, it
becomes possible to apply a large effective template without
context dilutions.

Highlight areas and shadow areas are probable to repre-
sent different objects in an image. According to this observa-
tion, a target bit being encoded is conditioned by the magni-
tude of the expectation value y of the target pixel. The excur-
sion of the tone scale is divided into 2K successive intervals
so that the K-bit self context for D-bit depth images is de-
fined as follows.

q0 = i, for 2D"Ki " y < 2D"K(i + 1) (3)

where i !
"
0, 2K # 1

#
. The context model of a target bit is

formed by q = (q1, · · · , qJ , q01, · · · , q0K), where qi and q0k

! "
n$ the bit depth
Set the expectation value by Eq. (1)
While n > 0 {

Initialize the probabilities
for all pixels {

Define the context model, q
Binary arithmetic encoding of xn by q
Update the expectation value, y

}
Output the code bit stream
n$ n# 1

}# $
Fig. 2. Pseudo code of the encoding algorithm.

(a) sort-free (b) luma-sorted
Fig. 3. Grayscale renditions of a GIF image, lena.

stand for the neighborhood context bits and the self context
bits, respectively.

J = 9 and K = 3 are default values for the pixel bit
depth of D = 8. Since the inter-pixel correlation decreases
at lower bit-planes for most natural images, the number of
template pixels are decreased gradually such as 8, 7, 6, and 5
for encoding four LSBs, respectively.

The encoding procedure is summarized in Fig. 2. In the
adaptive arithmetic encoder, the frequency counts are initial-
ized, when the bit-plane changes. All the initial probabilities
are set to be equal. The adaptive binary arithmetic codec is the
range coder1 in this work. The decoding algorithm is simply
obtained by replacing encoding with decoding in the encod-
ing algorithm.

An RGB color image is compressed, after the reversible
component transform

M $ R#G,
N $ B #G,
E $ G + %M+N

3 &

$
%
& (4)

is applied for decorrelating color components.
When the color index values in color-quantized images

such as GIF images are used as substitute for tone values,
a resulting grayscale image looks quite abnormal in appear-
ance as seen in Fig. 3, and it is hard for ordinary codecs to

1 http://hem.spray.se/mikael.lundqvist/

Figure 2: Context template[4].

3 Algorithm

The compression algorithm is based on simple bitplane separation, where
each binary layer (from the least to the most significant one) is then com-
pressed using 3D finite-context models and arithmetic coding. In Fig-
ure 3, we can see an example of a 3D context configuration used to com-
press a microarray image. As we can see, there is inter-plane and intra-
plane pixels that can be used in the context template. However, in our
approach, we decided to keep the inter-plane configuration that is used
in [6] and try to use intra-plane and EBC competing with each other. In
each bitplane, we use inter-plane + EBC or inter-plane + intra-plane, de-
pending which one saves more bits. The selected approach must be sent
as side information to the decoder in order to be possible to decode the
original image correctly. This only requires 16 extra bits, which is a small
cost to pay compared to the image compression data.
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Fig. 7. Context configuration obtained by the proposed method in five different bitplanes of the image “1230c1G”: (a) when encoding bitplane 14 (seven bits of
context); (b) when encoding bitplane 13 (11 bits of context); (c) when encoding bitplane 12 (13 bits of context); (d) when encoding bitplane 11 (17 bits of context);
(e) when encoding bitplane 10 (20 bits of context). Context positions falling outside the image at the image borders are considered as having zero value.

Before encoding a bitplane, , the algorithm constructs an
appropriate context configuration through an iterative process
(note that bitplanes are numbered from 0, the least significant
bitplane, to 15, the most significant bitplane). In each iteration,
an additional context bit is tested in each of the pos-
sible locations, one in each of the context bitplane that
are available. In a given context bitplane, the additional bit can
only be inserted in position of the corresponding template dis-
played in Fig. 6 if all positions belong already to the
best context configuration found so far. This means that the part
of the context belonging to a given bitplane can grow only ac-
cording to the pixel numbering shown in Fig. 6. The template in
Fig. 6(a) is used for the context bitplane , whereas the template
in Fig. 6(b) applies to the remaining context bitplanes, i.e., from
bitplane to bitplane 15.

After performing an iteration, the new context bit is assigned
to the position where the largest improvement in the compres-
sion performance of bitplane occurred. If none of the possible

context bit positions were able to improve the compres-
sion, then the search stops and the context configuration found
so far is used for encoding the bitplane . Otherwise, a new con-
text bit is tested. This iterative process proceeds while the new
context bit is able to improve the compression performance of
bitplane or until the maximum context depth is reached. For
the results presented in this paper, we used a maximum of 20
context bits. Fig. 7 presents an example of the context config-
uration obtained with this process for some of the bitplanes of
the image “1230c1G” (APO_AI image set).

The configuration of the context bits for a particular bitplane,
, can be communicated to the decoder using approximately

bits. Note that the maximum number of context bits
per context bitplane is less that 16 (see Fig. 6) and, therefore, can
be represented in four bits. Hence, the total overhead regarding
the image-dependent contexts is just some tens of bytes.

The algorithm is outlined next.

;

;

;

Fig. 6(a);

Fig. 6(b);

;

;

;

;

;

.
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Figure 3: 3D context configuration [6].



4 Results and conclusions

The microarray images used in the experimental results were collected
from three publicly available sources. 1) 32 images that we refer to as
the APO_AI set; 2) 14 images forming the ISREC set; 3) three images
previously used in MicroZip. The image sizes ranges from 1000× 1000
to 5496×1956 pixels and all of them have 16 bits per pixel. The average
results presented take into account the different sizes of the images, i.e.,
they correspond to the total number of bits divided by the total number of
image pixels. In Table 1, we have the compression results for the algo-
rithm proposed in [6] and our approach. As we can see, there are small
improvements in some images but, generally, the results are very simi-
lar. Furthermore, we noticed that, in the last 8 least significant bitplanes,
our approach uses more times EBC instead of intra-coding, which leads to
the conclusion that EBC is more effective to compress the least significant
bitplanes than intra-coding (see Fig. 4). It is possible to conclude that in
the least significant bitplanes, the algorithm actually generates better re-
sults. As future work, it will be interesting to explore other alternatives to
EBC or using a different equation to obtain the expected value.
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Figure 4: Percentage of utilization of each context (INTRA vs EBC) for
each plane, from the least significant bitplane (0) to the most significant
one (15).
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Set Image Micro3DEncBest Proposed

A
PO

_A
I

1230c1R 10.591 10.589
1230c1G 10.847 10.847
1230c2R 10.734 10.734
1230c2G 10.971 10.971
1230c3R 9.868 9.870
1230c3G 10.244 10.244
1230c4R 10.271 10.272
1230c4G 10.430 10.430
1230c5R 9.682 9.682
1230c5G 9.970 9.970
1230c6R 10.413 10.413
1230c6G 10.265 10.265
1230c7R 9.702 9.702
1230c7G 10.164 10.164
1230c8R 10.485 10.485
1230c8G 10.389 10.389
1230ko1R 10.348 10.348
1230ko1G 10.076 10.079
1230ko2R 10.093 10.093
1230ko2G 10.015 10.015
1230ko3R 10.138 10.138
1230ko3G 10.367 10.367
1230ko4R 10.130 10.130
1230ko4G 10.032 10.032
1230ko5R 10.093 10.093
1230ko5G 10.390 10.390
1230ko6R 9.978 9.978
1230ko6G 10.194 10.194
1230ko7R 9.984 9.984
1230ko7G 10.255 10.255
1230ko8R 10.191 10.191
1230ko8G 10.232 10.232
Average 10.236 10.236

IS
R

E
C

Def661Cy3 10.412 10.412
Def661Cy5 8.874 8.874
Def662Cy3 9.156 9.155
Def662Cy5 10.581 10.592
Def663Cy3 10.125 10.125
Def663Cy5 9.538 9.547
Def664Cy3 9.991 9.992
Def664Cy5 11.192 11.192
Def665Cy3 11.429 11.429
Def665Cy5 12.536 12.536
Def666Cy3 9.346 9.319
Def666Cy5 11.062 11.069
Def667Cy3 9.218 9.225
Def667Cy5 9.328 9.328
Average 10.199 10.200

M
ic

ro
zi

p array1 11.126 11.142
array2 8.470 8.470
array3 7.712 7.712
Average 8.014 8.016

AVERAGE 11.9327 11.9339

Table 1: Compression results in bits per pixel for the proposed method and
the method presented in [6]. The 16 extra bits required as side information
are included.
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Abstract

In this paper we present the comparative results of two lung nodule seg-
mentation methods for nodules with ground glass opacity (GGO).

The first is a hard segmentation approach, a shape-based computer-
aided lung nodule segmentation method that enhances the computer to-
mography (CT) image using anti-geometric diffusion before obtaining the
volumetric shape index. The nodule candidates are determined based on
this feature and segmentation is achieved by adaptive thresholding fol-
lowed by a modified expectation-maximization method. The second is a
soft segmentation appaoch, a probabilistic segmentation method that also
uses anti-geometric diffusion and volumetric shape index to determine
nodule candidates positions and establish a seed point for a region grow-
ing scheme that uses regression in the growing process to estimate the
probability of each neighbor of belonging to the nodule or not.

Both methods perform well and some discussion is presented on which
approach better suits the GGO nodules - hard or soft segmentation.

1 Introduction

Early detection of malignant lung nodules is of utmost importance in re-
ducing lung cancer mortality rate. Since most nodules are benign and vol-
ume and growth rate are the main factors in establishing the malignancy
of the nodule, accurate segmentation schemes are extremely important.

In order to obtain the nodule’s volume, segmentation methods find the
outer contour and is, usually, assumed that the nodule is already detected.

There are three types of lung nodules: solid, non-solid and part-solid.
Nodules that are part-solid and non-solid have ground-glass opacity (non-
solid nodules have higher GGO than part-solid nodules) [1]. GGO nod-
ules are more likely malignant than solid nodules [4] and therefore GGO
nodule detection and segmentation is of utmost importance.

Nodules with GGO present greater challenges than solid nodules be-
cause their boundary is more diffuse, and are more difficult to accurately
segment and detect.

In this work a set of 11 GGO nodules is used to assess two segmen-
tation methods. One is an automatic hard segmentation method using
shape-based features and the other is a semi-automatic soft segmentation
method that uses a supervised probabilistic approach.

2 Materials

The data used is from the Utrecht images from the Nelson’s study database,
courtesy of the Image Science Institute, University of Utrecht.

The data consists of 11 lung CT images with GGO nodules in all of
them. These images were manually segmented by experts.

3 Methods

Two segmentation methods were used, one shape-based segmentation that
performs a hard segmentation and a probabilistic approach that performs
a soft segmentation.

An overview of the proposed approaches is shown in figure 1.
The first step is to enhance image using anti-geometric diffusion. This

pre-processing stage is done to smooth the edges so that the volumetric
shape index map is more accurately obtained. Then, the shape-based ap-
proach uses the shape index map values to determine the nodule candi-
dates and uses adaptive thresholding followed by a modified expectation-
maximization method to improve results. A final classification stage using
spatial features and support vector machines (SVMs) is not represented
in the block diagram. The probabilistic method estimates a seed point

Figure 1: Block diagram of the overall segmentation scheme.

amongst the nodule candidates obtained from the shape index map and
uses a region growing scheme, applying regression in the growing process
to estimate the probability of each neighbor of belonging to the nodule or
not.

3.1 Anti-Geometric Diffusion

A pre-processing enhancement stage by anti-geometric diffusion to smooth
the edges in order to accurately calculate the shape index.

The anti-geometric diffusion model was presented in [5] and is based
on the geometric heat flow. The diffusion is done in a direction orthogonal
to the geometric heat flow.

Given the iso-intensity contours of an image I(x,y,z), let η and ξ

denote the gradient and tangent directions, respectively.
The linear heat equation is:

∂ I
∂ t

= ∇.∇I = Iζ ζ + Iηη

In anti-geometric diffusion, the tangential diffusion is excluded, therefore
the anti-geometric diffusion equation is given by:

∂ I
∂ t

= Iηη =
I2
x Ixx +2IxIyIxy + I2

y Iyy

I2
x + I2

y

where Ix and Iy are the first derivatives along x and y and Ixx, Ixy and Iyy
are the second order derivatives.

3.2 Volumetric Shape Feature

The volumetric Shape Index (SI) measure at voxel p(x,y,z) is defined as:

SI(p) =
1
2
− 1

π
arctan

k1(p)+ k2(p)
k1(p)− k2(p)

where k1(p) and k2(p) are principal curvatures at voxel p.
Every distinct shape, with the exception of the plane, corresponds to

a unique shape index [3], therefore, the shape index can be used to char-
acterize the topological shape of an iso-surface in the neighborhood of
each voxel, considering that nodules usually have spherical shapes easily
distinguishable from the elongated shape of the vessel. The shape in-
dex values obtained for the sphere-like nodule and the cylinder-like blood
vessel at each voxel are shown and the average SI for the nodule is higher
than for the blood vessel. To use the values of SI to obtain the nodule
candidates it is necessary to look for the values that indicate spherical
elements in the image.

3.3 Shape Based Computer-Aided Segmentation

This approach is based on the Shape Based Computer-Aided Segmenta-
tion of Lung Nodules in thoracic CT images [7].



Case Method1 Method2 Manual
1 981 655.9 932
2 707 469.9 654
3 707 470.3 654
4 1141 761.3 990
5 729 486.6 640
6 1263 848.7 1185
7 2339 1568 2250
8 847 562.8 836
9 844 558.9 836
10 1292 869.2 1341
11 1118 750.9 1086

Table 1: Volume measurement results.

A 3D potential nodule segmentation by adaptive thresholding and
a modified Expectation Maximization method is done to obtain nodule
candidates. Adaptive thresholding is a fast segmentation approach that
produces good results for nodules that have smaller intensity variance
within the nodule area, for example, most low contrast nodules. For
nodule with larger intensity variance the method has a tendency to un-
dersegment. To improve the results on such nodules a Modified Expec-
tation Maximization (MEM) segmentation method was used. The MEM
is a combination of a Markov Random Field (MRF) and an Expectation-
Maximization (EM) scheme to iteratively estimate the parameters of a
statistical model that takes into account the spatial properties. Then,
the probability that each voxel represents a potential nodule is calcu-
lated [2]. Only two classes are considered object (nodule candidate) and
background.

3.4 Probabilistic Segmentation

This approach is based on Supervised Probabilistic Segmentation of Pul-
monary Nodules in CT Scans [6].

The supervised method needed a seed point to be given to start the
region growing process. Using the values of the volumetric shape index,
a nodule candidate position can be estimated and used as seed point.

The result of the segmentation is independent of the position of the
seed point just as long it is inside the nodule. For each neighbor found in
the growing process the probability of it belonging to the nodule or not is
estimated using regression. All neighbors with probability higher than a
certain threshold are considered as belonging to the nodule. Three types
of regression were used: linear, k-nearest neighbor and support vector
machine regression.

A set of features were used to distinguish nodules. The most impor-
tant was the density of voxels since most lung nodules have tissue densi-
ties different than the surrounding lung parenchyma. To incorporate gray
level information from a spatial neighborhood the original density and five
blurred versions of the volume (Gaussian blurring with σ = 0.5,1,2,4,8)
as features. To separate voxels on edges from those in homogeneous re-
gions in features space, the gradient magnitude was added, computed with
Gaussian derivatives at the same scales.

Region growing only produces good results in the case of isolated
nodules, these features objective is to distinguish nodules from the at-
tached structures. One way to do this is to examine the second order
derivatives along principal directions. The eigenvalues of the Hessian
matrix, sorted from large to small, again at scales σ = 0.5,1,2,4,8 are
obtained. Also a separable gray level opening with a uniform kernel of 3
voxels length is performed. This process was repeated four times, yield-
ing four feature values.

4 Results

The volume was measured for both methods, as well as the images manu-
ally segmented by experts. In the case of the soft segmentation approach
the volume was obtained in terms of the probability 0 ≤ pi ≤ 1 of each
voxel belonging to a nodule x:

V (x) =
n

∑
i=1

pi

The volume measurement results are presented in table 1.
Segmentation results are shown in figure 2, including the images man-

ually segmented by experts.

(a) (b) (c) (d)

Figure 2: Segmentation results: (a) Original Image (b) First Method (c)
Second Method (d) Manually segmented image.

5 Discussion

Ground glass opacity nodules or non-solid nodules do not have a well
define outer contour making it more difficult to segment and obtain the
volume, both approaches performed well, segmented and obtain the vol-
ume of all GGO nodules.

The first method showed a slight oversegmentation in comparison to
the experts’ opinion. The second resulted in undersegmentation of the
nodules.

In a soft segmentation scheme, by assuming the values of the proba-
bility when calculating the volume the results will always be lower than in
a hard segmentation one. However, the resulting images show that the sec-
ond approach not only considered the outer border of the nodule as hav-
ing a lower probability value but also that outer border is undersegmented
(in relation to the experts manually segmented image as well as the first
method). Adjustment to initial probability threshold shoud be made not to
exclude potential neighbor voxels. Also, the testing/training was done us-
ing leave-one-out model because of the small database, a larger database
is necessary to explore other options.

6 Conclusions

The methods proposed are fully automated and performed well with GGO
nodules.

The results are promising but further experimentation with a larger
database is necessary. Some of the results, specially with the second
method are inconclusive due to the small database.
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Abstract

Motivated by a breast cancer application, in this work we address a new
learning task, in-between classification and semi-supervised classifica-
tion. Each example is described using two different feature sets, not nec-
essarily both observed for a given example. If a single view is observed,
then the class is only due to that feature set; if both views are present the
observed class label is the maximum of the two values corresponding to
the individual views.

We propose new learning methodologies adapted to this learning para-
digm and experimentally compare them with baseline methods from the
conventional supervised and unsupervised settings. The experimental re-
sults verify the usefulness of the proposed approaches.

1 Introduction

According to the World Health Organization, breast cancer was respon-
sible for approximately 519 000 deaths in 2004 comprising 16% of all
cancer incidence among women. X-ray mammography is currently con-
sidered the best imaging method for breast cancer screening and the most
effective tool for early detection of this disease.

In order to standardize the terminology of the mammographic report,
mammography findings are classified into the BI-RADS scale. Based on
level of suspicion, lesions can be placed into one of six BI-RADS scores:
score 0 when the exam is not conclusive, score 1 for no findings, score 2
for benign findings, score 3 for probably benign findings, score 4 for sus-
picious findings, score 5 when there is a big probability of malignancy,
and score 6 for proved cancer.When more than one finding is present
in the mammogram, the overall BI-RADS in the medical report cor-
responds to the finding with highest BI-RADS.This is the key obser-
vation that motivates this work.

An approach based on standard classification techniques would ex-
tract features from calcifications and masses, when present, and design a
classifier in the joint space. One disadvantage of this approach is that it
is not clear how to use the cases with masses only or calcifications only
in the design of the classifier nor how to use the classifier is such cases.
Moreover, the classifier would have to learn automatically from the data
that the final classification is the maximum of the values obtained from
the two ‘views’, masses and calcifications; it would thus be better to in-
corporate this knowledge in the learning process.

A second standard option is to train a classifier to make the prediction
for one type of findings (e.g. masses) and a second classifier for theother
type of findings (e.g. calcifications); the final classification would be the
maximum of the two predicted values. To train each individual classi-
fier, one could use the cases with that finding only, for which one knows
the true class. The training could be improved by using semi-supervised
learning techniques: the cases with both findings would be used as un-
labeled data to improve the performance of the individual classifier. The
disadvantage of this approach is that, by ignoring the classification when
both findings are present, one is not using all the information available
during training: although when both findings are present one does not
know which one is responsible by the score, one does know that at least
one of them motivated that score.

Motivated by the described application, we formalize a new learning
paradigm and propose new learning methodologies to make efficient use
of all the available information.

2 Max-coupling Semi-Supervised Learning

Consider a training set comprising three different type of observations:

1. S1 = {xi,yi = f (xi)}, wherei = 1, . . . ,N1 andxi ∈ ℜd1, with d1 the
dimension of the feature space andf (.) is unknown.

2. S2 = {zi,yi = g(zi)}, wherei = 1, . . . ,N2 andzi ∈ ℜd2, with d2 the
dimension of the feature space andg(.) is unknown.

3. S12 = {xi,zi,yi}, wherei = 1, . . . ,N12, xi ∈ ℜd1 andzi ∈ ℜd2. It
is known thatyi = max( f (xi),g(zi)) but f (xi) andg(zi) are both
unobserved.

For every observation,yi corresponds to a known classification in one of
K ordinal classes.

3 Learning the Max-coupling dependencies

3.1 A Modified semi-supervised approach

Self-training first learns a separate classifier for each view (x andz) using
any labeled examples. The most confident predictions of each classifier
on the unlabeled data are then used to iteratively construct additional la-
beled training data. Our first proposal to make use of all the available in-
formation is inspired on self-training. Two classifiers are initially trained
with the samples{xi, f (xi)}, wherei = 1, . . . ,N1 and{zi,g(zi)}, where
i = 1, . . . ,N2, respectively. The two classifiers are used to make predic-
tion in the subsetS12. If the maximum of the two predictions agree with
the known label, the labeled training point is added only to the classifier
predicting the maximum value (in case of a tie, both models receive the
new training data). Intuitively, instead of selecting the new training points
based on the estimated confidence, the points are chosen if the final pre-
dictions agrees with the known label.

3.2 A Modified on-line supervised approach

On-line supervised learning algorithms incrementally build the model and
dynamically refine it over time using the most recent observation. Denot-
ing by w the set of parameters of the model, a typical update rule follows
the format

w(t+1) = w(t)−η
∂L
∂w

|t ,

whereη is the learning rate andL some loss function. We are assum-
ing an update rule based on the gradient but similar rules exist for other
rationales.

We propose to incorporate in the architecture of the model the knowl-
edge about the output, namely that it is the maximum of two independent
values; adapting the architecture to the learning problem, we then update
the parameters using the aforementioned update rule. We propose to de-
sign the global model as the parallel of two individual models coupled
by a max computation in the end. Each of the individual models is pa-
rameterized by its own set of parameters,w1 andw2. Consider now that
we receive the current observation and we want to update the join model.
When bothxi andzi are present, three different cases should be consid-
ered:

1. ŷi = f̂ (xi) ∧ ŷi > ĝ(zi)

Assuming that both models are continuous functions of the param-
eters (and the magnitude of the gradient is bounded), then ‘small’
changes in the parameters of the second model will not affect the
output of the joint model nor the loss function. Therefore, the
derivative of the loss in respect to the parameters of the second
model is zero and only the first models needs to be updated. Since
the loss function at the output of the first model equals the loss at
the output of the joint model, the update follows the conventional
rule, as if observing the output ˆyi in the output of the first model.

2. ŷi = ĝ(zi) ∧ ŷi > f̂ (xi)

In this case the roles of the first and second models are reversed,
and one only needs to conventionally update the second model.



single view Dataset Standard Two Standard One Standard proposed proposed
percentage Classifiers Classifier tri-Training semi-supervised batch

ESL vs ESL 47(49/45)% 28(23/34)% 14(15/11)% 10(11/9)% 8(8/7)%
ESL vs bcct 39(40/18)% 21(20/50)% 15(16/11)% 9(9/5)% 7(8/5)%

40% ESL vs Pasture 18(11/41)% 20(13/45)% 11(10/13)% 5(3/10)% 3(2/6)%
bcct vs bcct 32(36/27)% 24(21/27)% 13(14/11)% 15(18/11)% 9(10/7)%

bcct vs Pasture 4(4/27)% 2(2/18)% 8(7/17)% 1(1/5)% 1(1/2)%
Pasture vs Pasture 18(17/18)% 7(5/10)% 11(11/12)% 3(4/3)% 3(4/3)%

Time elapsed (sec) 6.52 12.47 714.18 780.82 884.22
Table 1: Overall MAE results for real datasets with 50% data for training. Results for are present in the format ‘complete test set (single view/two
views)’.

3. ŷi = ĝ(zi) = f̂ (xi) In this case both models should be updated, as
if observing the output ˆyi in the output of each of the models. This
follows from the observation that

∂L(yi, ŷi)

∂w1
=

∂L(yi, f̂ (xi))

∂w1

and
∂L(yi, ŷi)

∂w2
=

∂L(yi, ĝ(zi))

∂w2
,

wherew1 andw2 represent the vector of parameters for the first
and second models, respectively.

When only one ofxi andzi is present only the corresponding model is
updated.

3.3 A Modified batch supervised learning approach

The on-line proposed model suggests that the most informative observa-
tions are the ones currently being misclassified, since these are the ones
leading to an update of the models. This paves the way to a new batch
mode supervised learning: instead of adding to the current training set the
points where both classifiers agree (as in the standard co-training) or the
set of points where the maximum of the two outputs agrees with the ob-
served global classification, every point will be used, either in the training
set of model 1 or in the training set of model 2 (or in both).

The algorithm consists thus in first training two models, one withS1
and another withS2. Each model will be used to predict the class of the
samples inS12. Each model is then iteratively retrained with the original
samples plus all the samples fromS12 for which the model prediction was
higher. For example, if for the first sample inS12, model A predicts a
higher class than model B, that sample will be added to the training set of
model A.

It is important to highlight a key difference to the proposed model
based in semi-supervised learning techniques. With the semi-supervised
based model, only examples where the final prediction agrees with the
known label are incorporated in the training set of one or both models;
moreover when an example is added in one of the training sets it is no
longer removed. With the now proposed approach, all examples are se-
lected to integrate one or both training sets; between two epochs examples
can be moved from one training set to the other.

4 Experimental Validation

4.1 Datasets

In our previous work [2], experiments with synthetic datasets were pre-
sented. Here, three types of real data were used and combined. The
first dataset, ESL, contains 488 profiles of applicants for certain indus-
trial jobs. The class assigned to each applicant was an overall score cor-
responding to the degree of fitness for the type of job. bcct dataset, en-
compasses on 960 observation taken from [1] and expresses the aesthetic
evaluation of Breast Cancer Conservative Treatment (BCCT). The aes-
thetic outcome of the treatment for each and every patient was classified
in one of the four categories: Excellent, Good, Fair and Poor. The last
dataset, Pasture, contains information on the pasture production from a
variety of biophysical factors. The target feature has been categorized in
three classes, (Low, Medium, High), evenly distributed in the dataset of
36 instances. Each one of the above three datasets was considered as one
of the views, yielding a total of 6 datasets.

4.2 Methodology

We randomly split the datasets into training and test sets. In order to
study the effect of varying the size of the training set, we considered two
possibilities: 10% and 50% of all the data used for training. Since the data
is ordinal, we adopted the MAE as a measure of performance. Each model
parameterization was optimized by cross-validation inside the training set.

All models were instantiated with SVMs. The standard two classifiers
model trains a classifier for each of the views, ignoring the subsetS12 for
training. The standard one classifier model trains a single classifier in
the complete dataset, previously replacing unknown feature-values by the
corresponding average value.

As standard semi-supervised technique, Tri-training [3] was selected.
In this method, the labeled data are split in three sets and a classifier is
trained in each set. If two of them agree on the classification of an unla-
beled point, the classification is used to “teach” the other classifier.

4.3 Results

Overall results are presented in Table 1. Besides the MAE in the complete
test set, we also show the performance for the test subset with information
only for a single view and for the subset with the two views.

Since the results for 10% and 50% of the data for training were con-
sistent in terms of relative performance, we only show results for the last
percentage.

A first conclusion is that the standard two classifiers model was the
worst performing model. The single classifier approach has also diffi-
culties learning from the data. The proposed batch model is the best-
performing model both in the complete test set and in the subset compris-
ing only single-view examples.

So far, we are still collecting our database of mammograms and man-
ually annotating them and therefore we are unable to present results for
this specific application. Nevertheless, the results obtained for the pre-
sented data are very promising and potentially interesting for different
scenarios.

5 Conclusion

In this paper we propose a new learning paradigm, in between classifica-
tion and semi-supervised classification. In proposed max-coupled setting,
for every observation, we do possess some information about the label;
however, in a subset of the examples, the knowledge is incomplete, cor-
responding to the worst-case classification of the individual views of the
example. The quality of our results motivate us to further pursue the prob-
lem. An interesting question, which we plan to research in the future, is
if the design ‘from scratch’ of models with embedded knowledge of the
max-coupled setting can further improve the results. We will also conduct
a larger validation of these ideas on real datasets.
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Abstract 
In this paper, we explore two different retinal vessel segmentation 
methods for the reliable estimation of vessels caliber in retinal images in 
order to assess vascular changes as an aid for the diagnosis of the ocular 
manifestations of several systemic diseases, namely diabetic retinopathy 
and hypertensive retinopathy. 

1 Introduction 
Retinal vessels can be affected by many diseases. In conditions such as 
diabetic retinopathy, the blood vessels often show abnormalities at early 
stages [1], [2]. Changes in retinal blood vessels are also associated with 
hypertension and other cardio-vascular conditions [3], [4]. Retinal vessel 
dilatation is a well-known phenomenon in diabetes and significant 
dilatation and elongation of arterioles, venules, and their macular 
branches occur in the development of diabetic macular edema that can 
be linked to hydrostatic pressure changes [5].  

An automatic retinal image analysis could provide an immediate and 
objective classification of retinopathy. Within this context, the main 
challenges to the automatic analysis of blood vessel changes are to be 
able to accurately segment the blood vessels, to align the images 
(registration), to correct any global variations in illumination, to estimate 
vessel caliber and to find segments of blood vessels that have changed 
significantly. 

In this paper, most of our intention is on comparing two different 
segmentation methods and using these algorithms for vessel calibre 
estimation. The first method segments retinal vessels based on centerline 
detection and morphological reconstruction [6]. The second method uses 
2-D Gabor Wavelets and supervised classification for segmentation [7].  

2 Segmentation Methodologies 
Vessel segmentation algorithms are the critical components of 
circulatory blood vessel analysis systems. In this section, we review two 
different methods for segmenting retinal vessels. First we briefly review 
the method proposed by Mendonça and Campilho which is based on the 
combination of the detection of centerlines and morphological 
reconstruction [6]. After that we review the method proposed by Soares 
et al. which is based on classifying each pixel as vessel or non-vessel 
[7]. 

The first method in [6], follows a pixel processing-based approach. 
The initial step of vessel centerline detection combines local 
information, used for early pixel selection, with structural features, as 
the vessel length. Global intensity characteristics and local vessel width 
information are adaptively exploited in the subsequent vessel filling 
phase. This method has three phases. The first one, the pre-processing 
phase, the background is normalized by subtracting an estimation of the 
background obtained by filtering with a large arithmetic mean kernel 
and then thin vessels are enhanced. 

The next phase is the detection of centerline segment candidates. 
The first operation aiming at extracting vessel centerline pixels is the 
application of a set of directional differential filters sensitive to the main 
vessel orientations. The particular kernels in this work are first-order 
derivative filters, known as difference of offset Gaussian filters (DoOG 
filters), with prevailing responses to horizontal (0), vertical (90), and 
diagonal (45, 135) directions. From each image containing the 
selected set of candidate points in one specific direction, an initial 
collection of centerline segments is generated by a region growing 
process. Each centerline candidate segment is validated by comparing its 
intensity and length features with image dependent reference values. 

The third phase is vessel segmentation. For this purpose, a multi-
scale approach is followed, where a set of morphological operators with 

increasing structuring element size is used for generating several 
enhanced representations of the vascular network. 

In this method, the background normalized image is processed by a 
sequence of top-hat operators using circular structuring elements of 
increasing radius. The range of the radius of the structuring elements 
varies from 1 to 8 pixels, covering the overall range of vessel widths. 
The eight images at various scales are finally reduced to four, each one 
obtained as the average of the two responses of operators with 
consecutive radii. For each vessel enhanced image, a marker and mask 
images are obtained using threshold values derived from the intensity 
histogram of the non-null pixels; each one of these thresholds is defined 
as the highest intensity value such that the number of pixels with 
intensities above this limit is greater or equal to a predefined percentage. 

The final image with the segmented vessels is obtained by iteratively 
combining the centerline image with the set of images that resulted from 
the vessel segments reconstruction. In the first iteration, vessel 
centerline pixels are used as seeds for a region growing algorithm, 
which breed these points by aggregating the pixels in the reconstructed 
image derived from the top-hat operator with the smallest structuring 
element size. The aggregation of points is, as usual, conditioned by the 
connectivity restriction. In each of the subsequent three iterations, the 
reconstructed images corresponding to the vessels with increasing width 
are in turn used for extending the output of the previous region growing 
step. 

The second method was proposed by Soares et al. in [7]. In this 
method, each pixel is represented by a feature vector including 
measurements at different scales taken from the two-dimensional (2-D) 
Gabor wavelet transform. The resulting feature space is used to classify 
each pixel as either a vessel or non-vessel pixel. This is done using a 
Bayesian classifier with class-conditional probability density functions 
(likelihoods) described as Gaussian mixtures, yielding a fast 
classification, while being able to model complex decision surfaces. The 
first phase in this algorithm is preprocessing. In order to reduce false 
detection of the border of the field of view (FOV) by the wavelet 
transform an iterative algorithm was developed to remove the strong 
contrast between the retinal fundus and the region outside of the FOV. 

In the second phase, a set of features is extracted from the test 
images. For each pixel, five features are extracted. One is the green 
intensity and the others are four features obtained using 2-D Gabor 
wavelet at four different scales. The Gabor wavelet is capable of tuning 
to specific frequencies, thus allowing noise filtering and vessel 
enhancement in a single step. 

The third phase in this method is the training of the classifier. In this 
method supervised classification has been applied to obtain the final 
segmentation, with the pixel classes defined as C1={vessel pixels} and 
C2={non-vessel pixels}. The authors used a Bayesian classifier in which 
each class-conditional probability density function (likelihood) is 
described as a linear combination of Gaussian functions which is called 
Gaussian mixture model (GMM) classifier. For each class, given the 
number 

i
k of Gaussians, the 

i
k  Gaussian parameters and weights are 

estimated with the expectation- maximization (EM) algorithm. After 
defining the classifier, it is possible to segment vessels by classifying 
each pixel in the test images using the 5-feature vector. 

3 Evaluation and vessel calibre measurement 
results 
For evaluating these methods, the DRIVE database was selected. This 
database consists of 40 images (seven of which present pathology), 
along with manual segmentations of the vessels. The 40 images have 
been divided into training and test sets, each containing 20 images. The 
images in the training set were segmented by one observer, while 
images in the test set were segmented by two observer, resulting in sets 
A and B. The observers of sets A and B produced similar segmentations. 
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Performance is measured on the test set using the segmentations of set A 
as ground truth. The segmentations of set B are tested against those of 
A, serving as a human observer reference for performance comparison. 

In the first phase of evaluation, we trained the Soares method with 
20 images in the training set using the open source MATLAB scripts, 
which are available on their website [8]. The estimation of the GMM 
parameters for one million random vessel and non-vessel pixels as 
training samples for k=20 takes too much time and it also needs huge 
amount of memory. By reducing the number of samples to 300,000 and 
k=5, it takes 5 hours. The segmentation time for the test images in both 
methods was less than 1 minute but it should be mentioned that the 
method proposed by Mendonça and Campilho does not have a training 
phase.  

To facilitate the comparison between these two retinal vessel 
segmentation algorithms, we have selected the segmentation accuracy as 
performance measure. The accuracy is estimated by the ratio of the total 
number of correctly classified pixels (sum of true positives and true 
negatives) by the number of pixels in the image FOV. Other important 
measures are sensitivity and specificity, which are indicators of the 
number of properly classified pixels, respectively in the true positive and 
true negative classes. Sensitivity is also known as true positive fraction, 
while the true negative fraction, which stands for the fraction of pixels 
erroneously classified as vessel points, is associated with specificity. 
Table 1 shows the result of this comparison. As we can see in this table 
the method proposed by Mendonça and Campilho has better accuracy 
when compared with the other method. The segmentation results of 
these methods can be seen in Figure 1. 

In the second phase of evaluation, we selected 100 coordinates 
inside the vessels (5 points in each test image) and determined the 
vessels caliber on the segmentation results (the corresponding binary 
images) of both methods.  

In order to obtain an estimation of vessel caliber, we calculate the 
distance transform of binary results of the vessel segmentation methods. 
This transform computes the Euclidean distance transform of the binary 
images and labels each pixel of images with the distance between that 
pixel and the nearest non-vessel pixel. After that, for each coordinate, 
we find the value of distance transform. The vessel diameter value is 
calculated by duplicating the result of the distance transform minus one. 

Table 2 shows the average of relative error of vessel caliber 
measurement based on first human observer. For more comparison and 
better accuracy, we also calculate the relative error in different cases: 1) 
in all of selected points, 2) only in points where the difference between 
vessel caliber for the two human observers is less than two pixels 3) the 
difference is less than one pixel, 4) equal caliber in both human observer 
results. As we can see in table 2, the method proposed by Mendonça has 
a smaller relative error when compared with the Soares method. 

Table 1: Performance of vessel segmentation methods   

Method Average 
Accuracy 

True positive 
fraction 

False positive 
fraction 

2nd Human observer 0,947 0,776 0,027 
Mendonça [6] 0,945 0,744 0,025 

Soares [7] 0,940 0,752 0,031 

Table 2: Relative error of vessel calibre measurement 

Method Case 1 Case 2 Case 3 Case 4 
Number of points 100 66 52 39 

2nd Human observer  33% 9% 5% 0 
Mendonça [6]  32% 26% 29% 28% 

Soares [7]  40% 32% 37% 39% 

4 Conclusion 
We provided a review of two retinal vessel segmentation methods and 
compared their performance. One of the methods follows a pixel 
processing-based approach and the other one is based on supervised 
classification. As a result of an overall comparison, the method proposed 
by Mendonça and Campilho has better performance in measuring the 
retinal vessel caliber and also in the detection and segmentation of thin 
vessels. As can be seen in Figure 1, most of the thin vessels in Soares 
method are not segmented. Also Soares method needs training and it 
takes a lot of time for training the classifier. 

As future work we aim at extending the vessel segmentation method 
proposed by Mendonça and Campilho to work with high resolution 
images and also developing advanced image analysis methodologies for 
automating the assessment of routine retinographies for identifying 
characteristic signs and manifestations of some prevalent eye disorders, 
such as diabetic or hypertensive retinopathies, which can provide 
clinically useful information to aid prevention and management of those 
diseases. 
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 (a)                                                          (b) 
 

            

(c)                                                            (d) 
Figure 1: (a) Original color fundus image. (b) Manual segmentation 
by human observer. (c) Segmentation result by Mendonça method 
[6]. (d) Segmentation result by Soares method [7].  
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Abstract

Optical Music Recognition (OMR) systems are an important tool for the

automatic recognition of digitized music scores. However, handwritten

musical scores are especially problematic for an automatic recognition.

They have irregularities that go from heterogeneous illumination to vari-

ability in symbols shape and complexity inherent to music structure. To

transform the paper-based music scores and manuscripts into a machine-

readable symbolic format several consistent algorithms are needed. In this

paper a method for music symbols extraction in handwritten and printed

scores is presented. This technique tries to incorporate musical rules as

prior knowledge in the segmentation process in order to overcome the

state of the art results.

1 Introduction

Music notation, the visual manifestation of the interrelated properties of

musical sound – pitch, intensity, time, timbre and pace – is a combination

and prolonged effort of hundreds of musicians. They all hoped to express

by written symbols the essence of their musical ideas. The final notation

is a kind of alphabet, shaped by a general consensus of opinion to serve

as a general expressive technique.

Several handwritten music documents still exist only in the form of

original or photocopied manuscripts, without being published in a digital

format readable by a computer software. Digitalization is an essential

tool to preserve this culture heritage. However, in order for composers

and other users to be able to interpret the digital music characters, Optical

Music Recognition (OMR) algorithms are required.

2 Musical symbols detection

The musical symbols detection is a stage on an OMR system where oper-

ations to localize and to isolate musical objects are applied. The proposed

algorithms must be robust to several problems imposed by music sym-

bols. The complexity of this phase, caused by printing and digitalization,

as well as the paper degradation over time, is directly related, not only

with the distortions inherent in staff lines, but also with broken, connected

and overlapping symbols (see Fig. 1), differences in sizes and shapes (see

Fig. 2 ), noise, and zones of high density of symbols (see Fig. 3).

(a) Broken minim sym-

bols.

(b) Connected notes in a

chord.

(c) A slur that overlapped

a beam.

Figure 1: Broken, connected and overlapping symbols.

(a) (b) (c)

(d) (e) (f)

Figure 2: Variability in sizes and shapes between handwritten and printed

scores.

(a) Music scores with

noise.

(b) An high density of

symbols.

Figure 3: Noise and zones of high density of symbols.

2.1 Segmentation process architecture

The music symbols can be split into four different types: (1) the symbols

that are characterized by a vertical segment (stem) and an oval note head:

crotchet (e.g. � �), notes with flags (e.g. � �( ) and minim (e.g. � �); (2) the

symbols that link the notes: beams (e.g. � � � �
====

); (3) the remaining symbols

connected to staff lines: clefs, rests (e.g. @ ), accidentals (e.g. ♭, ♯, ♮) and

time signature (e.g. R ); (4) the symbols above and under staff lines: ties,

slurs (e.g. a) and accents (e.g. > ).

Crotchet is usually the symbol that appears with more frequency on

a score. Hence, it is natural to start the segmentation process for stem

detection in order to detect, after that, the note heads. Besides, almost

all musical rules are dependent of this symbol. For instance, beams only

exist connecting crotchet. Similarly dependency can be established for

accidentals: they only exist before each note head and at same height.

We can also have a set of accidentals symbols, appearing after the

clef sign, composing the key signature. Besides all these music symbols,

a musical score must have a sign to define the meter of the music. Time

signatures establish the number of beats in each bar line and which note

value constitutes one beat. This type of sign is sometimes represented

by two figures where the numerator occupies the two top spaces and the

denominator occupies the two bottom spaces, or simply it is represented

by aS used to indicate 4
4 or aR used to indicate 2

2. The time signature is

placed after the clef symbol and any key signature.

Figure 4: Diagram of the musical symbols extraction algorithm.

A music sheet is first analyzed and split by staffs, as yielded by the

staff lines removal step [4, 5]. This choice aims the disintegration of a

complex problem towards various simple problems. The processing con-

tinues with the segmentation process proposed in this paper and illustrated

in Fig. 4. The extraction of all music symbols is based in contextual in-

formation and music writing rules. For each staff (set of staff lines) a clef

detection process (step I) is applied. If this symbol exists, the processes

to detect key (step II) and time signatures (step III) is performed. If a

clef symbol does not exist (for instance, the current music sheet can be

the second sheet of that music work) the algorithm searches for stored

information about previous music sheet analyzed. After step III (Time



Signature Detection) a procedure to find stems is made (step IV). If these

objects are presented in the staff then the algorithm searches for the exis-

tence of closed note heads (step V) – crotchet –, otherwise the algorithm

goes to breves and semibreves detection (step IXb). For each closed note

heads a beams detection (step VI) process is applied. The closed note

heads with beams cannot have flags. For the others a flag detection (step

VII) step is needed. If the algorithm does not detect any closed note heads

then it goes directly to step IXa (Minim Detection). The remaining stages

are accidentals detection (step X), dots detection (step XI), accents de-

tection (step XII), rests detection (step XIII) and bar lines detection (step

XIV).

The individual steps of the extraction process make use of the con-

nected components technique with a threshold for the distance between

objects. This freedom degree for the neighbors pixels is due to the exis-

tence of broken symbols, as already mention in this paper. For clefs and

rests detection, matrices with 10 rows and 5 columns are created, con-

taining for each cell the number of black pixels of each symbol. These

will be masks that will be used to calculate correlation degrees. This pro-

cedure starts with an image from the music score with a certain height

and width; while the correlation is below a threshold the width of the im-

age is increased. The stop criterion, if no match symbol is found, is the

maximum number of iterations. To detect key and time signatures, the

algorithm searches for connected components that are placed a certain

number of pixels away from the previous detected symbol. For the key

signature, distances between each accidentals are also considered. An-

other important issue that is taken into account is the maximum number of

accidentals allowed per key. For the note heads detection, the connected

components chosen were those with a width and height that do not differ

by more than 40%. These values were chosen with the aim to preserve the

geometric features of the notes heads. If the procedure is detecting closed

note heads then the algorithm rejects the objects selected with white pix-

els inside. For every symbol, musical rules were considered before the

application of the connected components technique. For instance, flags

are symbols that are always placed to the right of the stem. As opposed

to these signs, accidentals exist before each notehead and at same height.

In this manner, the connect components process is only applied in these

areas. It is worth noting that the threshold values used were all obtained

experimentally.

3 Evaluation metrics and results

The data set adopted to test the proposed architecture for the music sym-

bols extraction consists of both handwritten and synthetic scores. In the

latter, 18 printed scores available from [2] written on the standard notation

were considered. Several deformations were applied to this database: ro-

tation, curvature and typeset emulation; see [2] for more details. In total,

882 images were generated. The real scores consist on a set of 23 hand-

written scores from 6 different composers. These type of scores were bi-

narized using two different procedures: Otsu’s and BLIST’s methods [3].

Note that the synthetic scores are already in binary format.

Three metrics were considered: the accuracy rate (acc), the average

precision (prec) and the recall (rec). They are given by

acc =
#t p+#tn

#t p+# f p+# f n+#tn , prec =
#t p

#t p+# f p , rec =
#t p

#t p+# f n

where t p are the true positives, tn are the true negatives, f p are the false

negatives and f p are the false positives. A false positive happens when

the algorithm falsely identifies a musical symbol which is not one; and a

false negative is when the algorithm fails to detect a music symbol present

in the score. These percentages are computed using the symbols position

reference obtained manually and the symbols position obtained by the

segmentation algorithm. The performance of the procedure can be seen

in Table 1.

Binarization Method Precision Recall Accuracy

Handwritten scores Otsu 88.88% 85.28% 74.40%

BLIST 94.25% 78.72% 73.11%

Printed scores 98.73% 81.15% 79.97%

Table 1: Results of the music symbols extraction algorithm using both

printed and handwritten scores.

The encouraging results obtained for handwritten scores motivate fur-

ther investigations in our work. The BLIST’s method gives the highest

precision, whereas Otsu’s method gives the lowest error and the highest

recall. The performance obtained by the most commonly used commer-

cial OMR system is approximately 90% [1]. However, the estimation of

this value and the type of printed music scores used is not clear. With the

proposed algorithm the precision was 98.73%

4 Ongoing Work and Discussion

We believe the obtained results can be improved doing an error detection

in the symbols extraction phase and introducing confidence degrees in the

classification phase.

Confidence degrees are hypotheses of recognition of an object to be-

long to a certain class according to its position on the staff. The values

for these degrees can be computed empirically through experimental test-

ing. In the end, we will have a matrix where for each symbol we have

degrees of certainty of belonging to each class. This matrix is multiplied

by the matrix of probabilities given by the classifier in order to reduce the

probabilities of the falsely detected symbols.

Symbols confusion and wrong symbols added can be mitigated by

querying if the detected symbols’ durations match with the amount of the

value of the time signature on each bar. To do this, we propose incorporate

syntactic music rules as global constraints considering the following:

max
n

∑
i=1

k

∑
j=1

pi jxi j

s.t

∑
k
j=1 xi j ≤ 1, i = 1, . . . ,n

−N ∑
k
j=1 ∑

n
i=1 α jxi j = D, i = 1, . . . ,N

xi j ∈ {0,1}

(1)

where pi j is the likelihood of the symbol i to belong to the class j (given

by the multiplication between the matrix of confidence degrees and the

matrix of probabilities given by the classifier), xi j represents the symbol

i from class j, N and D are the top and the bottom numbers in the time

signature, respectively, n is the total number of symbols, k is the total

number of classes and α j is the note value.

The procedure of checking the coherency between the number of

symbols and the time signature is entirely related with the measure. A

measure is any musical symbol contained within two barlines. The top

number in the time signature indicates the number of beats to be counted

in each measure, while the bottom number indicates which type of note

value equals one beat. Every measure of music in a simple time signature

has the same number of beats per measure throughout the song. After

the classification and the confidence degrees assignment, the global con-

straints will detect the best combination of symbols in order to give the

indicated measure.

The inclusion of prior knowledge of syntactic and semantic musical

rules in the OMR recognition process can lead to better results in the

future.
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Abstract

Principal component analysis (PCA) is a well-known statistical technique
that has been widely applied to solve important signal-processing prob-
lems and learning low-dimensional linear models from multivariate data
sets. The main drawbacks of PCA are well known, e.g., problems that
arise in the presence of outliers, data corrupted by noise etc. A better re-
sult can be achieved if a fuzzy clustering technique is used to build the
clusters and then PCA is used to extract principal components of data.
The Fuzzy-PCA algorithm here proposed follows this strategy. The algo-
rithm performs well with data from a wind power database of Portugal’s
Electric Grid, REN. It was possible to identify typical curves of the data
and to predict wind power production using historical data and wind speed
predictions.

1 Introduction

Principal component analysis (PCA) is a well-known statistical technique
that has been widely applied to solve important signal-processing prob-
lems and learning low-dimensional linear models from multivariate data
sets. Its various applications includes feature extraction, image process-
ing, dimension reduction and object modeling [2]. In the knowledge dis-
covery from real world databases, however, single linear models are of-
ten too simple to reveal the detailed features of the high-dimensional data
sets. This task is harder to do when the data are highly corrupted by noise,
including intra-sample outliers. By uncovering the principal components
of the data distribution, PCA creates a lower dimensional subspace which
contains the relevant information on the data. Although highly successful
in typical cases, PCA suffers from the drawback of being a linear method.
Moreover, real world data manifolds besides of being nonlinear often are
corrupted by noise and embed into high dimensional spaces. It is therefore
necessary to apply robust methods that are resistant to possible outliers.

PCA has been often jointly used with clustering techniques, espe-
cially in pattern-recognition tasks. The combined application is more
compressible than classical PCA, i.e. the first fuzzy principal compo-
nent accounts for significantly more of the variance than their classical
counterparts, estimating the non-linear relations on the data.

In this paper we propose an Fuzzy-PCA clustering algorithm that is
an hybrid method as combines fuzzy strategy and PCA. The proposed
fuzzy clustering based algorithm tackles most of the drawbacks of PCA,
and, simultaneously, for each cluster, applies PCA to extract principal
components that explain most of the variance in the data.

The Fuzzy-PCA algorithm here proposed was used as a tool in an-
other algorithm also developed to predict wind power production. The
results are shown in the Section 3.

2 FCM-PCA algorithm

Fuzzy c-means (FCM) algorithm is a well known algorithm [1]. Minimiz-
ing the cost function (1), one gets the formulas (2)-(3) to update member-

ship degrees of each data point to each cluster and also the cluster centers:

J(U,C) =
N

∑
k=1

nc

∑
i=1

um
ik ‖xk− ci‖2 (1)

s.t.
nc

∑
i=1

uik = 1, ∀k

uik =
1

nc

∑
j=1

(
‖xk− ci‖
‖xk− c j‖

) 2
m−1

(2)

ci =

N

∑
k=1

um
ik ∗ xk

N

∑
k=1

um
ik

(3)

The extension here presented from FCM to FCM-PCA uses orthogo-
nal projection as basic principle: It is well known from Algebra that the
minimum distance between a vector and a subspace is a vector orthog-
onal to that subspace. Using this result, instead of using the quadratic
norm of the distance vector, dik = xk−ci, as in the cost (1), it will be used
the residual vector of the approximation of the vector dik by its orthogonal
projection onto the subspace of principal components.

Let dik , xk− ci, where xk is a sample data and ci is the center of the
ith cluster.

Let dik , d̂ik +rik, where d̂ik is the projection of dik onto the subspace
spanned by the principal components, here referred as Spc, and d̂ik is
orthogonal to rik. The vector d̂ik is the best approximation of dik in Spc.

Let P̂ be the orthogonal projection matrix of dik onto the subspace
Spc. The residual vector of the approximation, rik can then be written as:

rik = dik− P̂dik = [I− P̂]dik = R ·dik. (4)

The cost function and the updating equations for FCM-PCA are given
by:

J(U,C) =
N

∑
k=1

nc

∑
i=1

um
ik ‖rik‖2 (5)

s.t.
nc

∑
i=1

uik = 1, ∀k

uik =
1

nc

∑
j=1

(
‖R ·dik‖
‖R ·d jk‖

) 2
m−1

(6)

cnew
i = cold

i +

N

∑
k=1

um
ik · rik

N

∑
k=1

um
ik

(7)

3 Application example: prediction of Portugal’s wind
power production

The “institutional” forecast of wind power generation in Portugal is per-
formed by the National Electric Grid (REN) of Portugal in partnership
with the Higher Technical Institute (IST) of Portugal. The national fore-
cast is available at REN’s homepage [3]. The wind forecast model is the
well known numerical prediction model MM5. As a local area model
(LAM), the initial and boundary conditions are given by the GFS (global



forecast system) of the NWS (National Weather Service United States)
and uses a nested grid system for downscaling. The -here called-REN-IST
power prediction model, consists on the following [4]: for each telemea-
sured wind farm, the wind prediction model yields a wind speed for the
given turbine hub height. This wind speed is then converted to power
by means of the corresponding manufacturer’s power curve polynomial
approximation. This leads to hourly based individual forecasts for ev-
ery wind farm considering a time horizon of 72 hours, refreshed every
6 hours. The final step of the model is the sum of the individual power
predictions in order to obtain the national forecast which is available at
REN’s homepage [3].

In this work we make the prediction of wind power from historical
data available from REN’s homepage ([3]) and wind data. Since we don’t
have access to data of the telemeasured wind farms, we have developed
a forecasting method that incorporates historical data with information
from weather stations available in the homepage of the National System
of Water Resources (SNIRH) (see http://snirh.pt/).

The algorithm to predict wind power is divided in the following steps:

Step 1: In the first part, the FCM-PCA algorithm is applied to the
dataset. The aim is to detect patterns in existing data in or-
der to build groups, the most homogeneous possible. As a
result, we get the centers of each cluster corresponding to a
typical production curve (curves prototypes). The result of
this classification is expressed by the matrix U and the clus-
ters centers, Xc.

Step 2: The next step is to use the least squares method to establish
the relationship between the centers of clusters, Xc, and the
power curves in order to classify patterns of prediction. The
result of this classification is expressed by the matrix Ur.

Step 3: The next phase establishes the relationship between the ma-
trix Ur and the matrix U with the membership degrees of
each curve with respect to the cluster centers. This relation
is obtained by the least squares method (multidimensional),
and we get A matrix.

Step 4: Output of the model: computation of an estimate of the power
curve, Ŷe, given by: Ŷe = Xc×Ur, where Ur = A×U .

Figure 1: Power curves of one year of validation data grouped in 20 clus-
ters. Cluster centers are the central curves depicted in red.

The validation of the wind power prediction algorithm described above
was done using historical data available from REN’s [3]. In the context of
this application example, the clusters centers Xc, are typical power curves.
These typical curves are depicted in the Figure 1. These curves can be eas-
ily identified :red colored with bigger line width. For each of the 20 clus-
ters, curves with membership degree greater than 0.5 are also depicted.

In Figure 2, it can be seen in detail the curves belonging to 20th clus-
ter. Note that the time series used to build the clusters are composed by
wind power data and wind speed data. The wind power data is available
every 15 minutes and wind speed data is available for every hour. This
explains the length of the record for each day: wind power-96 samples
and wind speed-24 samples.

The wind power prediction algorithm here proposed was validated
using the data set of 2007 available from REN’s [3]. Due to lack of space,
only one simulation is shown in Figure 3.

Figure 2: “Zoom in” of 20th cluster. Each curve incorporates wind power
data and wind speed data (tail).

Figure 3: Actual power curve vs prediction for day 90/365 of year 2007.

4 Conclusions

A Fuzzy-PCA method for robust estimation of principal components is
proposed in this paper. The main advantage of Fuzzy-PCA algorithm is
that it is more compressible than classical PCA, i.e. the first fuzzy princi-
pal component accounts for significantly more of the variance than their
classical counterparts, estimating the non-linear relations on the data. The
efficiency of the new algorithm was illustrated on estimation of typical
curves of wind power historical data. The forecast of Portugal’s wind
power generation was then made using these cluster centers (prototypes
curves) combined with wind speed predictions in a original way.
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Abstract

The Model for end-stage liver disease (MELD) score accurately predicts
the severity and the outcome of patients with advanced liver cirrhosis.
Ultrasound (US) is non-invasive and widely available, albeit operator de-
pendent. This work1 aimed to create an US score that predicts the MELD
score in liver cirrhosis. We enrolled 82 individuals with liver cirrhosis.
All patients underwent US and biochemical evaluation in the same day.
The coarseness of liver texture and hepatic echogenicity were evaluated
with US by means of the autoregressive model; co-occurrence matrix;
wavelet transform; acoustic attenuation coefficient; mean and variance of
pixel intensity. Also clinical data was used. The US score was obtained
with the least square method and correlated with MELD. The experimen-
tal results showed a strong correlation between the US score and MELD
with a Pearson correlation coefficient of 0.83 and a root mean square of
4.41. Results have shown that the US score, based on objective ultrasound
and clinical features, is strongly correlated with MELD score, increasing
the diagnostic accuracy of US in liver cirrhosis.

1 Introduction

Chronic liver disease (CLD) is now a major public health problem. The
final stage of every CLD is cirrhosis [2], which in the great majority of
cases, evolve to Hepatocellular carcinoma (HCC) [6]. Prognosis is an
essential part of the baseline assessment of any disease [2]. In CLD, be-
cause of liver transplantation (LT) allocation and new therapies for com-
plications of end-stage cirrhosis, the prognosis tools for cirrhotic patients
are very important [1]. The MELD score is used for allocation in liver
transplantation waiting lists [1]. This scoring system has been widely
applied and shown to predict mortality across a broad spectrum of liver
diseases in most studies [4]. The study of [9] showed a strong correlation
(ρ = 0.768) between an US quantitative scoring system and the MELD
score. The authors used Doppler US features to develop an US score
[9]. But can B-mode US be available as a prognostic tool for cirrhotic
patients? In this study, we propose an US score, based on objective and
reproducible US features, which predicts the MELD score.

2 Problem formulation

To achieve the desired reproducibility the US decomposition procedure
proposed by [7] is used. In this procedure, the observed B-mode US im-
age is used to estimate the original radio-frequency (RF) envelope image
without log-compression[7], performed by the US equipment to reduce
the dynamic range of the US signal. This first step aims at to obtain an
estimate of the original envelope of the true RF signal provided by the US
probe and make the results as independent as possible from the scanner
and from the specific acquisition conditions of each image.

In a second step the estimated envelope RF image, y(i, j), is decom-
posed into two fields; i) the de-speckled field, x(i, j), mainly containing
the noiseless anatomical information and ii) the speckle field, η(i, j), con-
taining the textural information[7]. In this type of images, involving co-
herent radiation, the speckle (pseudo)-noise corrupting the image is as-
sumed to be multiplicative in the sense that its variance depends on the un-
derlying noiseless image [7]. Therefore, the observation model assumed
in this paper is the following

y(i, j) = x(i, j)η(i, j), (1)

1This work was supported by project the FCT (ISR/IST plurianual funding) through the
PIDDAC Program funds.

where η(i, j) are considered i.i.d (independent and identically dis-
tributed) random variables with Rayleigh distribution.

Two main important US characteristics are used in the perception of
cirrhosis: Liver parenchyma echogenicity and its texture. Table 1 resumes
the most common features, referred in the literature and used in this work.
The US liver echogenicity and texture features are extracted from each
resulting image of the decomposition procedure: Original B-mode US,
RF US, De-speckle and speckle field. A total of 145 features are extracted
for each patient.

Modality Feature
US liver
echogenicity

Acoustic attenuation coefficient, measured by the slope
coefficient of the linear regression of intensities along the
depth/lines [3]
First-order statistics, including the mean and standard
deviation of the pixel intensities;

US liver
texture

Co-occurrence matrix, which enables to derive [5]: the
contrast, correlation that measures the joint probability oc-
currence of specific pixel pairs, energy of the image (ob-
tained by summing of squared elements of the image) and
homogeneity which quantifies the closeness of the distri-
bution of matrix elements to its diagonal.
Haar wavelet decomposition, where for HL1,2, LH1,2
and HH1,2 it is calculated the AR coefficients of a first
order 2D model, {a0,0,a1,0,a0,1}, energy and mean.
Autoregressive (AR) coefficients of a first order 2D
model, {a0,0,a1,0,a0,1}.

Table 1: Features extracted from the US images

The MELD score is a statistical model to predict the risk of mortality
for patients awaiting LT, based on the serum concentration of bilirubin
(bili), creatinine (creat) and the international normalized ratio (INR). For
each patient, the MELD score is calculated as

MELD = 9.57∗ ln(creat)+3.78∗ ln(bili)+11.20∗ ln(INR)+6.43 (2)

and rounded to the next integer.
To decrease the patient variability factor, all patients underwent ultra-

sonography and biochemical evaluation (INR, creatinine, bilirubin) in the
same day.

In order to find the US score with the best prediction performance
the best features must be determined. The original feature vector (n=145)
was reduced using as criterion the Pearson correlation coefficient. Only
features showing at least strong correlation, positive or negative (−0.4 <
ρ > 0.4), coefficient with the MELD score were selected.

Following the feature selection, the US score is estimated as the fol-
lowing linear regression problem

USscore = argmin
N
J (θ) (3)

where θ = {β1,β2, ...,βN} with N is the number of features. The
objective function is

J (θ) =
K

∑
l=1

[β0 +UT
l θ −Ml ]2 (4)

where Ml is MELD vector of the lth sample, Ul is a column vector of N
features and K the number of samples.

To prevent overfitting, it was applied a ten-fold cross-validation pro-
cedure to the data set, where 80% of the data was used to train the model
and 20% to test it. The root mean square error (RMS) was used to assess
the accuracy of the US score model.



Features ρ p value Mean Variance
US(a0,1) -0.4102 0.0018 0.63 0.5
US(LH1{a0,1}) -0.4333 0.0001 0.41 0.08
US(HH1{a0,1}) -0.4522 0.0001 0.42 0.06
Sp(HL1{a0,1}) -0.4015 0.004 0.55 0.06
Sp(HH1{a0,1}) -0.4227 0.0001 0.51 0.05
Sp(HH2{a0,0}) 0.4075 0.0004 0.44 0.04

Table 2: Selected US features based on the correlation coefficient crite-
rion.

MELDtrain USscoretrain MELDtest USscoretest

Mean 12.40 ± 0.18 12.11 ± 0.16 12.97 ± 2.69 10.45 ± 2.46
Variance 53.84 ± 2.39 17.15 ±1.26 59.78 ± 37.74 44.22 ± 15.30
RMS 6.56 ± 0.19 8.03 ± 4.28

Table 3: Results of the 10-fold cross-validation of the US score using US
features.

3 Experimental results

A total of 82 US liver images from 82 patients with liver cirrhosis, were
involved in the experiments. The patients were selected from the Gas-
troenterology department of the Santa Maria Hospital, in Lisbon, with
known diagnosis based on liver biopsy results. A ROI of 128×128 pixels
along the medial axis was extracted from each image.

Table 2 shows the six selected features, based on the correlation crite-
rion used, and its relation with the MELD score. Three are extracted from
the original US image and the rest from the Speckle image. Notice that all
are related to the AR coefficients (a0,1 and a0,0), mainly extracted from
the first Haar wavelet decomposition (from the diagonal (HH), horizontal
(HL) and vertical (LH) component).

Table 3 presents the results obtained from the cross-validation. The
values presented in the referred table are obtained by averaging over the
10 performed tests. Fig. 1 shows the relationship between the US and the
MELD score obtained with the 10-fold cross-validation test procedure.
Examination of Table 3 and Fig 1 reveal that some fitting is achieved
between the proposed US score and the MELD score. In the test step an
uncertainty of 8.03 was achieved. However additional fitting is needed
to improve its performance, since the variation of the RMS was 4.28.
The correlation coefficient between the US score and the MELD score
was 0.63 for a p < 0.01. The variation registered in the US score is not
acceptable for the use in the clinical context, so further improvements are
needed.

To optimize the US score, we incorporate clinical data, normally
available during the clinical consultation [8]: Cause of disease, which
include alcohol, hepatitis B, hepatitis C, alcoholic hepatitis B and C, and
the following binary indicators: tumor, ascites, encephalopathy, Gastro-
Intestinal bleeding, infection, alcoholic habits. Based on these features
and the US features (n=16) previously collected, using the same method-
ology, we achieved the results summarized in Table 4.

By means of this multi-modal feature approach, we improved the fit-
ting between the US score and the MELD score. It is shown that using
the same 10-fold cross-validation test an uncertainty of 4.41 in the pre-
diction is achieved with low variability (1.29). The correlation coefficient
was also improved attaining a value of 0.83, p < 0.01, with the feature set
combination of clinical and US image data, as shown in Fig. 2.

4 Conclusions and future work

This study was develop with the premise that objective US features, ex-
tracted from the decomposition algorithm, can predict the MELD score,
preventing unnecessary health costs in laboratory analysis. To solve this
investigation problem, we develop the US score based on a multi-feature

MELDtrain USscoretrain MELDtest USscoretest

Mean 12.45 ± 0.14 12.34 ± 0.14 12.08 ± 2.01 11.59 ± 1.48
Variance 55.97 ± 1.21 24.13 ± 0.93 23.36 ± 14.91 34.60 ± 23.66
RMS 5.84 ± 0.07 4.41± 1.29

Table 4: Results of the 10-fold cross-validation of the US score using US
and clinical features.

Figure 1: US score results using US features and its relation with the
MELD score.

Figure 2: US score results using US and clinical features and its relation
with the MELD score.

source by means of a least square approach. Promising results were
achieved, outperforming the work performed in [9]. The speckle field
approach proved to be useful for this study. Further studies are needed,
particularly with a wider cirrhotic population and approaching the prob-
lem of the MELD score as a classification problem.
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Abstract

The multiple model adaptive estimators algorithm uses a pre-established
fixed set of models that translates the different possible configurations that
the system under analysis can have. This implies thea priori knowledge
of all system configurations and the values for its parameters or else we
are unable to estimate its state with adequate precision. With the adoption
of an adaptive constellation of models, properly designed in the parameter
space, the number of system models is reduced to an optimal minimum.
Even if thea priori knowledge about the system is small the performance
of this identification technique to estimate the system state and its error is
not compromised, and can be further refined by adapting the models.

1 Introduction

Many engineering applications need a model of the system under analy-
sis. As a rule the first dynamic model is constructed from the physical
principles that may model the system. These can be mechanical, elec-
trical, chemical, biological, economic, or even a mixture of them. A
subsequent problem is the identification and the estimationof the value
of each system’s parameter with the added difficulty that, particularly in
control applications, the system parameters can change by the applica-
tion of a control input or due to some failure. A technique particularly
tailored for such applications is the multiple model adaptive estimators
(MMAE) [2]The MMAE algorithm is based on the Bayesian estimation
of the system state obtained from the input and output signals and on the
available observations of the state variables. By a recursive mechanism,
the posterior probabilities from each model are computed and combined
to give the overall estimation of the real system state and estimate the
value of its parameters [1].

In this paper we will briefly overview the MMAE algorithm and its
usual application and present an alternative example usinga constellation
of models properly designed.

2 Multiple Model Adaptive Estimators: Brief
Overview

The block diagram of Figure 1 shows an overview of the MMAE setup.
The system is excited by the input signalu(t) corrupted by white noise
ξ (t) andz(t) represents the observation vector corrupted by noiseθ (t).

The internal state variables of the system and the observation vector
are generally given by:

x(t +1) = f (x(t),u(t),ξ (t), t) (1)

z(t) = h(x(t),θ (t +1), t) t = 0,1,2,3, . . . , (2)

wherex(t) ∈ Rn is the discrete state variables stochastic vector at time
instantt, andz(t) ∈ Rr is the observation vector. It is common to assume
that the system and observation noise,ξ (t) and θ(t), respectively, are
considered to be additive independent gaussian white noise.

Each estimator block uses a different model/parameters forthe system
and computes a state estimate based on its model:x̂k(t) k = 1, . . . ,N
from the input signalu(t) and from the observations vectorz(t). In the
case of a linear system and of linear observations (1) the (2)can be written
as matrix equations, and the most commonly used state estimator is the
Kalman Filter [7]. In the case of a nonlinear system and/or nonlinear
observations the functionsh(x(t),θ (t +1), t) andf(x(t),u(t),ξ (t), t) can
be linearized and the Extended Kalman Filter can be used [8].

System
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Figure 1: The MMAE algorithm block diagram.

The individual state estimates are combined to produce the overall
system state estimate given by:

x̂(t) =
N

∑
k=1

Pk(t)x̂k(t) (3)

wherePk(t), for k = 1, . . . ,N is the posterior probability of eachkth model
being the true model given the observations:Z(t) = {z(0), . . . ,z(t −1)}.

The posterior probabilities are calculated recursively bythe expres-
sion:

Pk(t +1) =
βk(t +1)e−

1
2 wk(t+1)

N

∑
j=1

β j(t +1)e−
1
2 w j(t+1)Pj(t)

Pk(t). (4)

wherewk(t +1) is the matrix metric defined by

wk(t +1) =−
1
2

rT
k (t +1)S−1

k (t +1)r k(t +1), (5)

induced by the matrixS−1
k . Wherer(t) is the residual or innovations

vector given by
r(t) = z(t)− ẑ(t|t −1) (6)

corresponding to the difference between the true observed vector and the
predicted observation vector. The matrixSk is the covariance matrix of
the residual:Sk = E

{

r k(t)rT
k (t)

}

. From (4) we see that the model show-
ing a smaller distance according to the metric (5) has a higher posterior
probability, that is weighted by the factor

βk(t +1) =
1

(2π)m/2
√

|Sk(t +1)|
. (7)

The is an inverse proportion between the higher posterior probability and
the uncertainty of the observation prediction, given by thedeterminant of
|Sk(t +1)|, e.g, models with better output predictions prevail.

An estimate of the system’s parameters vectorγ̂ is obtained by:

γ̂(t) =
N

∑
k=1

Pk(t)γk (8)
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Figure 2: Constellation topology of models with tracking, bracketing and
shrinking evolution for a two-dimensional parameter space.

whereγk is the parameter vector of thekth model. If the posterior proba-
bilities Pk(0) ∈ (0,1) and∑N

k=1Pk(0) = 1 then it is guaranteed that:

N

∑
k=1

Pk(t) = 1, ∀t > 0 (9)

and it is also guaranteed that, under some mild conditions, if the ith model
is the true one the posterior probabilities evolve according to

lim
t→∞

Pi(t) = 1; and lim
t→∞

Pk(t) = 0; ∀ k 6= i (10)

therefore the system is identified with probability one [4].If none of the
models matches the true system then the posterior probability of the clos-
est model near the true point in terms of the metric (5) becomes one [2].

A key issue in the performance of the MMAE is the choice of the
system models to be used in the estimators. There are two mainclassical
approaches: the first is to use a model for each possible system configura-
tion [3]. This has the disadvantage that it will need thea priori knowledge
of all possible system configurations, or else the system is not accurately
identified, and can lead to a huge number of models. This approach can
become computationally heavy due to the possibly large number of mod-
els and the convergence will be slow due to the high number of models
competing for the probabilities [6]. For example, if one hasa system with
n independent parameters, where each can havem distinct values, we end
up with a total ofN = mn different configurations or models. Another
approach is to choose at execution time which models are included in the
estimators from a, possibly large, set of pre-established models [6]. Be-
sides thea priori knowledge of all possible system configurations it is
needed to know the transition probabilities between each pair of models
in terms of a Markov chain, or a graph, for example, and include the com-
putation of transitions in each iteration. The suggested approach starts
with a fixed minimum number of models depending on the number of un-
known parameters and adapts these models according to the evolution of
its posterior probabilities.

3 Models Sets and Parameter Estimation

Our approach follows three main steps, namely:i) setup a constellation
of models in the parameter space;ii) translate the constellation of mod-
els until the true parameter is enclosed by the constellation: tracking and
bracketing process;iii) contract the constellation keeping the true point
enclosed: shrinking process. The constellation topology is defined by
having a finite volume in the parameter space, it cannot be degenerated
otherwise the true point cannot be enclosed; and must have aninterior
point so that we can know that the true point is enclosed when its nearest
point is the interior one. Figure 2 illustrates the whole process graphi-
cally for a two-dimensional space parameter, where the constellation cor-
responds to a hypercube with a central point. Whenever a vertex point
with coordinates(γ1v,γv2) is chosen as being the closest to the true pa-
rameter point, in consequence of its posterior probabilityPi > Pth, where
Pth is a threshold probability near 1, then the constellation istranslated on
the direction of the parameter vector given by:γ tr = (γ1v,γv2)−(γ1c,γ2c).
This process is repeated until the central point is chosen asthe closest to
the true parameter point, and then the constellation shrinks by a scale fac-
tor λ . The process of tracking, bracketing and shrinking is repeated until
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Figure 3: Parameters estimates evolution.

the constellation volume is reduced, increasing the precision of the esti-
mation of the state and of the parameters. The initial constellation can
be constructed from an initial suitable range for the parameters, even if
the true one is out of the range. This approach as some advantages: it
uses a small number of models, forn unknown parameters it uses only
N = 2n +1 models, which is close to the optimal number (N = 2n), with
the consequence of a faster convergence and less computational burden,
with less models competing for the posterior probabilities. Another ob-
vious advantage is that thea priori knowledge about the system is min-
imum: what is needed is just the number of unknown parametersand to
construct two models for each one. This method also adapts naturally
to time-varying systems. It has been applied to a third ordermodel of
a neuron presented in [5]. The estimation of its three parameters, corre-
sponding toN = 23 + 1 = 9 models, are shown in Fig. 3 for 25 Monte
Carlo runs of the algorithm, where the initial models are farfrom the true
parameters.

4 Conclusions

The described approach is experimentally proven to be efficient in the
identification and in the parameters estimation of a system.The develop-
ment of alternative constellations and the application to nonlinear systems
is under pursuit.
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Abstract

We propose an experimental apparatus for ECG biometrics, that matches
the usability and intrusiveness levels of traditional biometric traits like
fingerprint or hand geometry centered on subject’s hand or fingers, and
that require some degree of contact of proximity to the sensoring de-
vice. A hardware device was developed, comprised of a surface with
integrated electrodes and signal conditioning circuitry, where the subject
rests his/her hand palms, allowing the signal acquisition without the need
for conductive gel nor access to more intimate parts of the body. Pre-
liminary results show that this setup led to competitive results matching
recognition rate of ECG signals acquired at the fingers.

1 Introduction

Electrocardiographic (ECG) signals are a recent trend in biometric recog-
nition. It has very appealing characteristics, as intrinsic liveliness detec-
tion, and not depending on external physical landmarks, therefore being
more difficult to spoof.

Traditional biometric traits like fingerprint or hand geometry, are al-
ready centered on subject’s hand or fingers. For fingerprint, the subject
needs to place or scroll the finger in the reader, and for hand geometry the
subject needs to place the hand on the reader. The usage of hand/finger is
thus an already familiar procedure for the user.

In the pioneer work by Biel et al. [1] a 12-lead setup was used to ac-
quire the ECG signal mounted on the chest and limbs with pre-gelled elec-
trodes or conductive paste to improve conductivity with the skin. More
recently [4, 6, 7], it was shown that a 1-lead setup suffices. The sens-
ing apparatus has also evolved, changing from acquisitions performed on
chest with pre-gelled electrodes, to a non-intrusive and more practical ac-
quisition at the fingers [4].

In this work we further explore the experimental apparatus presented
in [4], proposing a new acquisition setup, which reduces the number of
contacts required for the acquisition of the ECG to only two measurement
leads. This is acomplished based on a new single differential sensor de-
sign [8] that does not require the traditional ground lead. The proposed
setup enables the acquisition of ECG using index and middle fingers, and
using hand palms. This setup is substantially more comfortable than pre-
vious ones, enabling people to use it in their daily routines.

2 Proposed Approach

We propose an experimental apparatus for ECG biometrics, that matches
the usability and intrusiveness levels of conventional biometric systems.
Our device is comprised of a surface with integrated electrodes and signal
conditioning circuitry, where the subject rests his/her hand palms, allow-
ing the signal acquisition without the need for conductive gel nor access
to more intimate parts of the body.

The system can either be used with Ag/AgCl electrodes or Electroly-
cras as interface between the sensor and the skin for improved usability.
Furthermore, a custom signal conditioning circuit was developed, which
only requires two contact points with the skin, through the use of a virtual
ground. This design, improves upon prior art work, as traditional ECG
sensors require positive (+) and negative (-) poles, together with a ground
(GND) lead. With our design, only the (+) and (-) leads are required.

Figure 1, depicts the proposed setup. In this configuration, and for ex-
perimental validation purposes, the device allows the acquisition of ECG
signals at the hand palm through dry Ag/AgCl electrodes, and at the index
and middle fingers through Electrolycras.

Figure 1: Experimental apparatus: at the top Electrolycras enable the ac-
quisition of ECG using the index and middle fingers; at the bottom dry
Ag/AgCl electrodes acquire ECG at the hand palms.

As scenario of application consider the adaptation of the setup on a
keyboard, allowing that the ECG is being continuously acquired at the
hand palms, while the user is typing, as illustrated in figure 2. We will
show that this setup can lead to high performance rates, and thus that it
can be used to improve protection in high security applications. More-
over, instead of regular electrodes, dry Ag/AgCl electrodes are used on
the acquisition, further improving the usability.

(a) Setup adapted to Keyboard (b) User typing

Figure 2: Example of adaptation of the purposed setup for the context of
continuous biometrics based on the ECG acquired at hand palms.

3 Experimental Evaluation

To evaluate the experimental setup, we performed an extensive data col-
lection in 32 subjects (25 males and 7 females) with an average age of
31.1±9.46 years. Subjects were only asked to rest their left/right hands
as indicated in the device.

Two custom ECG sensors [8] were used for signal acquisition, with
total gain of 1000 and analog band pass filtering between the 1-30Hz
range. In Figure 1 both sensors are visible, one connected to the Ag/AgCl
electrodes, and another connected to the Electrolycras strips placed at the
finger level.

To guarantee electrical insulation of the sensors, two independent
biosignal acquisition units were used, one per sensor. We recurred to the
bioPLUX research system [5], which enables Bluetooth wireless trans-
mission of the collected signals to the base station. Synchronization of
the acquisition units was performed optically using a syncPLUX kit and a
light-dependent resistor (LDR). To one of the systems a triggering switch
was connected, which simultaneously activated the digital input port of



the system and an light-emitting diode (LED). To the other system, a
LDR was connected to one of the analog input channels. This allowed
us to have the data collected by each system synchronized, without re-
curring to any electrical connection between them. Signals were acquired
during a period of approximately 2 minutes, during which the supervisor
would describe the experiment and related work.

The processing of this signal consisted in a filtering step using a band-
pass with 1-30Hz frequency span and passed a segmentation step using a
QRS-complex detection algorithm based on the commonly used Englese
and Zeelenberg algorithm [2]. Heartbeat waveforms are then segmented
and the mean waves computed in order to obtain a representative wave
template pattern of the subjects ECG. We evaluate the performance of the
system using a varying the number of segments, m, used to compute the
mean wave.

For evaluation purpose, a 30-fold cross validation was implemented;
runs with two randomly selected exclusive datasets were created with the
training set containing 30% of the total collected segments as the tem-
plates database, and a test set with 70% of the remaining segments.

(a) EER

(b) FAR-FRR

(c) ROC

Figure 3: Equal Error Rate (EER) as a function of m, the number of seg-
ments used to compute the mean; FAR and FRR curves and ROC curve
in an authentication scenario (for m=5).

Figure 3(a) shows the Equal Error Rate (EER) for authentication vary-
ing the number of segments used to compute the mean wave: if m= 1, one
individual heartbeat waveforms is used, a mean EER of 9.39%± 0.19 is
attained, which decreases to 2.75%±0.29 when m= 5. These correspond
respectively to approximately 1s and 5s of acquired signals. Figure 3(b)

illustrates the false acceptance rate (FAR), and false rejection rate (FRR),
when using m = 5, which are obtained using different operating points
of the classifier. The EER corresponds to the intersection of those two
curves. The receiver operating characteristic (ROC curve) is presented in
Figure 3(c).

These obtained results are within the confidence intervals of other
studies in literature [3, 4, 6, 7]. In authetication scenarios, using chest and
finger signals, results are in the order of ∼ [2−5]%.

4 Conclusions

The field of application of electrocardiographic signals is expanding to
new areas which far extend the medical and quality of life applications to
which it is typically associated with. Biometrics is currently emerging as
one of these novel application fields.

Within the scope of biometric recognition, conventional acquisition
apparatuses have specificities which limit the acceptability by the poten-
tial end-users. This arises from the fact that, in general, devices require
pre-gelled electrodes to acquire the signals, but more importantly, because
they need to be applied to the subjects body.

In this paper we presented an experimental setup, proposing ECG ac-
quisition at the hand palms. Furthermore, our approach recurs to a custom
two-lead ECG sensor, that can use either dry Ag/AgCl electrodes or Elec-
trolycras as interface with the skin. For signal acquisition, the user only
needs to rest his/her hand over the sensors without any other constraint.

Experimental results have revealed that the collected signals provide
adequate informative content reaching a mean EER of 2.75%±0.29 when
averages of 5 heartbeat waveforms are used, which constitutes a promis-
ing alternative for conventional biometric systems.
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Abstract 
This paper covers up the pattern recognition in the movement of 
gyroscope / accelerometer from iPhone 4 device. According to this 
research, it is possible to identify movements made by moving the 
device freely in the air, representing characters (A to Z). 
 One of the many possible implementations is home automation, also 
referred to as home control, smart home, smart house, or intelligent 
home, which is actually a collection of devices, systems and subsystems 
which have the ability to interact with one another or function 
independently.  

1 Introduction 
Embedded sensor devices in quotidian objects provide a lot of 
potentiality. In particular, the latest generation of smartphones comes 
along with embedded gyroscope and accelerometer with considerable 
precision which leads software developers to take advantage of them. 
 This work focuses in the planning and implementation of a pattern 
recognition module, able to identify movements made using an iPhone4, 
in particular characters (A-Z).   

1.1 Gyroscope 
 A gyroscope is a device for measuring or maintaining orientation, 
based on principles of conservation of angular momentum. In essence, a 
mechanical gyroscope is a spinning wheel or disks whose axle is free to 
take any orientation. Since the external torque is minimized by mounting 
the device in gimbals, its orientation remains nearly fixed, regardless of 
any motion of the platform on which it is mounted. 
 

 
Figure 1: A gyroscope. Source: Wikimedia Commons. 

1.2 Accelerometer 
 An accelerometer (Figure2) is a device that measures the proper 
acceleration of the device. This is not necessarily the same as the 
coordinate acceleration (change device velocity in space), but is rather 
the type of acceleration associated with the phenomenon of weight 
experienced by a test mass that resides in the frame of reference of the 
accelerometer device [1]. 

 
Figure 2: Three-axis Accelerometer. Source: HWW Tech. 

 At first, a connection between the iPhone and the server computer 
which will process the data is established. For that, OSC (Open Sound 
Control) protocol has been used. 

2 Open Sound Control 
Open Sound Control (OSC) is a protocol for communication among 
computers, sound synthesizers, and other multimedia devices that is 
optimized for modern networking technology. 

Bringing the benefits of modern networking technology to the world 

interoperability, accuracy, flexibility, and enhanced organization and 
documentation [2].  

2.1 Control 
 Control is an application designed to allow users to create their own 
interfaces for controlling musical, artistic and virtual reality 
applications. Built on top of A
users to define their interfaces via JSON files [3].  
 Basically, Control makes the communication between the iPhone 
and an specified machine and sends the gyroscope and accelerometer 
data using OSC protocol. 

3 Datasets C reation 
In order to create the datasets, the Control application should be running 
on the iPhone and also the OSC Matlab implementation. The dataset 
consists of around 100 samples for each character. To record a character, 
simply move the iPhone in the air, "drawing" the intended character. 
When finished drawing the character, the iPhone should be left over 
some surface in order to represent a break between the next character 
that will be recorded, causing a rest state (sensors captures almost none 
oscillations). This rest state is important to tell the algorithm where the 
splitting between samples should be made. 
 

 
Figure 3: Plot showing splitting process occurring. Red lines mark 

where the cut will happen. 

 
the samples to avoid useless information. Obviously, there are many 
ways to draw the same character. The following figure shows how the 
characters of this dataset were drawn. It works as a guide to those who 
wish to continue this work. 
 

 
Figure 4: Representation of the characters present on the Dataset. 

4 Implementation 
All the implementation has been done on Matrix Laboratory (Matlab) 
since it is a computing environment that provides many implemented 
data analysis algorithms.  

The first step is to load the database. For that, was created an 
algorithm that identifies the rest states and save the isolated samples in 
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separate arrays. Obviously, when the sample data is being recorded, the 
sample lengths are different. It is convenient that all the samples share 
the same length. To ensure that this happens, it is needed to dolinear 
interpolation to all the samples, resizing them to a specific value. 

4.1 Decalibration Problem 
During the recording process has been found that the z-axis from 

gyroscope decalibrates. The z-axis always tends to decalibrate when the 
user makes abrupt movements during long periods of time. It is 
interesting to know that the same decalibration happens to a negative 
variation.  

This decalibration seems to be a hardware issue and the solution 
found to prevent this decalibration to ruin our pattern recognition 
process is to slide all the data according with x1 value (Figure 5). This 
can be represented as y = f (x) - c, where c represents the first value 
from the sample z-axis from the gyroscope. 

 

 
Figure 5: Correcting decalibration by shifting the entire signal up. 

4.2 F eature Extraction 
 In short words, extracting features is collecting data property that 
represents the whole original data. It is important to choose wisely 
which features we are going to extract. 
 For this dataset, the features extracted are: entropy, energy, number 
of local maxima, number of local minima, mean, variance, covariance, 
FFT and standard deviation. 
After extracting all the features, they were normalized into a [0-1] range. 
This was made by using the Min-Max normalization. 

4.3 Principal Components Analysis (PC A) 
 Since it is required a big volume of information to analyse these 
patterns, it is advised to reduce this volume. That can be achieved using 
Principal Component Analysis algorithm already implemented on 
Matlab. 

PCA transforms the principal components (PCs) into a new set of 
variables which are uncorrelated and which are ordered so that the first 
few retain most of the variation present in all of the original variables 

5 T ests and Results 
After submitting the dataset to all previous procedures, it is ready to 
being tested. This dataset was tested on five different classifiers using 
Weka application which is an Open Source Machine Learning Software 
and a good tool for data mining. Different classification algorithms were 
tested: Artificial Neural Network, Naïve Bayes, Logistic Regression, 
Knn and SVM. 
 For all the following results, cross validation has been applied, 
splitting the data in five folds. The data used to test these classifiers has 
been returned from the PCA algorithm with 0.99% feature 
representation. This set of values returned from PCA has 24 attributes. 

 

 
Figure 6: Performance results obtained from all five classifiers used. 

As shown on Figure 6, Neural Network proved to be the best 
classifier to this dataset, with a 84.3% of performance. These values can 
be improved, obviously, by expanding the dataset or by training the 
Neural Network with different parameters. 

 
Correctly Classified Instances 2199 
Incorrectly Classified Instances 409 
Total Number of Instances 2608 
Performance 84.3175% 
Neurons H. Layer 25 
Learning Rate 0.3 
Validation Threshold 20 

Table 1: Neural Network Performance details. 

5.1 A rtificial Neural Networks 
 Neural Networks can provide efficient solutions to engineering 
problems, such as pattern recognition, information filtering, 
bioengineering, environmental control, robotics, etc. 
A Neural Network is composed of neurons, which are nonlinear, 
parameterized, bounded functions [4]. The variables of the neuron 
(Figure 7) are often called inputs of the neuron and its value is its output. 
 

 
Figure 7: Simple example of a feed-forward Neural Network. 

6 Conclusions 
The obtained results allow concluding that recognizing patterns from the 
movement of an iPhone 4 are perfectly viable. The results obtained, 
even with a small dataset, are good enough to recognize patterns from 

 based on gyroscope/accelerometer. 
data 

together, are precise enough to represent movements which can be 
successfully classified. 

Once again, Neural Networks, combined with a good set of features, 
proved to be really efficient to deal with datasets classifications. 
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Abstract

Assessing spinal deformations requires a 3D evaluation. However, due to

restrictions of conventional 3D imaging techniques, 3D reconstructions

are typically performed from planar radiographs. Conventional recon-

struction methods require a large interaction time for the identification

of anatomical structures of interest. Recently, semi-supervised methods

were proposed that enable to reduce interaction time. However, these

methods have shown difficulties to determine precisely the pedicles of

vertebrae, which are fundamental for calculating several clinical indices.

This paper proposes a new method for the detection of anatomical struc-

tures in planar radiographs. The method is based in the use of feature

descriptors for training a binary classifier and a detection phase that is

carried out by sweeping a region of interest classifying all of its pixels.

The location of the pedicle corresponds to the candidate with the largest

output value of the classifier.

The evaluation of the method was performed using a set of 112 images by

comparison with a manual identification from an expert. The best results

were obtained using Support Vector Machine (SVM) and Histograms of

Oriented Gradients (HOG), which achieved an accuracy of 61.9%.

1 Introduction

Assessing spinal deformations, such as scoliosis, requires a 3D evalua-

tion. However, due to restrictions of conventional 3D imaging techniques

the 3D reconstructions are typically performed from planar radiographs

(2D). The reconstruction methods require a large interaction time (>1h)

[1] for the identification of anatomical structures of interest. Recently,

semi-supervised methods based on statistical models were proposed that

enable to reduce interaction time to a few minutes [7]. However, these

methods have shown difficulties to accurately determine the pedicles of

vertebrae, which are fundamental for calculating several clinical indices.

This paper proposes a new method for the detection of pedicles based

in the use of feature descriptors and radiological images of the spine an-

notated by an expert to train a binary classifier. The main objective is

the automatic detection of patterns in images indicating the location of

anatomical structures of interest. In particular, the goal is to detect the

pedicles located on the tips of the vertebrae in the frontal radiographs of

the spine, given an area of interest on the radiograph.

2 Methodology

The method proposed here for detecting pedicles (figure 1) has three

phases: preprocessing, training and detection.

In this work we used a set of 112 images of frontal radiographs of the

spine provided by the Laboratoire d’Imagerie et de Vision 4D (LIV4D)

of Polytechnique Montréal. For each image a set of two points in two

dimensions, one for each tip of the pedicle is available. These points were

previously identified by an expert and are the ground-truth for this study.

The implementation of the entire work was done using MATLAB, version

R2010b.

2.1 Preprocessing

The preprocessing phase covers three operations: denoising, invariance to

rotation and elimination of artefacts. The denoising filter used was BM3D

[3]. The rotation of vertebrae in the frontal plane makes the orientation of

the pedicles to vary among images, resulting in different patterns accord-

ing to the vertebral level and vertebra’s orientation. Since the rotation in

the frontal plane is known, this preprocessing aims to make the method in-

variant to rotation by applying a 2D rotation in the image, using a bilinear

interpolation algorithm [8]. Artifacts are caused by radiopaque objects

that are used for calibration purposes. We conducted a manual control,

removing images where artifacts superimposed pedicles.

2.2 Training

The training phase starts with a division of the search area into blocks.

The division is justified by the fact that the pedicle is a pattern that re-

quires an area greater than one pixel to be captured. The division can

be parameterized with the block size and degree of overlap between the

blocks. The next step of the training phase is the extraction of a descrip-

tor for each of the blocks previously obtained. For training the classifier,

each block is labeled as positive or negative depending on the distance

to the pedicle. Depending on the classifier, it may be necessary an ad-

ditional step for optimizing its parameters. This is done using a k-fold

cross-validation with G-mean [10] as the validation measure. In addition

to the G-mean, weighting was also used to deal with the unbalancement

between the positives and negatives examples, caused by the fact that only

one block is considered a positive example..

2.3 Detection

The detection phase goal is to find the location of the pedicle in a new

image and is carried out by sweeping a region of interest classifying all

of its pixels. In this process, for each point analyzed a block centered on

it is obtained. Detection proceeds with the extraction of the descriptor for

each block using the previously trained classifier. It is considered that the

location of the pedicle corresponds to the candidate with the largest out-

put value (score) of the classifier (global maximum). Finally, a Gaussian

filter is used to smooth the output matrix that resulted from applying the

classifier to every pixel so that the neighbors of each pixel contributes to

the pixel’s classification.

2.4 Descriptors and Classifiers

In this work several descriptors and classifiers were used to find which

ones best suit this problem. The choice of descriptors was carried out

taking into account their popularity and suitability to the problem. Seven

descriptors were selected: HOG [6], Daisy [9], invariant moments [5],

statistical moments [4], SURF [2], co-ocorrence matrix (COM), and

finally, its characteristics [4]. The selection of classifiers was based on

their previous results and aimed at having classifiers of different types.

The selected classifiers were Artificial Neural Networks, Support Vector

Machines (SVM) and Naive Bayes.

3 Experiments

The method was evaluated using a training set of 91 (81%) images and

a test set of 21 (19%) images. Note that in these two sets are no longer

present the images taken due to overlap of artefacts with the pedicles.

This work comprises three experiments, the first one to determine the

best combination of pre-processing, descriptor and classifier for pedicle



Figure 1: Overview of the proposed method for detecting pedicles.

detection, the second one where the impact of the parameters in the de-

tection of the best descriptor among those selected was tested, and the

third one where we used the optimal parameters and tested the impact of

the post-processing technique proposed. For the assessment of the results

obtained in the experiments the following metrics were used: the accu-

racy that represents the percentage of images in which the detected point

lies inside a determined threshold related to operator error, and the graph

of accuracy as a function of operator error, considering the area under it

(AUC).

4 Results

Results from the first experiment show that the best configuration com-

prises using the HOG descriptor, the SVM classifier, eliminating noise

and eliminating the rotation of vertebrae. This combination has obtained

nearly 60% in the percentage of area under the curve (AUC) and an accu-

racy of 52.4%.

In the second experiment we compared the different parameters of the

HOG descriptor in an independent manner checking what is the best value

for each. The parameters tested are the size of the HOG descriptor block,

the number of bins and the method of block normalization. In addition

two other factors were tested, the size of the image block and the degree

of overlap between the blocks. At the end of this experience we find that

there are two different settings that achieved good results. A first one with

a HOG block of 3×3 and a second one with a block of 4×4. These con-

figurations share the method of normalization of the blocks that consists

in dividing all blocks for the global maximum, a number of bins equal

to 16, an image block of 40×40 and the non-use of overlap between the

blocks.

In the final experiment we tested the impact of the post-processing tech-

nique proposed and the best results have reached 68.1% in the AUC and

61.9% for the accuracy. In the final experiment we found evidence that

the post-processing stage improves the results.

5 Conclusions

This paper proposed and assessed a method for the detection of anatom-

ical structures in planar radiographs. The method is based in the use of

feature descriptors and a binary classifier. In this paper we conclude that

the best combination for this problem among the tested is to use the HOG

descriptor, the SVM classifier, eliminating the rotation and the noise. De-

scriptors based on the distribution of the gradient presented the best results

and pre-processing and post-processing improved the results.

Future work includes the evaluation of this detection method with other

antomical structures, like the endplates. Addionally, the method can be

extended by combining the information of the two ends of the pedicle

to discard false-positives. It would be also interesting to add a statistical

model of the shape of the spine for decreasing false-positives.
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Abstract

In this paper, we present a method to estimate the parameters of phar-
macokinetic model underlay the generation of perfusion time courses in
Dynamic Contrast Enhanced Magnetic Resonance Imaging (DCE-MRI)
to assess the malignancy of primary tumors of the liver.

Since this estimation problem is highly ill-posed due to the noise and
lack of data, a regularization strategy is used to overcome these difficul-
ties. The estimation problem is formulated as an optimization task where
an energy function is minimized. The regularization terms incorporate the
prior knowledge about the model, by using Lagrange multipliers, about
its parameters and other physiological information to guide the iterative
optimization algorithm toward realistic solutions.

It is shown the proposed method, tested with synthetic data corrupted
with several amounts of noise, is able to estimate the model parameters
with small errors even when the amount of missing data is large.

1 Introduction

The primary tumor of the liver, also known as hepatocellular carcinoma,
is one of the most lethal forms of cancer. In its early stages it is asymp-
tomatic which makes its detection a difficult process. Additionally, tumor
masses detected with Ultrasound or MRI need to be assessed with respect
its malignancy. Nowadays, biopsy is the preferred method to make this di-
agnosis. However, biopsy is invasive and presents a real risk of spreading
the tumor cells and therefore, it should be avoided.

DCE-MRI appears today as an effective technique to make this di-
agnosis. During the DCE-MRI, a bolus injection of a contrast agent is
given to the patient, generally gadolinium-DTPA (Gd), and a set of MRI
volumes is acquired accordingly to a predefined protocol. The perfusion
of the contrast agent at each voxel in the liver is followed through the time
at specific instants.

The number of acquired volumes in the protocols usually adopted in
the clinical practice is small because the pharmacokinetic parameters as-
sociated with the perfusion curves are not explicitly estimated. In fact, an
empirical and mental estimation of the curve is performed by the medical
doctor based in a small amount of volumes taken at three or four typical
instants. Therefore, the available data we have to accurately estimate the
parameters of the models are sparse and noisy.

In this paper we propose a strategy to deal with this lack of data in
order to estimate the parameters of the perfusion curves with a minimum
error.

A variety of methods are described in the literature to solve this type
of problems with missing data. In [5] a technique to estimate parameters
of signals with missing data is described by using spectral density estima-
tion. However, it is not efficient with signals with large gaps of missing
data as it is the case of the DCE-MRI. More recently, Rosen and Porat
[6] formulated a strategy to estimate these parameters through the autore-
gressive moving-average (ARMA) modeling. This technique seemed to
be efficient when dealing with large gaps but its performance severely
decays when high alternating frequency of data and gaps arises.

Many other strategies are described in the literature [1, 2, 3, 8].

1.1 Algorithm Description

The incomplete observations of perfusion data in the liver are described
by using a Pharmacokinet Model which is a compartmental model based
on assumptions about the dynamics of the contrast agent perfusion pro-
cess and the water exchange rates between tissue compartments. Tofts
et al. describe this model in [7] and derive the equation that describes

This work was supported by project the FCT (ISR/IST plurianual funding) through the
PIDDAC Program funds.

the evolution of contrast agent concentration with time. The equivalent
discrete system. described in [4], is the following

H(z) =
A

1−az−1 (1)

where A = Ktrans/(1−Kep) and a = 1/(1−Kep) are the parameters to be
estimated and Ktrans and Kep are constants of the model that may be used
to classify tumors.

Accordingly with this model, the observation model adopted here is
the following

y(n) = a.x(n−1)+A.R(n)+η(n) (2)

where y(n) are the noisy observations not observed for all n, x(n) is the
unknown noiseless perfusion curve to be estimated and η(n) is the as-
sumed Additive White Gaussian Noise (AWGN). R(n) is assumed to be
a known square function which is a realistic description of the the intra-
venous bolus injection of MR paramagnetic contrast agent.

The Least Square (LS) method is not able to estimate the perfusion
curve, x(n), the parameters of the model, θ = {A,a} due the lack of data,
y(n), and noise η(n). In fact, since the acquisition rate in DCE-MRI is
sparse and non evenly spaced, there are missing blocks of data along the
whole time course. Therefore, to estimate the whole course a regulariza-
tion mechanism is needed where temporal correlation and prior informa-
tion about the model is used.

The estimation problem of the unknown perfusion curve x(n) and
model parameters θ is formulated as an optimization task where the fol-
lowing energy function is minimized:

E(θ ,Y) =

i) Data Fidelity Term︷ ︸︸ ︷
∑
n

wi(y(n)− x(n))2+

ii) Model Constraints︷ ︸︸ ︷
∑
n

λn [x(n)−a.x(n−1)−A.r(n)]

+γa(a−a0)
2 + γA(A−A0)

2︸ ︷︷ ︸
iii) Prior Physiologic Information

(3)

with Y = {y(0),y(1), ...,y(N−1)}
This energy function is composed by three terms: i) the data fidelity

term that pushes the solution toward the data, where the coefficients wi ∈
{0,1} indicate if the nth sample was or not observed, ii) a set of constraints
associated with the model, multiplied by the Lagrange multipliers, also
to be estimated, and iii) the last prior term, depending on coefficients
obtained from physiology, a0 and A0, prevent strong divergences of the
estimated parameters of the model from the known mean values obtained
through literature. The parameters γA and γa are prior parameters defined
in a trial and error basis.

The energy function (3) can be written in the following matrix format

E(θ ,Y) = (Y−X)T W(Y−X)+λ
T (X−aΦX−AR)

+ γa(a−a0)2 + γA(A−A0)2 (4)

where X = {x(0),x(1), ...,x(N− 1)}, R = {r(0),r(1), ...,r(N− 1)},
W = diag{w0,w1, ...,wN−1} and Φ is a constant matrix with zeros but
one on the first lower main off diagonal.

The minimization of this energy function is performed with the func-
tion fsolve from MatLab using nested functions and Levenberg-Marquardt
algorithm. This way it will be possible to define some constants such as
a0 or A0, or dynamic values/matrixes that should change during the itera-
tions, such as the Lagrange Multipliers or the estimated signal.



Missing Data SNR estimated a estimated A
∞ dB 0.8250 ± 0.0000 4.500 ± 0.000
30 dB 0.8250 ± 0.0029 4.484 ± 0.064

0% 15 dB 0.8239 ± 0.0019 4.530 ± 0.055
10 dB 0.8266 ± 0.0064 4.477 ± 0.233
2 dB 0.8198 ± 0.0011 4.549 ± 0.278
∞ dB 0.8250 ± 0.0000 4.500 ± 0.000
30 dB 0.8250 ± 0.0022 4.502 ± 0.045

20% 15 dB 0.8260 ± 0.0047 4.465 ± 0.143
10 dB 0.8266 ± 0.0061 4.482 ± 0.068
2 dB 0.8270 ± 0.0260 4.381 ± 0.664
∞ dB 0.8391 ± 0.0165 4.363 ± 0.123
30 dB 0.8211 ± 0.0080 4.355 ± 0.198

50% 15 dB 0.8240 ± 0.0107 4.583 ± 0.055
10 dB 0.8344 ± 0.0078 4.331 ± 0.228
2 dB 0.8451 ± 0.0177 4.001 ± 0.535
∞ dB 0.8262 ± 0.0021 4.472 ± 0.048
30 dB 0.8266 ± 0.0012 4.474 ± 0.042

75% 15 dB 0.8045 ± 0.0097 4.540 ± 0.148
10 dB 0.8180 ± 0.0146 4.257 ± 0.192
2 dB 0.7934 ± 0.0356 4.484 ± 0.520

Table 1: Results. Monte Carlo Test for chosen parameters a = 0.825 and
A = 4.5 without standard values.

2 Experimental Results

In this section we present and discuss the results of the application of the
algorithm proposed in the previous section to estimate the parameters of
the perfusion curves. Before applying this algorithm in real DCE-MRI
data, it was needed to test its efficiency on synthetic data, hence we did
simulate several scenarios in function of the Signal-to-Noise Ratio (SNR)
and on the rate of missing data randomly allocated throughout the time-
course. For each scenario, we did 5 simulations and it was registered the
averaged estimated parameters a and A.

It was decided to simulate the signals obtained from DCE-MRI. The
parameters that describe the perfusion curves were chosen to be a =
0.825 and A = 4.5, so we could represent a signal with a curve increasing
slightly as a reaction to the contrast injection, and then a fast decrease of
the concentration to the base level. Timecourses were designed to have
100 timepoints whereas the first 35 points were the contrast bolus injec-
tion. Finally, we added the zero mean Additive White Gaussian Noise
accordingly to the desired SNR and multiplied by the binary matrix W.
We tested two scenarios: accounting with the prior physiologic informa-
tion and without it.

Obtained results were quite good. For instance, a single simulation
of a scenario case with 75% missing data and a SNR of 2 dB is shown in
Fig. 1. In this example, parameters were estimated to be a = 0.8061 and
A= 4.687 which seems to be fairly good for a signal with so much missing
data and very high noise. However, analyzing Table 1, for such a low
SNR and high lack of data, the error margin is around 10%. Moreover,
it is interesting that this error margins decreases a lot (for around 3.8%)
if we impose a condition with prior physiologic information (eq. (3))
acquired from the literature, as shown in Table 2. Since we are working
with synthetic data, in this case we used the already predefined values for
a and A).

Comparing to [2], it is possible to see that we had slightly better re-
sults for SNR of 10 dB and 75% missing data: wheras their article cite
an error marging around 5%, we could make it less than 1% with prior
known information condition and around 2% without this information.

However, it should be noted that this algorithm is still under devel-
opment and it is not ready to be used on DCE-MRI real data because it
is necessary to incorporate additional features such as the distinction of
multiple sources of blood (hepatic vein and portal vein). This algorithm
will surely help surpassing some of the difficulties from the DCE-MRI
and will be incorporated in future developments of our work.

Missing Data SNR estimated a estimated A
75% 10 dB 0.8277 ± 0.0013 4.515 ± 0.031

2 dB 0.8432 ± 0.0086 4.442 ± 0.177

Table 2: Results. Monte Carlo Test for chosen parameters a = 0.825 and
A = 4.5, this time imposing the prior known information: a0 = 0.825,
A0 = 4.5, γa = γA = 0.50.
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Figure 1: Estimation of the parameters for the scenario case of 75% miss-
ing data and SNR 2 dB.

3 Conclusion and Future Developments

In this work we developed a method to deal signals with missing data and
high noise, such is the case of the DCE-MRI, one of the most effective
techniques to assess the malignancy of the liver tumors. Our experimen-
tal results on synthetic data show that this algorithm perfomances fairly
good on signals with low SNR and high rate of missing data, making it
possible to incorporate this algorithm in our future works in the area of
DCE-MRI. In spite of the low error margins, we believe it is still possible
to do better so we are still seeking other informations that might be usefull
to our algorithm. Either way, present results provided to be an efficient
algorithm to deal with signals with lack of data and it is a good alternative
comparing to other techniques available in the literature. Yet, there is still
lot of work to do in this field and we will be working on it.
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Abstract 
An increasing ageing society and consequently rising number of 

post-stroke related neurological dysfunction patients are forcing the 

rehabilitation field to adapt to ever-growing demands. Compensatory 

movements related to available motor strategies, can be observed in 

post-stroke patients when performing functional tasks due to a 

pathological synergy as in reaching for an object. Studies of post-stroke 

motor recovery suggest that such maladaptive strategies may limit the 

plasticity of the nervous system to enhance neuromotor recovery. 

Strategies for rehabilitation protocols monitoring and validation are 

presently a necessity, moreover considering data recording is often 

absent of the rehabilitation process or subjective in nature. 

Characterization strategies of patient performance during functional task 

are key aspects for clinical protocols validation, progress monitoring and 

methodologies comparison. This project seeks to characterize patient’s 

upper limb performance through accelerometry, gathered with a low-

cost wearable system, for compensatory movement avoidance through 

feedback response. 

1 Introduction 

According to the World Health Organization (WHO), 15 million people 
worldwide suffer a stroke each year, being the leading cause of 
disability in adult population. Stroke is defined as an acute neurological 

dysfunction of vascular origin with rapid onset of signs and symptoms 
according to the committed areas of the brain. As epidemiological 
studies show, disability following stroke appears, albeit not only, but 
most evidently, in the form of neurological dysfunctions and reduced 
ability to actively engage in activities of daily living, justifying the need 
for intervention [1]. Economic related data reveals that in several 

countries 5% of the healthcare budget is allocated to stroke related costs, 
concerning not only the acute phase but also the subsequent, often very 
prolonged rehabilitation period [2]. Despite its relevant costs, agreement 
exists in the importance to continue to address the management of the 
sequelae of stroke. In fact, during the past decades, dramatic 
improvements have been made in this area and convincing scientific 

evidence now exists that stroke rehabilitation programs are effective at 
restoring functional abilities and reducing external dependency [3]. The 
main obstacle encountered by therapists in clinical practice is 
establishing an effective bridge between the results obtained during the 
studies and its efficient applicability at clinical environments [4]. 

Impairment of upper limb function is one of the most common 
deficits following stroke, specifically at the middle cerebral artery 
(MCA) territory. Specific rehabilitation remains challenging to a 

significant extent to date, with little agreement on the procedures to be 
followed, despite ongoing published guidelines containing 
recommendations on interventions and assessment strategies targeted 
towards the diverse areas of post-stroke disability [5]. The 
predominantly affected arm, contra-lateral to the committed hemisphere, 
may present muscular weakness; abnormal muscle tone, postural 

adjustments, and movement synergies; biomechanical impairments at 
joints and/or soft tissues level; incorrect timing of components within a 
movement pattern and loss of interjoint coordination [6]. In face of the 
before mentioned, it is often identified in post-stroke patients when 
attempting to move, as in for reaching an object, the emergence of 
compensations related to the available motor strategies and expressed in 
form of a pathological synergy [7]. 

Upper limb movement characterization has not received, until 
recently, much attention from researchers and physicians when 
compared to gait analysis. It is thanks to advances in 
microelectromechanical systems (MEMS), microelectronics, wireless 
communication devices, and monitoring solutions in general, that an 
increasing interest as been observe in the characterization and pattern 

determination of varying human activities in daily-life, sports, work 
related scenarios, rehabilitation, etc. Accelerometers and gyroscopes are 
proving to be a useful alternative to complex video-based movement 
recognition systems, not only for their low-cost and portable nature, but 
also due to their reduced processing overhead, making them candidates 
for feedback and wearable solutions. 

1.1 System Description 

A simple wearable monitoring device, named W2M2 (Wireless 

Wearable Modular Monitoring), was design and implement for inertial 
data capturing. The device was based on commercially available 
components that could be assembled in a fast manner, without extensive 
knowledge of electronics; seeking to reduce overdependence on 
collaborating engineers. The module’s main component, the Arduino 
FIO, is accessible at low cost and can be used with a reduced learning 

curve; additionally, the ADXL345 3-axis accelerometer break-out board 
was used combined with a XBEE based wireless interface, transforming 
the module in a portable, wireless adaptable resource. 

2 Methodology 

As reaching is the most common upper-limb human gesture, one can 
understand the great amount of interest devoted to its analysis, having 

some studies reported the expected components of movement, when 
target is placed in middle line and in healthy population: elbow flexion 
at the beginning of sequence, followed by combined shoulder flexion, 
shoulder horizontal adduction and elbow extension during the middle 
and final phases of the reach. Each subject was assessed in sitting 

position, with a table placed in front of them, at a height corresponding 
to the alignment of the iliac crests. The table limit was coincident with 
the distal border of the subject’s thigh, so as not to interfere with the arm 
trajectory. The subjects were instructed to reach and press a target 
placed ipsilaterally to the upper limb in study, in groups of three 
repetitions (as to avoid variations due to fatigue) separated by one 

minute rest period. After a physiological study of the target area and 
experimental trial of sensor positioning for assured subject upper limb 
mobility and comfort, the following positions were considered  P1, 
placed under the acromion, following the line that connects the lateral 
epicondyle and the acromion; P2, placed on the middle point between 
lateral epicondyle and the acromion; P3, immediately above lateral 

epicondyle, in alignment with acromion; P4, immediately below the 
lateral epicondyle, after elbow articulation; P5 is in the trunk on the T12. 

The accelerometers data can be captured at varying frequencies up 
to approximately 100 Hz, which is then buffered and transmitted 
wirelessly; while a moving average smoothes the signal in order to 
reduce the influence of noise and oscillations. A window differentiation 
function was applied; used for automatic movement start and end 
determination. Additional plus/minus pseudo-envelope functions were 

generated through a moving window standard deviation approach, in 
order to provide references of signal stability. 
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The previously referred data undergoes a number of feature 
extraction procedures in order to provide information such as 
repeatability, smoothness, variation factors, timing components, etc., 
which the study intends to correlated with perceived pathologies by 
physicians and physiotherapist, in order to provide a quantifiable 

approach to compensatory and pathological movement determination. 
An example of three repetitions of the same functional task (reach, press 
and return) by a subject without pathology and a subject with pathology 
can be seen on Figure 1, illustrating the difference in perceived 
repeatability and pattern of the accelerometry data, as well as its 
promising use for pathology diagnosis. Other research objectives focus 

on the implementation of pattern recognition strategies for feedback 
during rehabilitation sessions for remote and home-based scenarios. 

 
(a) 

 
(b) 

Figure 1: Three independent accelerometry for reach-press-return 
functional task from sitting position. a) Subject without pathology b) 
Subject with pathology. 

A time and amplitude normalization approach permits comparison 

of a subjects movements over time or against other subjects, 

contributing to an improve progress monitoring and rehabilitation 

strategies validation. Figure 2, presents repetitions of two subjects with 

pathologies (black lines) versus a subject without pathologies (red line) 

used as a reference. The graphs illustrate the importance of a reference 

pattern establishment for appropriate formulation of comparison 

strategies for progress monitoring, diagnosis, etc. 

3 Conclusions 

Nowadays, post-stroke rehabilitation therapy is dictated mainly by 

qualitative analysis and assessment tools which rely on physiotherapists’ 

assessment skills. Effective evaluation and monitoring constitute key 

factors of the overall rehabilitation process, representing a forward step 

in the clinical reasoning process which ultimately contributes to enhance 

patients’ potential for recovery. The present study, although preliminary, 

shows potential for upper-limb movement dysfunctions characterization 

through compensation components discrimination within movement 

patterns. Future research seek the development of a quantitative based 

assessment and progress monitoring that can be combined with 

mathematical and biomechanical models, therapeutic strategy 

formulation, validation and diagnosis; including remote and home based 

device design and therapeutic protocol development. 
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Figure 2: Comparison of accelerometry for reach-press-return functional 
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Abstract

Ultrasound (US) imaging is an useful technology in many fields, includ-
ing medical, due to its portability and low cost. Although 2D data analysis
is the standard, it’s results are affected by inaccuracy and subjectivity as-
sociated with data acquisition and operator-dependent image selection.
3D data reconstruction could circumvent these limitations, but its cost is
not always practical. A simple free-hand method with no tracking might
be used, but the imperfectness of the probe trajectory executed by the ul-
trasonographer induces errors in the final 3D reconstruction. To address
this limitation, we propose a strategy to estimate changes in probe speed
during free-hand US data acquisition, solely based on the 2D data. By
making use of speckle texture extraction, a probe speed profile estimate is
computed in both synthetic and real data to be used in improving the 3D
reconstruction where no spatial tracking was performed.

1 Introduction

In the field of medical imaging modalities, ultrasonography has the ad-
vantage of being noninvasive, does not involve ionizing radiation, gives
results in real time, is less expensive and more portable than other imaging
modalities, whereas its major limitations are the poor soft tissue contrast
compared with MRI or CT. Moreover, when characterizing a 3D object
through a representative slice, the standard 2D approach is not only lim-
ited, it is also highly operator dependent. 3D US is then an interesting
approach, for which several technologies [2] are being used, suchas ro-
tational or translational probe sensors, array probe sensors, and several
tracking methods for accessing the spatial 6 degrees of freedom of the
probe during the acquisition and posterior reconstruction, such as elec-
tromagnetic, optical or acoustic locators. But, even disregarding each
methods technical limitations, the financial cost and non-portability that
they imply are often undesirable. In these conditions, reconstructing a
3D-volume from 2D data with no spatial probe tracking is doable by pre-
setting the probe movement to fixed probe trajectory, angle and speed. For
example, Seabraet al. [5] assumed a linear trajectory and constant probe
speed and rotation while using hyperechogenic landmarks for setting the
beginning and end of the trajectory.

But in the case of freehand acquisition, the human operator will never
be able to perform the movement perfectly, inducing errors in the recon-
structed 3D volume which will in turn affect the final clinical analysis.

This work proposes an approach to reduce the impact of human in-
duced errors by estimating the probe speed profile during an acquisition
of a carotid plaque, where the geometry allows for nearly parallel frames.
If correctly estimated, this profile should provide increased accuracy in
the 3D volume reconstruction.

2 Problem Formulation

3-D free-hand ultrasound aims to reconstruct the geometry and acoustic
properties of a volume of interest (VOI) from a sequence of 2D images
corresponding to different positions and orientations of the probe during
acquisition. Due to the particular geometry of carotid artery, it is possible
to acquire almost parallel cross sections without using any kind of spatial
locator as seen in figure 1. Although training can improve it, it is rather
difficult to acquire at constant speed, hence distance between frames(δ z)
will vary, introducing geometric distortions that degrade the reconstruc-
tion results.

It is expected that with increased inter plane distance (δ z) the greater
is the dissimilar between images. But, in normal acquisition conditions,
there is always some correlation between consecutive frames because the

Figure 1: Acquisition protocol. The ultrasound probe is placed transver-
sally to the neck and an image sequence is recorded by sweeping it over
a known path limited by specific landmarks.

US beam aperture in thez direction (∆z) is normally greater than inter
plane distance (δ z). Due to the straight-line of the acquisition protocol,
it is a reasonable assumption that this dissimilarity arises primarily from
changes inz− axis position, rather than angular changes, hence we can
use this relation to estimate the probez−axis speed profile.

Let gk
i, j = (iδx, iδy, p(k)) be the position of each voxel, wherei and

j are US image pixel indexes,k is the frame index, andh(gk
i, j) the cor-

responding voxel value.δx andδy are the inter pixel distance that only
depend on scanner resolution and are constant for all images.p(k) is the
continuousz− axis position of thekth frame in the space between land-
marks. Leth(gk) be thekth 2D US image frame. The similarity between
consecutive frames is then computed as:

ρ(k) = maxΦ
[

h
(

gk
)

,h
(

gk+1
)]

(1)

whereΦ(n,m) is the normalized 2D cross-covariance operator between
imagen andm.

In ultrasound image formation process a transmitted ultrasound pulse
interacts with an anatomical region of interest (ROI) providing informa-
tion about tissue structure which is encoded in backscatter echo. This data
can be separated in Speckle and deSpeckle images, which approximately
encode anatomical echo-morphology and tissue texture information, re-
spectively [3, 6]. Although echo-morphology might change considerably
between inter plane images, tissue texture is expected to change at steady
rate. Hence, by analyzing the similarity between Speckle pattern (ex-
tracted using Seabra’s method [4]) of consecutive 2D US images, we ob-
tain an estimate the position changep(k)− p(k+1)

3 Experimental Results

To evaluate the proposed method, analysis on synthetic and real data was
carried

3.1 Synthetic data

A synthetic tube-shaped object of size 214×214 pixels and 428 frames
was generated (see fig.2.a) with dynamic range similar to typical US B-
mode images (from 10 to 100). Rayleigh noise was added (see fig. 2.c),
which is a good approximation of the US backscatter echo envelope in
(nearly) homogeneous regions, in the case offully developed speckle [1].
This volume was then filtered with a mean normalized filter of size 2×
2×10 to induce spatial correlation in thez direction.



Figure 2: Synthetic data and it’s processing. Left - Generated 3D tube
object and sampling plane example. Right - Sampled plane example

To simulate an acquisition protocol, this volume was sampled along
the z− axis (see fig.2.a) with two different functions (see fig.2.b): (c)
with constant velocity;(v) with constant acceleration; resulting in two
data volumes of 160 frames each, obtained with the following weighted
linear interpolation

h(gk
i, j) = α .h

(

g⌊k⌋
i, j

)

+(1−α) .h
(

g⌊k⌋+1
i, j

)

(2)

whereα = 1− p(k)+ p(⌊k⌋), k ∈ N is the sampled frame index,⌊k⌋
it’s ground integer, andp(k) ∈ ℜ is the sampled frame position in the
synthetic object.

Finally the speckle fields (see fig. 2.e) of the resulting two syn-
thetic objects were extracted [4] an their cross-covariance calculated as
displayed in figure 4.a. If we disregard some variability induced by noise
in the signal and the imperfect interpolation method, these results (fig.4.a)
clearly show that the slope ofρ (2) has an inverse relationship with the
speed of data acquisition.

3.2 Real data

A sequence of 160 real B-mode US images (see fig. 3.a) acquired with
a speed profile as constant as possible to the operator (fig. 1) was used
to test the method. To reduce the impact of echo-morphology in the re-
sults, two separate subregions (see fig. 3.a) of reasonably homogeneous
morphology during acquisition were selected. Speckle field of these sub-
regions (see fig. 3.d) were extracted [4] and the covariance was calculated
(2). Median (5px window) and Gaussian filtering (7px window, σ = 2)
was further performed to remove some high frequency variability ofρ
mainly due to remaining echo-morphology and lower number of pixels in
the subregions. It should be noted that smaller subregions might provide
less echo-morphology but at the cost of greater variability in results, and
vice-versa, hence the usefulness of the previous filtering step.

Final results are displayed in fig. 4.b where we can clearly see a
common trend between the subregions. If the operator acquired in perfect
constant speed, we should see a constant line, such as in the synthetic(c)
case in fig.4.a

4 Conclusions and Future work

In this work we propose an approach to estimate speed changes of the US
probe in a free-hand acquisition protocol with a straight-line trajectory
and no spatial tracking. This is an useful feature for 3D-reconstruction,
for example of the carotid artery, without any additional 3D equipment.

For this we propose the use of cross-covariance as a metric of simi-
larity between consecutive frames. Speckle tissue texture, which is sup-
posed to vary consistently, of subregions of the image with reasonably low
echo-morphology information is extracted and analyzed. This approach
was validated in synthetic data and tested on real data, and proves to be a
promising one.

Figure 3: Real data an it’s processing. a) Schematic of the B-mode vol-
ume and the two subregions selected with homogeneous criteria. b) Se-
lected B-mode subregion data. c) Selected subregion deSpeckle, mainly
containing echo-morphology. d) Selected subregion Speckle, mainly con-
taining texture composition.

Figure 4: Cross-covariance maximum for synthetic(a) and real(b) data.
a) - results with constant(c) and variable(v) acquisition speed. b) - results
with two different subregion samples (see fig. 3.a)

For further validation, this method will be compared against the in-
formation of a spatial tracking information system attached to the probe
during real data acquisition. Also, we will present two 3D reconstruc-
tion of a real data acquisition on a known phantom, with and without this
method, for measuring real improvements in reconstruction quality.

Finally, subregion selection should be automated with a segmentation
method selecting homogeneous regions across frames.
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Abstract 
 

Confocal laser endomicroscopy (CEM) is a new medical 
diagnosis technique that enables the histological examination of 
suspicious tissues in real-time during an ongoing endoscopic surgery. It 
was adapted for in vivo histological examination very recently, and 
therefore the image taxonomy and interpretation is not well defined yet. 
The main goal of this work is to develop tools to assist the doctor during 
this exam, by providing a computer assisted diagnosis. We defined a 
database suitable for image classification, by extracting adequate 
parameters from tissue images. A statistical analysis of the database 
shows that the quantitative parameters that we choose to characterize the 
image in the database allow discrimination between the different image 
classes.  

1 Introduction 
 

Confocal laser endomicroscopy (CEM) is a new diagnostic 
tool that allows performing histologic examination in real-time during 
an ongoing endoscopy [1]. The main advantage of this technique is 
avoiding tissue biopsy for lab analysis, providing the doctor with the 
means to make an immediate diagnosis. In this work we focus on the 
application of CEM in gastroentrology, more specifically in the 
detection and diagnosis of inflammatory bowel disease (IBD). 

In endomicroscopy we can categorize the obtained images in 
tree types:  image of healthy tissue, tissue with inflammation and tissue 
with neoplasia. There are some features such as crypt and lamina propria 
that allow discriminating between the healthy and unhealthy tissue. 
Figure 1 shows the images acquired by endomicroscopy and its features.  

1.1 Related Work 
 
Despite the endomicroscopy being a novel technique and its 

application in clinical diagnosis recent, it appealed the scientific 
community very quickly due to its many advantages. Several studies 
have been performed in order to assist the training of physicians. 

Johannes Gutenberg, University of Mainz Germany, 
developed the first endomicroscopy platform available on-line that 
teaches to identify the endomicroscopic image [2]. In [3] André et al. 
developed work that helps in image classification with the aim of 
making content-based image retrieval. This study demonstrates that 
those endomicroscopic images have great intra-class variability and 
small differences between classes [3]. To improve these differences they 
use the physical process of acquisition and the Bag-of-Visual-Words 
method adjusted for endomicroscopic images.  

Although inspiring, these works only provide some assistance 
to classification, while in this work we aim at automatic image 
classification. 

1.2 Contributions  
 

The simultaneous execution of endoscopy and histology exam 
is very difficult to accomplish in practice, requiring the doctor to go 
through a very long training period. The overall goal of this line of 
research is to develop a computational system that applies pattern 
recognition techniques for assisting the practitioner during the procedure 
by performing automatic diagnosis from the CEM images. Therefore 
this work has two purposes: 

(i) Develop procedures and software for collecting and 
labeling CEM images in order to obtain a large scale database. The 
usefulness of such a database is twofold: obtain data for developing a 
classifier (learning by examples / data-driven methods), and provide 
medical education (namely by image content retrieval, this is a very new  

  

Figure 1: Types of images acquired by endomicroscopy and its features. 
The apparent black circles are crypts with the lumen at the center. 
Around the lumen there are goblet cells. The space between the crypts is 
the lamina propria. 

technique and the image taxonomy and interpretation is not well 
defined). 

(ii) To develop basic algorithms for detection and 
segmentation of the cellular structures. The choice and extraction of 
image features to develop suitable global image descriptors that encode 
local image properties such as color, shape, and textures have to be 
addressed.  

2 Methodology 
 

As we mentioned previously, there are three diagnostic kinds 
obtained by endomicroscopy: normal tissue, tissue with inflammation 
and tissue with neoplasia. However, the images were divided in five 
classes due the great intra-class variability and small differences 
between classes: normal image, image with a light inflammation, image 
with a severe inflammation, image with low neoplasia probability, 
image with high neoplasia probability. Table 1 contains some example 
of each image type existent in the database. 

It is very difficult to differentiate the classes due to the high 
similarity between the images. For example, the images marked with the 
letters A and B belong to different classes but they are almost identical.   
 

 
Table 1: Some examples of different classes of image in the database. 

Image of 
healthy tissue 

Image of tissue 
with inflammation 

Image of tissue 
with neoplasia 

Many crypts 
surrounded by 
goblet cells. 

 
The crypt 
openness appears 
like black holes 
with circular or 
slit form. 

Generally has few 
crypts with 
irregular structure 
or do not have 
crypts. 

 
The lamina propria 
is increased and 
bright. 

Have crypts with 
Ridged-lined 
structure or do 
not have crypts. 
 
Have isolated 
black cells. 
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Confocal Endomicroscopy 
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Abstract

Heart Rate Variability (HRV)1 is related with several physiological fac-

tors. In particular, it is consensual at this moment that the HRV reflects

the Autonomic Nervous System (ANS) activity and by using an appropri-

ated signal processing analysis it is possible to measure both sympathetic

and parasympathetic activities.

In this paper a portable system based on smart-phone for HRV mon-

itoring is described. The system, comprising a smartphone and a chest

belt to measure the ECG, linked by Bluetooth, computes and displays in

real time the spectrum of the RR signal in the LF and HF bands, where

the ANS activity can be observed.

1 Introduction

Variations on the heart rate are directly related with the ANS trough its

both main efferent pathways; Symphatetic and Parasymphatetic nervous

systems. Measuring or indirectly estimating the activity of the ANS can

be valuable in diagnosis of several pathologies.

Abnormal heart rate variation patterns reflect in a first approach mal-

functions of the ANS, called Dysautonomia. These variations may also

be related with malfunctions on other systems involving the ANS, such as

the cardio-vascular or cardio-respiratory systems.

Heart Rate Variability (HRV) is nowadays one of the preferred non-

invasive methods to assess and monitor the activity of the Autonomic Ner-

vous System [1].

The ANS, however, also depends on the Central Nervous System and

therefore the Heart Rate Variability (HRV) can be used to infer pathologi-

cal or non pathological conditions related with brain. Several publications

on the literature correlate the HRV with anxiety [7], panic [5] and Atten-

tion Deficit Hyperactivity Disorder (ADHD) [2].

Other field of research and clinical applications where HRV is used

is Biofeedback (BF)[4]. Bio and Neuro feedback are frameworks where

physiological information is provided, through appropriated computer user

interfaces, mainly to help the improvement of brain features and skills,

e.g. short term memory, or to help inducing changes on certain brain

states, such as, relaxation or concentration.

In this paper a real time HRV analyzer based on smart-phone is de-

scribed. The system, composed by a chest belt and a smartphone or tablet

PC, aims at monitoring the RR signal, obtained from the belt, and com-

pute in real time its power spectrum in the HF and LF bands where the

ANS activity can be measured. The system also computes some physi-

ological indicators related with the HRV that are usual described in the

literature as relevant for an accurate assessment of the ANS activity quan-

tification, such as, the total power on the LF and HF bands as well as

the ratio between them. A graphical representation of these quantities is

also provided to make possible the usage of the system in Biofeedback

applications for clinical and medical purposes.

2 Methods

HRV analysis is usually performed over the RR signal. This signal is

obtained by detecting the R peak in the QRS complex of the Electro-

cardiogram (ECG) trace. It is stepwise constant with transitions at the

quasi-periodic occurrences of the peak R, as shown in figure 1.

There is a solid consensus that high-frequency (HF) component of

HRV is related to respiratory rhythm and constitutes a marker of vagal

modulation [8] and that the low-frequency (LF) component is thought to

1This work was supported by the FCT (ISR/IST plurianual funding) through the PIDDAC

Program funds.

Figure 1: R-R interval in a typical ECG

be under both sympathetic and parasympathetic control. The sympatho-

vagal balance is characterized from the relationship between these two

rhythms [8, 13].

There are several method described in the literature to make the HRV

analysis. The most common, as expected, are performed in the frequency

domain with non parametric methods, such as Fourier or wavelet frame-

works [11] or with parametric methods such as Autoregressive Models

[9], adopted in this work.

The power spectrum of the RR signal in the range of [0.015− 0.5]
Hz is computed by describing the RR with an p order AR model. In

this approach the observations are assumed to be the output of a IIR filter

H(ω) when White Gaussian Noise (WGN) is present at the input, x(n) =
h(n)∗ ε(n) where h(n) is the impulse response of the filter H(ω),

H(ω) =

[

1

1−a1z−1 −a2z−2
...−apz−p

]

z=e jω

(1)

The corresponding time description of this observation model is there-

fore

x(n) =
M

∑
i=1

aix(n− i)+ ε(n) (2)

where x(n) is the nth observation, a1,...,aM are the coefficients of the M

order AR model and ε(n) are the residues.

The coefficients are estimated according the method described in [12]

and the power spectrum is computed by

R(ωk) = σ
2
ε
|H(ωk)|

2 (3)

where σ
2
ε

is energy of the residues and ωk are evenly spaced discrete

frequencies.

3 System architecture

The system is composed by a Zephyr BioHarness R© belt able to acquire

physiological data. This device communicates via Bluetooth R© with the

client application running in an Android OS enabled device, where all

the signal processing and displaying is done (see figure 2). Among other

physiological data the BioHarness R© device is able to acquire the R-R

interval data at a sampling frequency of 18Hz.

To limit the required computation time the signal is downsampled,

this allows us to assess the spectral information in the range of interest

while maintaining a low model order. This downsampling is preceded by

a first order low pass filtering (cutoff 0.6Hz), to avoid aliasing artifacts.

The maximum frequency that contain ANS information is below 0.5

Hz [9]. This means that, satisfying the Nyquist sampling theorem, the

signal can be downsampled by a factor superior to ten, to a sampling

frequency of 1.2 Hz, and still possess the information needed [10].
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Abstract

In this paper, we present a study aimed at developing reproducible proto-
cols for the non-invasive assessment of cerebrovascular reactivity (CVR),
based on combining a Breath Hold (BH) challenge with Magnetic Reso-
nance Imaging (MRI) measurements of Blood Oxygen Level Dependent
(BOLD) and Arterial Spin Labelling (ASL) signals. In particular, the
General Linear Modelling (GLM) of the data was optimized through the
choice of appropriate parameters. A group of 5 healthy subjects was stud-
ied on a 3T system over two sessions each. The intra- and inter-subject
variability of both BOLD and ASL measurements of CVR were quanti-
fied using the respective coefficients of variability. Although BOLD mea-
surements exhibit lower variability, ASL has the advantage of providing
quantitative physiological information.

1 Introduction

Cerebrovascular reactivity (CVR) can be assessed non-invasively using
functional Magnetic Resonance Imaging (fMRI), by measuring the Blood
Oxygen Level Dependent (BOLD) or Cerebral Blood Flow (CBF) re-
sponse to breath hold (BH) challenges.

BOLD-CVR measurements have been extensively evaluated, namely
in terms of their reproducibility and variability [4]. On the other hand
CBF-CVR measurements have not been systematically evaluated, possi-
bly because of the extremely low sensitivity of Arterial Spin Labelling
(ASL) sequences [2]. However, ASL would provide truly quantitative
CBF-CVR measurements with potentially lower inter-subject variability
than BOLD [5]. Moreover, CBF measurements would be more closely
comparable with conventional CVR assessment techniques (e.g., SPECT
or Ultrasound) than BOLD measurements.

Modeling CBF and BOLD responses to respiratory challenges can
be achieved by convolving a respiratory response function (RRF) with
a waveform describing the respiratory paradigm. Although the shape of
this RRF for the BOLD signal has been determined analytically [1], it is
usually approximately modeled by a Gamma function.

The goals of this study are to optimize a non-invasive BH-CVR proto-
col based on CBF measurements using ASL; and to determine its within-
and between-subject reproducibility in comparison with a matching BOLD
protocol.

2 Methods and Materials

2.1 BH protocols

The protocol for each acquisition sequence (BOLD and ASL) consisted of
3 cycles of 20s BH alternated with normal breathing, and 8 cycles of 20s
BH alternated with normal breathing, respectively (see Figure1). More-
over a baseline measurement was done and is represented as the initial
and final 25s periods of normal breathing included in each of the previous
tasks. Also CO2 monitoring was done to assess the subject’s compliance
to the task.

In order to make the protocols independent of the sequence order,
BOLD and ASL acquisitions were counterbalanced across subjects.

2.2 Participants and sessions

In order to achieve the goals of this work 5 healthy subjects (2M/3F,
24.0± 7.8yrs) were studied at Hospital da Luz with 2 scanning sessions
approximately one week apart.

Table 1: Average (±SD) PSC values across activated regions and subjects
and corresponding CV values.

PSC (%) Sess1 PSC (%) Sess2 CVintra (%) CVinter (%)
BOLD 3.18±0.92 3.19±0.91 3.0 28.9
CBF 59.0±27.2 46.7±27.8 19.3 52.8

2.3 Image acquisition

A 3T Siemens Verio system with 12-channel RF coil was used for image
acquisition. In the BOLD acquisition a GE-EPI sequence (TR/TE=2500/50
ms); whole-brain contiguous slices parallel to AC-PC, 3.5×3.5×7.0mm3

was used; and for the ASL acquisition a Q2TIPS-PICORE sequence [3]
(TR/TE=2500/25 ms, TI1/TI1s/TI2=750/900/1700 ms with 9 contiguous
slices parallel to AC-PC , 3.5×3.5×7.0mm3) was used (see Figure 2).

Furthermore, for posterior co-registration, a T1-weighted MPRAGE
sequence (TR/TE=2250/2.26 ms, 1× 1× 1mm3) was obtained for each
subject.

2.4 Image analysis

Analysis of the acquired images was done with FSL (www.fmrib.ox.ac.uk/fsl/).
The first step was the preprocessing with motion correction; high-pass
temporal filtering with 80s cut-off; and spatial smoothing with 5mm (BOLD)
/ 10mm (ASL) FWHM. Next the inputs of the General Linear Modelling
(GLM) analysis were two gamma functions (sigma=3s, lag=6s) with op-
timized phase shifts of 0s for preparatory inspiration and 10s for breath
hold (see Figures 3 and 4). The phase shifts were optimized at a group
level.

3 Results

3.1 CVR maps and average responses

CVR maps for each subject were obtained and an illustrative example
from 3 slices of one subject is shown in Figure 5 for each of the two ac-
quisitions. The average responses’ time course can also be seen in Figure
6 were response peak for each acquisition is shown.

3.2 Intra- and inter-subject reproducibility

In Figure 1 we present the percent signal change (PSC) value of the CVR
measurement shown in Figure 4 for each acquisition signal, along with
the reproducibility measures (CVintra and CVinter).

Figure 1: Protocol design for BOLD and ASL experiments.



Figure 2: Position of the ASL acquisition slices relative to the brain.

Figure 3: Design matrices illustrating the GLM’s used for analysing the
BOLD (left) and ASL (right) data.

Figure 4: Combination of the two gamma functions resulting in the full
model of the BH response.

Figure 5: Maps of BOLD (top) and CBF (bottom) CVR measurements,
for 3 slices of one illustrative subject, overlaid on the corresponding raw
images.

Figure 6: Average time courses of the BOLD and ASL-CBF responses to
the BH challenge, for one illustrative subject.

4 Conclusion

A non-invasive protocol for quantitative CVR assessment using ASL-
CBF measurements during a breath hold challenge was successfully im-
plemented and compared with a matching BOLD protocol. A combina-
tion of 2 gamma functions was found to adequately model the response
to a preparatory inspiration followed by the breath hold with phase shifts
optimized for the group. In future work, one should have, the phase shift
optimization, in mind for a specific subject. This could approximate the
results obtained here to the clinical set, where the physician is focused on
the patient at hand. However at this stage of optimization our goal was to
establish a model value that reasearchers can follow in their own studies.

Although CBF-CVR showed lower sensitivity (see Figure 5) and higher
variability than BOLD-CVR as shown by the values obtained, the intra-
subject CV was still well below the fiducial limit of 33%, showing that
this study approach with non-invasive protocols is reliable. The extension
of the study to a larger group of subjects will allow a better investigation
of the inter-subject variability of the CVR measurements.
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and Ruben Teixeira at the Imaging Department of Hospital da Luz for
their assistance with scanning. We acknowledge logistic support by Hos-
pital da Luz and financial support by the Portuguese Science Founda-
tion (FCT) through Projects PTDC/SAU-BEB/65977/2006, PhD grant
SFRH/BDE/33365/2008 and the ISR/IST plurianual funding through the
PIDDAC Program funds.

References

[1] R.M. Birn. The respiration response function: The temporal dynam-
ics of fMRI signal fluctuations related to changes in respiration. Neu-
roimage, 40:644–654, 2008.

[2] P. Figueiredo. Quantitative perfusion measurements using pulsed ar-
terial spin labeling: Effects of large region-of-interest analysis. JMRI,
21(6):676–682, 2005.

[3] W.M. Luh. QUIPSS II with thin-slice TI1 periodic saturation: a
method for improving accuracy of quantitative perfusion imaging us-
ing pulsed arterial spin labeling. Magn. Reson. Med., 41:1246–1254,
1999.

[4] S. Magon. Reproducibility of bold signal change induced by breath
holding. Neuroimage, 45:702–712, 2009.

[5] T. Tjandra. Quantitative assessment of the reproducibility of func-
tional activation measured with bold and mr perfusion imaging: Im-
plications for clinical trial design. Neuroimage, 27:393–401, 2005.

2



  

 

Abstract 
Dynamic causal modelling (DCM) is a biophysically informed framework used to 
make inferences about effective connectivity within brain networks, from 
functional Magnetic Resonance Imaging (fMRI) data. Here, we investigated the 
sensitivity of DCM inferences regarding a simple two-node network on variations 
of the intrinsic coupling strength between the nodes and the haemodynamic 
response delays of each region. Monte Carlo simulations showed that the 
capability of the DCM methodology to correctly select the causality concealed in 
the fMRI data was diminished for stronger coupling parameters and when the 
haemodynamic delays were significantly deviated from their a priori expectation. 
However, the latter effect was attenuated as noise levels were increased. 

1 Introduction 
Understanding causal interactions among neuronal populations, usually 
termed effective connectivity, is a prominent purpose in neuroscience. 
Dynamic causal modelling (DCM) is a biophysically informed 
framework suitable to study the influence that a neural system exerts 
over another within brain networks, based on neuroimaging time series 
[1]. In this formulation, the measured brain responses are integrated into 
a generative model that incorporates a dynamic neuronal model of 
interacting cortical regions, and a forward model of how the neuronal 
activity is transformed into the measured response [2].  

In particular, DCM for functional Magnetic Resonance Imaging 
(fMRI) incorporates a model of the haemodynamic response to neuronal 
activity [3]. This is a slow response, with time delays on the order of a 
few seconds, which offers one of the major limitations to the capacity of 
DCM for fMRI to make inferences on causality at the neuronal level. 
Although the HRF of each region is estimated in DCM, the high number 
of model parameters imposes the use of strong prior information within 
a Variation Bayesian framework.  

Here, we aimed to investigate the impact of significant deviations of 
the haemodynamic delays from their a priori expectation on DCM 
inferences. We used a two-node network and asked the simple question 
of whether it is region 1 that influences region 2, or the other way 
around. We tested the influence of the coupling parameter strength, as 
well as that of the signal-to-noise ratio (SNR) of the data. 

2 Methods 
Monte Carlo simulations were performed using the DCM 
implementation included in SPM8 (www.fil.ion.ucl.ac.uk/spm), by: 1) 
generating synthetic fMRI data using DCM for a pre-specified 
connectivity structure; 2) estimating DCM’s of competing connectivity 
hypotheses; and 3) employing Bayesian Model Selection (BMS) [4] to 
select the structure that best explains the data.  

2.1  Dynamic Causal Model 
DCM for fMRI [2] describes a dynamic system composed of n brain 

regions of interest (ROIs), with m extrinsic inputs, u, representing the 
stimulus or task; and n outputs, y, representing the measured fMRI 
signal, defined by a set of differential equations (1)  

!x = f (x ,u ,! )
y = !(x )

 (1) 

where the states x=f{z,s,f,v,q} represent the neuronal activity z, and 
the haemodynamic variables vasodilatory signal s, blood inflow f, blood 
volume v, and deoxyhemoglobin content q; the neuronal parameters 
!c={A,Bj,C} represent the intrinsic coupling strength A, the modulation 
coupling strength B, and the extrinsic input parameter C; and the 
haemodynamic parameters !h={",#,$,%,&} represent the rate of signal 
decay ", the rate of flow-dependent elimination #, the haemodynamic 
transit time $, the Grubb’s exponent %, and the resting oxygen extraction 
fraction &. 

2.2  Monte Carlo Simulations 
Synthetic fMRI data, y, were generated using DCM based on a 

simple, two-node connectivity structure with a single, unidirectional 
intrinsic connection with coupling strength A21: 

ROI 2ROI 1

A21
u

 
Fig. 1 Connectivity structure used to generate the fMRI data. 

A standard block design consisting of alternating blocks of rest (five 
blocks of 56s) and activity (four blocks of 30s) was used as the extrinsic 
input u, with a sampling rate of 2s.  

A different HRF was considered for each ROI and simulation: ", #, 
%, and & were randomly obtained from the respective prior distributions 
[5], while $ was obtained from its prior distribution (1') or from 
extended distributions with larger standard deviations (5', 10'). 
Negative $ values were excluded and the resulting $ and time to peak 
distributions are shown in Table I. Examples of HRF curves obtained 
from these distributions are shown in Fig. 2. 

A set of 500 experiments were performed, for each combination of 
the following factors: 
! SNR (defined as the ratio of mean to standard deviation of the 

signal): 1000, 4, 1 and 0.5; 
! A21: 1, 0.75, 0.5, and 0.25; 
! $ distribution: 1', 5' and 10'. 
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Fig. 2 HRFs obtained with the 1' (left), 5' (centre) and 10' (right) distributions of the transit time, $, and the prior distributions of the remaining 

haemodynamic parameters The black curve represents the HRF obtained with the mean values of the prior distributions of each parameter. 
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Table I. Mean, µ, and standard deviation, ', of the $ and time to peak 
distributions of the HRF’s generated in the simulations. 
 1' 5' 10' 
 µ ' µ ' µ ' 

$ / s 0.9778 0.2446 1.3834 0.8910 2.2899 1.6429 

Time to peak / s 3.2314 0.3089 3.5430 1.0631 4.1391 1.1911 

Two competing connectivity structures were tested using BMS, 
which represent unidirectional coupling in opposite directions, including 
the correct one used to generate the synthetic data and an incorrect one:  

ROI 2ROI 1
A21=1

ROI 2ROI 1

A12=1

u u

 
Fig. 3 Connectivity structures tested: correct (left) and incorrect (right). 

The corresponding DCM’s were estimated from the fMRI data using 
a fully Bayesian approach with empirical priors for the haemodynamic 
parameters and conservative shrinkage priors for the coupling 
parameters. The model’s Free Energy, F, a lower bound of the model’s 
log-evidence, was used to compare the likelihood of the different models 
to explain the data. Differences in F were converted into model posterior 
probabilities, P. Evidence is: strong if P > 0.95, i.e., F difference > 3; 
positive if 0.75 < P < 0.95, i.e., F difference between 1 and 3; and weak 
if 0.50 < P < 0.75, i.e., F difference < 1 [4]. 

3 Results and Discussion 
The DCM inference results are presented in Fig. 4 for all simulations 
performed: BMS results were classified in terms of the selected 
connectivity structure (correct or incorrect) and the evidence found in 
the data for the selected structure (strong, positive or weak). 
 Considering the 1' distribution results, we observe that the 
percentage of strongly correct results decreases with SNR deterioration. 
This effect is reduced for weaker intrinsic coupling parameters. These 
results may be explained by the fact that a weaker coupling leads to a 
smaller influence of ROI 1 over ROI 2, which amplifies the distinction 
between the activities of the two ROI’s and hence facilitates the 

inference on causality in this very simple two-node network. 
 For each intrinsic coupling parameter, we observe that when the 
variability of the HRFs increases the percentage of strongly correct 
results decreases and the percentage of strongly incorrect results 
increases, while the percentages of positive and weak results seem to be 
mostly unaffected. These results suggest that, when using different 
HRF’s for each ROI, the cases where the driving region exhibits a 
slower HRF are critically dependent on the accurate estimation of the 
haemodynamic parameters in order to accomplish accurate causality 
inferences. As expected, the accuracy of HRF estimation is deteriorated 
as the variability of the haemodynamic parameters is extended beyond 
their prior distributions. In particular, the transit time was chosen to vary 
in this study, since it directly impacts on the delay of the haemodynamic 
response measured by the fMRI signal, causing faster or slower 
responses, potentially in conflict with the response speed determined by 
the connectivity structure. Interestingly, this effect is attenuated for 
weaker coupling parameters and higher noise levels. 
 In summary, we have found that DCM inferences are strongly 
sensitive to both coupling strength and haemodynamic variability in a 
simple, two-node network. It remains to be explored how these effects 
manifest in more complex connectivity structures. 
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Fig. 4 DCM inference results: the percentage of experiments leading to each BMS result is shown, as a function of $ distribution (top, middle, 

bottom), coupling strength (left to right) and SNR (horizontal axis). Navy-Blue - strong evidence for the correct structure; Blue - positive evidence 
for the correct structure; Cyan - weak evidence for the correct structure; Yellow - weak evidence for the incorrect structure; Orange - positive 

evidence for the incorrect structure; Brown - strong evidence for the incorrect structure. 
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Abstract

In this extended abstract, we consider the problem of separating a set of
independent components when only one movable sensor is available to
record the mixtures. We propose to exploit the quasi-periodicity of the
heart signals to transform the signal from this one moving sensor, into a
set of measurements, as if from a virtual array of sensors. We then use
ICA to perform source separation. We show that this technique can be
applied to heart sounds.

1 Introduction

Independent component analysis (ICA) is a multidimensional signal pro-
cessing technique used to separate signals arising from linear mixtures of
several unobserved components or sources into distinct components. In
biomedical signal processing, ICA can be used to analyse the electroen-
cephalogram, to separate out the components arising from different brain
sources [2], the electrocardiogram, for example in the context of extract-
ing the foetal ECG from a recording taken from an expectant mother, and
which contains the maternal heart and other interfering sources.

In this paper, we address the problem of separating a set of inde-
pendent components assuming that we have access to one moving sensor
and we also assume that the underlying source signals that we wish to
separate are quasi-periodic (this is a well-known characteristic of heart
signals). Specifically, in our algorithm, the sensor is a stethoscope that
is placed at particular locations in the thoracic (chest) region, during the
routine listening of the heart sounds.

As result, the signal from the moving sensor can be segmented to
extract the mixture signals, which are then artificially synchronised and
treated as if they were acquired simultaneously from an array of sensors.
Then, any ICA algorithm can be used to extract the underlying sources.
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Figure 1: a) The heart sound and b) Standard auscultation sites

2 Separation via sequential signal synchronisation

The act of hearing the heart sounds is known as auscultation, and is one of
the cheapest and most useful techniques for the diagnosis of heart disease.

This work was supported by: EU Framework 7 FET-Open project FP7-ICT-225913-
SMALL: Sparse Models, Algorithms and Learning for Large-Scale data; Platform Grant: Cen-
tre for Digital Music (EP/E045235/1); Leadership Fellowship (EP/G007144/1) from the UK
Engineering and Physical Sciences Research Council (EPSRC); and FCT (Portuguese Science
and Technology Agency) grants: SFRH/BD/61655/2009 and PTDC/EIA-CCO/100844/2008

Whenever a clinician is performing an auscultation he observes the main
constituents of a cardiac cycle: The first heart sound (typically referred
to as S1) and the second heart sound (S2), which has two components:
A2 and P2, as shown in Figure 1 (a). The A2 and P2 components are of
interest to the clinician, because they can be used as an indicator of the
presence and severity of a number of cardiac abnormalities [4].

In this paper we aim to separate the A2 and P2 components. We do
this in a way that is inconspicuous to the clinician, who remains free to
performs a routine examination, including listening to the heart sounds
sequentially at four standard sites, as shown in Figure 1(b). Since simul-
taneous recordings are not available, ICA cannot be applied directly. An
alternative approach is to take advantage of the quasi-periodic nature of
the heart sound, and align the observed signals so that they are artificially
synchronised. These signals are then presented to the ICA algorithm as if
they were acquired simultaneously.

In the scheme that we present, only one sensor is available, and it is
firstly used to acquire a mixture of the sources from location A on the chest
(see Figure 1(b)). The same sensor is then placed at the B location, and so
on, until four observations are obtained. The sensor signal, x̄(t), contains
the heart signal from the four locations, with periods of silence when the
sensor is being relocated. Note that the timing between the source signals
is not affected by the way the signals are acquired. In order to generate a
mixture signal vector, we proposed to segment x̄(t) into four signals, so
that the i-th heart signal is given by

x̃i(t) =
�

x̄i(t) if ti < t < ti+1 (1)
0 otherwise

where ti represents the time at which recording at the next thoracic (chest)
location begins (eg. the sensor is placed at A at time t1, at B at time t2,
and so on). We align the signals, so that they can be presented to the
ICA algorithm as if they were acquired simultaneously. In doing this, we
exploit the quasi-periodicity of the heart cycle. We seek to align the peaks
of the mixtures in x̃i(t), according to

x̂i(t) =
�

x̃i(t − ti) if i = 1 (2)
x̃i (t − (ti +δi)) otherwise (i > 1),

where δi is the relative time shift to get the peaks to align. It is evaluated
using the cross-correlation function:

δi =
N−m−1

∑
n=0

x̃i(m)x̃∗i (n+m), for i �= j. (3)

Finally, the FastICA algorithm is used to separate the independent com-
ponents from x̂(t) = [x̂1(t), . . . , x̂n(t)]T . The proposed algorithm is sum-
marized in Algorithm 1.

3 Experiments on heart sounds

In this section we apply our algorithm to heart sounds acquired sequen-
tially at the locations shown in Figure 1, from a healthy adult. They were
recorded using an electronic stethoscope from Welch Allyn model Elite,
connected to a laptop to capture the signal. The sound was digitised at
44.1KHz, with 16 bits resolution.

Since most of the frequency content of heart sounds is found below
about 1.5KHz, the audio signal was resampled down to 8KHz. The signal



Figure 2: The proposed method

Algorithm 1 Separation via sequential signal synchronization
1. Segment the observed signal to extract the recordings a the different

locations using:

x̃i(t) =
�

x̄i(t) if ti < t < ti+1
0 otherwise

where ti represents the time at which recording at the next thoracic
(chest) location begins.

2. Align the mixture signals using

x̂i(t) =
�

x̃i(t − ti) if i = 1
x̃i (t − (ti +δi)) otherwise (i > 1)

3. Form the mixture vector

x̂(t) = [x̂1(t), . . . , x̂n(t)]T

4. Apply FastICA.

was also normalised so that the amplitude of the waveform lies between
[−1,+1]. To remove undesired noise and to emphasise the heart sounds
we performed wavelet threshold denoising [1].

The proposed algorithm was then applied to the signal. Figure 3
shows examples of one heart cycle taken from the four waveforms that
have been aligned, and prior to input to ICA. They are labelled with the
locations to which they correspond. The FastICA algorithm was subse-
quently applied to this set of synchronised mixture signals, and the follow-
ing parameters were selected: non-linearity function g(u) = tanh(a1 ∗u),
fine tuning function g(u) = u3, and epsilon 10−7.

Figure 4 shows the separated components. In particular, the A2 com-
ponent can be seen in the second output, at sample 5032, while the P2
component is observed in the fourth output, at sample 5119. These A2
and P2 components are similar to the components reported in the liter-
ature [3]. Moreover, their relative sizes are in agreement with what is
expected in a healthy patient (A2 comes earlier than P2 and has a greater
amplitude). These results were validated by a clinician (SSM).
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Figure 3: An example of heart cycles acquired on each of the four sites
depicted on Figure 1.

4 Conclusions

In this paper we introduced a new method for the separation of sources
when only one sensor is available to record their mixtures. The proposed
method segments the recorded signal into several mixtures, and exploits
the periodic nature of heart signals to align these. The result is a mixture
vector from which ICA can separate the underlying sources. The algo-
rithm was validated on ECGs and subsequently applied to heart sounds,
from which it was found to extract two components that are particularly
interesting from the clinical point of view.
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Figure 4: FastICA output. The estimated A2 component is depicted on
second graph, the estimated P2 component is depicted on fourth graph.
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Abstract

Robotic soccer is a real world challenge where a wide range of technolo-
gies can be integrated and examined. In the context of RoboCup, the
Middle Size League provides an elegant challenge in the area of robotic
vision, which has become, for most of the teams, the main way of sensing
the environment. As result, building a simulated environment for a MSL
team implies the creation of a virtual vision that senses the virtual world.
This paper describes the development of a simulated omnidirectional vi-
sion for the simulated environment of CAMBADA, a MSL soccer team.

1 Introduction

CAMBADA [4] is the RoboCup [2] Middle Size League (MSL) soccer
team of the University of Aveiro. RoboCup is an international project
created to promote research and education in the field of artificial intel-
ligence, robotics and related areas. Soccer was chosen as a real world
challenge where a wide range of technologies can be integrated and ex-
amined. The robotic vision is one of those areas and, for most of the MSL
teams, it has become the primary way of sensing the environment.

In the field of robotics, testing algorithms with real robots can be a
difficult task, specially if it involves more than one robot, as is the case
of a robotic soccer team. In this context, a simulator is an important tool
for the CAMBADA team for testing algorithms as it can save a lot of time
during the development phase. The development of an adequate simulated
environment for the CAMBADA team implies the creation of a virtual
version of the vision sensor developed by António JRN et al. [5].

2 Robotic simulation

A robotic simulator is a tool that provides a faster and/or simpler way
for testing software without depending physically on the actual machine,
thus saving time and money. In addition, while designing a robot, differ-
ent configurations can be tested to determine which one provides better
performance without building a new robot for each configuration.

The CAMBADA team developed a simulated environment, for its
robotic agents, based on Gazebo [3], an open source multi-robot simu-
lator capable of generating realistic sensor feedback and 3D rigid body
physics interactions between objects.

The CAMBADA team plays in a well defined environment, composed
of a field, two goals, a ball and the robots. In the CAMABADA simula-
tor, besides the world model, software components that interact with a
hardware component also need to be simulated.

3 Virtual omnidirectional vision

The catadioptric view of the omnidirectional vision system is obtained
by a regular video camera pointed upwards to a hyperbolic mirror. The
task of the omnidirectional vision process is to extract information from
the environment and relay it to the agent. The vision gathers information
about ball position, white lines points and obstacles points obtained by
radial scanlines through color and contrast analysis [5]. The virtual om-
nidirectional vision relays the same output to the agent, but it does not
analyses images, instead it takes advantage of being in a simulated envi-
ronment to access the properties (e.g. position) of the entities of interest.
It also assumes a Single View Point vision system.

3.1 Occlusion detection

The properties of an entity in the simulation (e.g. position) are available
to the sensor, but it does not account for occlusions that occurs in the envi-
ronment. Sometimes the ball falls behind other robots and becomes unde-
tectable, the same happening to the white lines used for self-localization.
To increase the accuracy of the simulation the occlusion is simulated.

To simulate occlusion in the 3D environment, the world is projected
to a top view (i.e. XOY plane), from which an occlusion area can be built.
An obstacle creates an occlusion area delimited by two lines, each with a
tangent point on the obstacle. It is assumed that the obstacle is a cylinder
with the same height of the robot that holds the vision, and a radius equal
to the larger components (x or y) of its Axis Aligned Bounding Box. The
assumption is viable because the obstacles are likely to be the robots on
the field, and, by assuming that the obstacle base is a circle, the tangents
can be calculated with Thales’ Theorem [1], as depicted in Figure 1.

The resulting occlusion area is only enough for points at ground
level. However, it is assumed that the obstacles have the same height
of the robot holding the vision, therefore, it can be assumed that every oc-

clusion area extends to the horizon making the obtained occlusion area

enough for all dimensions. This method is applied at every cycle and the
resulting occlusion areas, defined by the angles of the tangents points and
the distance to the vision center point, are saved to be queried later.

Occlusion
AreaM

T

T'

V O

T, T' - Tangent points
M - Midpoint between robot and 
obstacle
V - Vision point
O - Obstacle center point

Figure 1: Detection of occlusion area with a top view.

3.2 Ball detection

The distance between the robot and the lowest point of the ball is detected
by the sensor. When the ball is above ground the effect introduced by the
hyperbolic catadioptric vision system make the ball appear further than it
really is; this is roughly simulated by projecting the ball position onto the
ground, as shown in Figure 2.

h

h'

h - Vision distance from the ground
h' - Ball distance from the ground
d - Distance between robot and 
projected ball
d' - Distance between robot and ball

α' Projected ball

d

d'

α

Figure 2: Ball detection above ground - Projection.

From the projection ones gets tan(α) = h

d
, tan(α �) h−h

�

d
, and α = α �,

and hence d = hd
�

h−h� . The distance d between the robot and the projected
ball is easily obtained from known attributes. This method can also be
used when the ball is on the ground, in which case h

� = 0 =⇒ d = d
�.



To successfully detect a ball, it must not be beyond the vision see

limit nor in an occlusion area. The inequality h
� <− hd

�

s
+h, where s is the

maximum see distance, says if the ball is detectable. The detected position
is verified against the occlusion areas to verify its validity. The ball is
considered to be a particle, therefore partial occlusion is not implemented.

3.3 Obstacle detection

The vision searches for obstacles points by using radial sensors that look
for transitions between pixels [5]. However, there are no pixels in the
simulation to look for transitions, instead rays are cast to intersect with the
obstacles. The naive approach would be to cast a ray for every obstacle
at each angle step, but this approach is computationally heavy, instead,
the algorithm iterates the obstacles list and, for each obstacle, evaluates
the intersections while maintaining the pattern of the radial search. To
have a more accurate simulation, the obtained points are checked against
all occlusion areas to see if they are visible, if they are they are kept.
Algorithm 1 shows the pseudo code of obstacle point detection.

Algorithm 1 Obstacle detection with line intersection

α ← 2π
240 , blackpoints ← empty

for all obstacles do

(a,b)← relativePosition(obstacle)
radius ← radiusFromAABB(obstacle)
θ ← atan2(b,a) , δ ← atan( radius

�(a,b)� )

startAt ← ( θ+δ
α )∗α, endAt ← ( θ−δ

α )∗α
Ensure: endAt ≤ startAt

circle ← (x−a)2 +(y−b)2 = radius
2

for θ ← startAt to θ ≥ endAt do

line ← y = sinθ
cosθ x

point ← intersectAndGetClosestPoint(line, circle)
if point not in occlusionArea then

blackpoints ← add point

end if

θ ← θ −α
end for

end for

return blackpoints

3.4 White points detection

The lines that delimit the game field areas are white and used by the robots
for self-localization purpose. Much like for object points detection, the
vision makes use of radial sensors. Once again there is no actual image
to look for transitions between pixels. By representing the field as a con-
junction of line segments, the white points can be obtained by intersecting
the radial sensors with the field line segments.

The number of white points extracted from the environment is not
known (depends on the number of radial sensors), but there is a ceiling
for how many points the vision will transmit. By iterating through the
radial sensors in sequence, the maximum of points can be attained before
all the field analyzed. To attenuate this effect the sensors are passed in
multiple passages. At each passage only a subset of the radial sensors are
used. Finally each point is checked for occlusion and discarded if true.
Algorithm 2 shows the pseudo code for white point detection.

4 Results

The information generated by the virtual omnidirectional vision has direct
effect on the agent self-localization due to white points detection, and on
the agent decisions due to obstacles detection and ball detection.

With the virtual white points the agent is able to localize itself in
the environment. The presence of obstacles can diminish the number of
white points, due to occlusions, and as the consequence of a less precise
self-localization, however, raising the number of radial sensors increases
the self-localization precision. Variations on the ball altitude influences its
detected position, and the ball is occluded when it falls behind an obstacle.

The vision execution time is influenced by the number of robots and
obstacles and the configuration values of the sensors (e.g. number of radial

Algorithm 2 White line detection with line intersection
θ ← π

sensors
, whitepoints ← empty

for pass = 0 to radialPassages do

α ← θ ∗pass

while α < (π − θ
2 ) do

line ← y = sinα
cosα x

points ← fieldIntersect(line)
for all points do

if point not in occlusionArea then

whitepoints ← add point

Ensure: totalOfWhitePoints ≤ maxWhitePoint
end if

end for

α ← α +θ ∗ radialPassages

end while

end for

return convertToRelativePosition(whitepoints)

sensors). In the worst case scenario there are five robots and five obstacles.
The vision update execution time for this scenario is shown in Fig. 3.
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Figure 3: Execution time of the heaviest simulation scenario, running
Ubuntu 10.04 with an Intel Core 2 Duo @ 2.4GHz.

5 Conclusion

The developed virtual sensor generates good sensorial information. With
it the agent can successfully intercept the ball, avoid obstacles and pin-
point its position in the game field, without knowing the origin of the in-
formation. The low execution time of the sensor allows the simulator, in
a 10ms simulated time step, to run in realtime in the worst case scenario.
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Vladan Papić, editor, Robot soccer, pages 19–45. InTech, January
2010.

[5] António J.R. Neves, Armando J. Pinho, Daniel A. Martins, and
Bernardo Cunha. An efficient omnidirectional vision system for soc-
cer robots: From calibration to object detection. Mechatronics, 21
(2):399 – 410, 2011.

2



 
 

 

 

 

 
  

Resumo  
Segundo a Organização Mundial de Saúde surgem em cada ano, em todo o 

Mundo, cerca de 132 000 casos de melanoma maligno e mais de dois milhões de 
outros cancros cutâneos. O diagnóstico precoce revela-se extremamente 
importante no sucesso da cura uma vez que 90% dos casos detectados têm cura, 
se diagnosticados numa fase inicial do seu desenvolvimento.  

Neste trabalho procurou-se associar a dermoscopia às novas tecnologias de 
forma a desenvolver um protótipo capaz de estudar morfologicamente e, de forma 
não invasiva, lesões cutâneas suspeitas, proceder à sua segmentação e 
classificação. Foi dada especial atenção à detecção de melanomas por se tratar de 
um tipo de cancro da pele com elevadas taxas de mortalidade. O ponto de partida 
foi o sistema de pontuação da Regra ABCD, que aborda a Assimetria, Borda, Cor 
e Estruturas Diferenciais ou Diâmetro, dependendo dos autores e especialistas, de 
lesões pigmentadas.  

O trabalho desenvolveu-se em três fases: segmentação automática da lesão 
que permite determinar a sua fronteira, a extracção de características de modo a 
ser possível aplicar a Regra ABCD e por fim a categorização das lesões 
recorrendo ao classificador de Bayes. O protótipo foi desenvolvido recorrendo a 
uma base de dados de imagens dermoscópicas devidamente classificadas. Dada a 
importância que a Assimetria da lesão possui na sua classificação, especialmente 
no caso de melanomas, o trabalho centrou-se na sua caracterização. Os resultados 
obtidos são bastante promissores, sendo um incentivo à persecução dos trabalhos.  

1 Introdução 
Dermoscopia, ou microscopia de superfície da pele, é uma técnica 

não invasiva de diagnóstico para a observação in vivo de lesões 
cutâneas. Trata-se de uma ferramenta fundamental porque permite uma 
melhor visualização da superfície e subsuperfície da pele, e o 
reconhecimento de estruturas morfológicas não visíveis a olho nu, 
abrindo portas a uma nova dimensão do diagnóstico clínico [1]. Durante 
os últimos anos, a Dermoscopia teve uma crescente integração na prática 
hospitalar, sendo hoje um método muito utilizado no diagnóstico 
dermatológico [2, 3]. No entanto, embora se tenha verificado uma 
grande evolução nas últimas décadas, ainda há muito a desenvolver e 
optimizar, tornando-se crucial uma investigação contínua de novos 
métodos de apoio diagnóstico. 

Proposta em 1994 por Stolz e os seus colegas, a regra ABCD é uma 
metodologia semi-quantitativa utilizada actualmente nas análises 
dermoscópicas para a classificação das lesões pigmentadas [4, 5], 
utilizando os seguintes identificadores: assimetria da lesão (A), 
irregularidade das bordas (B), variabilidade de cores existentes (C) e 
estruturas diferenciais ou diâmetro (D). Pela análise de estes atributos o 
PDT (Pontuação Dermoscópica Total) pode ser calculado através de: 
 

 (1) 
 
O valor do PDT é um indicador que auxilia o dermatologista na 
classificação da lesão. No seu cálculo a pontuação de cada característica 
é pesada de acordo com a sua importância na classificação da lesão. 
Como se verifica a assimetria é a característica mais valorizada no 
cálculo do PDT. A Tabela 1 mostra a classificação da lesão consoante 
do valor do PDT obtido. 
 

Tabela 1 - Distribuição do PDT [4,5]. 
Valor PDT Indicador de lesão Sugestão 

PDT< 4,75 Lesão Benigna Acompanhamento Clínico 

4,75<PDT<5,45 Lesão Suspeita 
Cirurgia e/ou 

Acompanhamento Clínico 

5,45<PDT<8,90 
Lesão Potencialmente 

Maligna 

Cirurgia e Exame 

Anatomopatológico 

 

 

2 Metodologia 

2.1 Pré-processamento de imagem 
Depois de seleccionadas as imagens, o principal objectivo é 

melhorar a informação visual para a interpretação humana e o 
processamento de dados automáticos através de equipamentos. Assim, a 
primeira fase de pré-processamento das imagens consiste na eliminação 
de objectos inconvenientes que podem introduzir ruído na análise da 
lesão, tais como pêlos, regiões escuras e pontos e, ainda, equilibrar 
grandes variações de intensidade nas fronteiras. Procedeu-se à conversão 
das imagens para imagens monocromáticas. Devido às características 
das imagens dermoscópicas é necessário a aplicação de máscaras à lesão 
segmentada de forma a remover os quatro cantos escuros da imagem, 
por fim, procedeu-se à filtragem da imagem. Foram efectuados vários 
testes tendo-se optado pelo filtro não linear de mediana por ser aquele 
com o qual se obtiveram melhores resultados na eliminação dos objectos 
inconvenientes (Figura 1). 

  
Figura 1: (Esq.) Imagem original da lesão. (Dir.) Após a filtragem 

através do filtro de mediana. 

2.2  Segmentação 
Para se poder quantificar as propriedades geométricas e 

colorimétricas de uma lesão é necessário extrair a região de interesse 
(ROI) da imagem, que neste caso corresponde à lesão pigmentada. Para 
tal usa-se um processo de segmentação que classifica cada píxel da 
imagem como pertencente à lesão ou à pele circundante. Assim sendo 
esta é a etapa mais crítica em todo o processo. A imagem da lesão 
segmentada é a base para o cálculo das várias características da forma e 
das cores/intensidades da lesão [6]. A segmentação foi efectuada através 
de limiarização dinâmica, recorrendo ao método de Otsu. 
Posteriormente, são aplicadas operações morfológicas de forma a unir 
regiões desconexas e obter uma única região. Das 45 imagens que 
constituem a base de dados 7 foram excluídas por apresentarem as 
seguintes contrariedades: contraste insuficiente entre a lesão e a pele 
circundante (lesões com uma tonalidade muito idêntica à da pele) e 
lesões definidas por duas ou mais regiões separadas (apenas é detectada 
a região de maior dimensão) (Figura 2). 

  

 
Figura 2: Segmentação de lesões sem sucesso (linha superior) e com 

sucesso (linha inferior).  
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2.3 Assimetria 
Para determinar a assimetria de uma lesão melanocítica, utiliza-se 

um método de pontuação de 0 a 2 pontos. Para isso, divide-se a lesão 
através de dois eixos ortogonais centrados no centróide da imagem, de 
forma a produzir a menor assimetria possível. No caso de uma lesão ser 
completamente simétrica (contorno, cor e estrutura) atribui-se a 
pontuação 0, assimétrica relativamente aos dois eixos, a pontuação é de 
2 e se for assimétrica apenas relativamente a um dos eixos, a pontuação 
atribuída é de 1 (Figura 3). Notavelmente, a pontuação maioritariamente 
atribuída é de dois pontos em melanomas, sendo a assimetria de grande 
importância, pois possui um peso considerável no cálculo do PDT [7]. 

   
Figura 3: Exemplo da análise da simetria relativamente ao contorno. 
(Esq.) A=0, lesão simétrica. (Centro) A=1, lesão assimétrica em apenas 
um eixo. (Dir.) A=2, lesão assimétrica em dois eixos [4]. 
Recorrendo aos momentos geométricos (µpq) procedeu-se à 
determinação do ângulo de simetria ( ). 

 (2) 

 (3) 

Obtido o ângulo de simetria procedeu-se à rotação da imagem da lesão, 
segundo esse ângulo, sendo traçados os novos eixos de modo a ser 
possível a comparação com a imagem original. Tal como se pode 
visualizar na figura 4, em que se obteve um ângulo de simetria de 
aproximadamente 36.1 . 

  
Figura 4: Imagem de uma lesão antes e após rotação. (Esq.) Imagem 
original da lesão. (Dir.) Rotação da imagem original com novos eixos. 

A assimetria tem de ser analisada mediante a uniformidade da forma e 
da cor. A análise da uniformidade da forma é efectuada a partir de 
imagens em formato binário, recorrendo ao rebatimento das áreas 
relativamente aos eixos dos xx e yy, obtendo o rácio relativamente a 
cada um deles. 

 (4) 

 (5) 

sendo m00 a área total da lesão.  

  
Figura 5: Análise da simetria relativamente à forma. (Esq.) Imagem 
binária repartida em quatro partes pelos eixos. (Dir.) Rebatimento da 
imagem segundo o eixo dos yy. 

A assimetria relativamente à cor é efectuada, numa primeira 
abordagem, em imagens de níveis de cinzento através da análise de 
textura baseada em descritores extraídos da matriz co-ocorrência, 
calculada para cada uma das sub-regiões da lesão, como ilustrado na 
Figura 5 (Esq.). Os elementos da matriz co-ocorrência representam a 

frequência com que ocorrem transições nos níveis de cinzento na região 
da lesão. A partir das matrizes de co-ocorrência calculadas são extraídos 
os descritores: contraste, energia, correlação e homogeneidade. Tendo 
em consideração os eixos de simetria, para cada um dos descritores são 
calculadas as seguintes relações: 

 (6) 

 (7) 

2.4 Classificação das Lesões 
Para este estudo foram utilizadas 45 imagens obtidas em [4] e 

identificadas por especialistas. Destas imagens 7 foram excluídas pelas 
razões referidas na secção 2.2. Das 38 imagens 26 apresentavam lesões 
malignas e 12 não apresentavam suspeitas.  

O conjunto de características extraídas das lesões segmentadas, 
baseadas na simetria da forma e cor será utilizado na categorização da 
lesão em melanoma e não melanoma. Através de uma classificação 
supervisionada, o algoritmo de classificação de Bayes é induzido a 
construir um classificador capaz de categorizar novas imagens [8]. 
Tendo em conta que se utilizou a regra ABCD, e a assimetria é 
classificada em três classes: simétrica (0), assimétrica segundo um eixo 
(1) e assimétrica segundo dois eixos (2), o classificador atribui a classe 
de lesão suspeita (1) a regiões assimétricas segundo um ou dois eixos, e 
a classe de lesão não suspeita (0) a regiões completamente simétricas. 
Segundo esta classificação obtiveram-se catorze imagens bem 
classificadas e cinco mal classificadas, uma vez que se usou 50% das 
imagens da base de dados para treino e as restantes 50% para teste do 
classificador, utilizando como referência as classificações das lesões 
existentes na base de dados efectuadas por especialistas. Foi calculada a 
matriz de classificação que nos permitiu determinar os casos de 
verdadeiros positivos e verdadeiros negativos, os falsos positivos e os 
falsos negativos. Os resultados obtidos foram: uma especificidade de 
78.6%, uma sensibilidade de 60% e um erro global de 23.6%.  

2.5  Conclusões e Trabalho Futuro 
Foram apresentados os resultados preliminares de um protótipo que visa 
a segmentação e classificação automática de lesões cutâneas em imagens 
dermoscópicas. Na análise dos resultados foi dada especial importância 
aos casos de falsos negativos (i. é uma lesão identificada como 
melanoma mas que o sistema identificou como não sendo). No futuro 
próximo serão desenvolvidos algoritmos que permitam a implementação 
das restantes características da regra ABCD. Pretendemos também 
melhorar os algoritmos de segmentação de modo reduzir o número de 
imagens de lesões que são excluídas bem como recorrer a outros 
algoritmos de classificação como as Máquinas de Vectores de Suporte. 
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Abstract

Wrist actigraphy is a well established procedure used to measure the ac-
tivity of a subject for long time periods. It is a valuable tool to detect
abnormal movement patterns associated with several sleep disorders, in-
cluding, insomnia, phase lag and periodic limb movements. A potential
ability of the actigraphy data, together with other sources of physiolog-
ical and behavioral information, is the discrimination between sleep and
wakefulness states.
From a magnitude point of view it is usually simple to do a rough discrim-
ination between these two states. However, the intensity alone can lead to
misclassification in the presence of abnormal patterns or in the transition
between states.
The different characteristics of the movements in sleep and awake states
is not simply a matter of magnitude, it is much more that that. Here, the
purposelessnature of the movement during the sleep state is assessed and
differences, comparing with the wakefulness state, are characterized.1

1 Introduction

The importance of healthy sleep habits receives increasing attention from
the medical community. It is now well established that sleep loss and
sleep disorders have an impact on public health and on the economy [5].
Sleep disorders can be related with diabetes, obesity, depression and car-
diovascular diseases and affect both young and adult populations. The
golden standard for the diagnosis of these disorders is the Polysomnog-
raphy (PSG), which is a reliable but complex procedure. The advent of
portable and cheap sensors has given importance to home and long term
monitoring, which are of special relevance in sleep studies.
Actigraphy data, obtained with non invasive and portable 3D accelerome-
ters, reflect the motor activity of the subjects. It has the ability to register
behavioral data under normal life conditions and has received plenty of
attention in the last years, in [1] an in depth review of several techniques
and algorithms is made.
Several studies have compared the performance of Actigraphy and PSG,
many focusing on the detection of the Sleep/Wakefulness (s/w) states. In
[4] two studies are presented that optimize the sleep-detection algorithm,
in [6] the performance of actigraphy is evaluated and 4 scoring algorithms
are compared.In [3] the data was analyzed in terms of statistical proper-
ties, two distinct types of random magnitudes are considered, the times
between successive groups of movements and the number of movements
at each fixed time measurement epoch. In [2] the actigraphy data was
segmented in several windows and modeled using Autoregressive models
The obtained clouds of coefficients were used to roughly discriminate the
type of movement and thus the (s/w) state.
In this paper the nature of the predominant movements in each state is
explored. While movements during sleep state are typically random and
without a purpose, movements during wakefulness state are coherentand
correlated. Here, the work from [2] is extended, presenting a new algo-
rithm to compute the coefficients of the model and the estimated noise is
used to assess the nature of the movements during each state.

1This work was supported by FCT (ISR/IST plurianual funding) through the PIDDAC Pro-
gram funds.

2 Problem Formulation

The actigraphy data is described here by using the followingautoregres-
sive(AR) model [7] is

x(n) =
p

∑
i=1

ai(n)x(n− i)+ ε(n) = XTa(n)+ ε(n) (1)

wherep is the model order,a(n) is a p dimensional column vector with
the coeffients of the model to be estimated andε is white noise. This noise
signal is the key issue of this paper and can be obtained from the original
noisy data and from the estimated coefficients of the AR model according

ε(n) = x(n)−XTa(n) (2)

The analysis of these residues can be used to assess thegoodness of
fit (GOF) of the model to the observations and it is expected, in highly
correlated time courses associated with coherent movements, smaller en-
ergies for the residues than inpurposelessactivities, typically associated
with thesleepstate, where the correlation between samples is smaller.

The estimation procedure of the coefficients of the model at each dis-
crete time pointn, a(n), according the observation model 2, is formulated
as an optimization task where the following energy function is minimized

E(n) = (x(n)−XTa(n))2+α |a(n)−a(n−1)|2 (3)

where the regularization term is needed because the system directly de-
rived from (2), is undetermined and therefore isill-posed. The regular-
ization term forces similarity of consecutive coefficient vectors,a(n) and
a(n−1) , under the assumptions of smooth transitions between states.

The estimation of each coefficient is obtained by computing the gra-
dient of (3) with respect toa(n) and solving fora(n)

a(n) = (X(n)XT(n)+αI)−1(X(n)x(n)+αa(n−1)) (4)

3 Experimental Results

The data available for this study was gathered from 30 subjects, who wore
the actigraph for approximately 14 days. An initial analysis of the data
excluded non-healthy subjects and datasets exhibiting abnormal behav-
ioral patterns, resulting in 23 datasets. The used actigraphs, from Som-
nomedics, are composed by a 3D axis accelerometer and record the mean
magnitude of the acceleration in each epoch, set to 1 minute in these ex-
periments. The 23 datasets were manually segmented into sleep and wake
periods by trained technicians with the help of the information logged on
Sleep Diaries, maintained by the subjects during the study. Periods corre-
sponding to day time, with the obvious exceptions of naps during the day,
and continued movements during the night longer than one minute were
classified in the wakefulness class. All other periods, with the exception
of small transition intervals, were classified in the sleep class.

Two different experiences were made to test the algorithm and to as-
sess the variation of the noise durings/wstates. The first experience used
a single dataset, corresponding to approximately 14 days of continuous
data from one patient. This experience was repeated several times for dif-
ferent patients to ensure that the algorithm is robust.
The second experiment uses two large datasets composed by the concate-
nation of all the manually segmented sleep and wakefulness periods re-
spectively. This second experiment aims to reproduce the work from [2]



Figure 1: Plot of actigraphy data corresponding to a period of 6
nights/days and the corresponding noise, computed from the AR fitting.
The top-left image shows the detail of one night/day.
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Figure 2: (left) The two clouds of coefficients confirm that it is possible to
do a rough separation of the sleep and wakefulness movements based on
the coefficients of the AR model. (right) The two vectors show that noise
during sleep movements is more significant than during the wakefulness
state.

and to give a direct comparison between sleep and wakefulness data. In
order to make the noise, obtained from (2) independent from the magni-
tude, all the data was normalized before computing the AR coefficients.
The normalization is given by (5).

x̃(n) =
x(n)−µ

σ
(5)

Wherex̃(n) is the normalized sample,µ andσ are the mean and standard
deviation respectively. In the first experiment bothµ andσ are obtained
incrementally while in the second they are computed for the two datasets.
The parameterα from (3) controls the weight given to the previous es-
timate, when estimating a new vector of coefficients, this parameter was
set on trial and error. The results shown on the next section were obtained
with α set to 150. The order of the model was set to 5, resulting in a good
compromise between processing performance and the expected results.

Figure 1 shows the plot of a portion of actigraphy data, from a sin-
gle patient, and the noise resulting from the AR model fitting. From the
figure it is clear that the noise resulting from the AR fitting has peaks cor-
responding to the movements during the night, thus confirming that the
model is unable to describe these movements.

On the second experiment two large arrays of coefficients were ob-
tained,awake

N,p andasleep
N,p . Wherep is the model order andN the size of

each array of data. The first 3 coefficients of each array were plottedin a
3D plot resulting in the two clouds shown in Figure 2. This Figure also
shows the plot of the two arrays of noise for sleep and wakefulness datare-
spectively. The standard deviation of both arrays of noise was computed,
yielding σsleep

noise = 1.2 andσwake
noise= 0.68, confirming the results obtained

graphically. Finally, the normalized histograms of the two arrays of noise
were computed and are shown in Figure 3. The need for a normalization
arises from the fact that the two data sets have different sizes, resultingin
arrays of noise with different number of samples.

4 Conclusions

The standards of Actigraphy analysis normally rely on the magnitude of
the movements and number of occurrences to discriminate between sleep
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Figure 3: The normalized histograms of the two arrays of noise confirm
that the standard deviation of the noise during sleep is larger that during
wakefulness state.

and wakefulness states. In this paper we show that this discrimination can
also be made analyzing the correlation between successive movements,
i.e. movements during the sleep state normally do not have a purpose, on
the other hand movements during the wakefulness state normally have an
objective, thus resulting in different characteristics that can be assessed
using the actigraphy data.
While the described method alone is not able to discriminate the two
states, it supports the claim that the purposeless nature of the movements
during sleep can indeed be used, together with other features, to classify
data intos/wstates. Further work will try to isolate occurrences of move-
ment during sleep/wakefulness and do this processing on a per movement
basis.
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Abstract 
Most frequently, functional magnetic resonance imaging (fMRI) signals, namely 
the blood oxygenation level-dependent (BOLD) contrast, are analyzed directly in 
terms of signal amplitude (SA) variations along time for each point in the brain. 
Recently, however, the analysis of signal temporal autocorrelation (TA) has been 
proposed as an alternative, although with limited success due to the high levels of 
noise involved in TA estimation. In this work, a general linear model (GLM) 
approach was considered for the study of TA signals estimated from BOLD fMRI 
data. These data were acquired at 7 Tesla from a healthy subject undergoing a 
visual stimulation experiment. All results were compared to those obtained with 
SA data. Both SA and TA allowed for the identification of significant activation 
in brain regions expected to respond specifically to the presented stimuli, with 
TA estimates yielding higher T-scores than SA data (62.8 compared to 19.2 for 
global visual activation, and 14.9 to 8.0 for a more specific contrast). Thus, TA 
shows the potential to become a relevant tool for fMRI data analysis. 

1 Introduction 
In the study of human brain function, one of the most important 

functional magnetic resonance imaging (fMRI) variants, introduced in 
1993, is known as blood oxygenation level-dependent (BOLD) fMRI. 
Although not directly measuring neural activity, the BOLD contrast is 
sensitive to changes in brain function, and a wide variety of approaches 
have been proposed for signal analysis. Most techniques focus on signal 
amplitude (SA) variations along time; recently, however, an alternative 
approach has been proposed where temporal autocorrelation (TA) is 
estimated and considered instead [1, 2]. 

TA expresses how signal amplitude in each instant depends on 
amplitudes from previous instants, while discarding absolute phase 
information. This arises as a potential advantage, as brain responses are 
known to exhibit significant spatially-heterogeneous time delays relative 
to the onset of externally-applied stimuli [1, 2]. On the other hand, TA 
estimates tend to be quite sensitive to signal noise, especially for higher 
lags where fewer time samples are available for averaging. Although 
several corrective steps have been proposed in related applications [3], 
this problem still has a significant negative impact in TA-based analysis. 

In this study, fMRI data acquired from a healthy subject submitted 
to a visual stimulation paradigm were analyzed based on SA/TA 
patterns. A 7 T scanner was utilized for data acquisition, providing high 
signal-to-noise ratios (SNR) and thus allowing for better TA estimates 
and better results in general. The potential of TA analysis for fMRI 
studies was investigated by considering a weighted least-squares general 
linear model (GLM) approach. 

2 M aterials and methods 
The data analysed here were collected in the context of a study 

approved by the institutional review board of the local ethics committee, 
in which the scanned subjects provided written informed consent. 

2.1  Data acquisition and pre-processing 
Stimulation employed a standard localizer (Loc) paradigm where 

images of faces (F), houses (H), objects (O) and scrambled objects (S) 
were presented to the subject in a block design, expected to allow for the 
identification of specific cortical visual areas [4]. BOLD fMRI data were 
acquired on a Siemens 7-T scanner using a standard multi-slice EPI 
method to obtain a total of N = 112 volumes across time. 

Data pre-processing involved several steps performed with the 
FMRIB Software Library (FSL) and Matlab. Functional images were 
initially processed with the FSL motion correction tool (MCFLIRT), in 
order to spatially align brain volumes along time (correcting for subject 
movements inside the scanner), and with the FSL brain extraction tool 
(BET). Subsequent pre-processing steps were carried out in Matlab and 
comprised Gaussian spatial smoothing (5mm FWHM), as to reduce 
thermal noise contributions, and temporal high-pass filtering (Gaussian-
weighted running line removal) to filter out slow drift components. 

2.2  T emporal correlation estimation 
Considering the signal amplitude timeseries f(n), with n = 1, 2, ... N, 

contained in each brain voxel after data pre-processing, the respective 
temporal autocorrelation (s), s = 0, 1, ... N-1, was estimated as 

 ( ) = 1 ( + )=1 , (1) 

as proposed in [3], but without normalizing the estimate with respect to 
the sample variance of f. This is a particular case of a more general 
temporal cross-correlation estimate given by 

 ( ) = 1 ( + )=1 . (2) 

2.3 G eneral L inear model Analysis 
GLM analysis is one of the most commonly adopted approaches for 

quantification and characterization of brain activity [5]. Here, the signal 
amplitude timeseries f(n) in each voxel was modelled as a linear 
combination of individual responses xi, with i = F, H, O, S for each of 

 
 = = , , , + , (3) 

i is a voxel- and stimulus-specific scalar weight, and the 
stimulus components xi were previously high-pass filtered similarly to f. 
In vector notation, the same model can be written as 

 ( ×1) = ( ×4) (4×1) + ( ×1), (4) 

and -squares sense as 

 = 1 . (5) 
A similar approach can be applied to TA data. For s = 0, 1, ... N-1, 

 = , = , , , + , (6) 

 = 2 = , , , + . (7) 

Equation (6) can thus be seen as a linear combination of new 
regressors wk = (xi j k i j (with k = 1, 
2, .  By neglecting the error term  (a step 

 
 = 1 ( ). (8) 
However, as can be seen in equations (1) and (2), the estimation of 

higher lags is associated to higher levels of uncertainty (as fewer 
samples are available for averaging) and thus a weighted least-squares 
approach is preferable for the estimation of . The minimization of 

 2 = 1
2

21
=0 , (9) 

s
2 = 1/(N-s), corresponds to 

 = 1 ( ), (10) 
 = , 1, ,1 . (11) 
As proposed in [5], statistically significant manifestations of brain 

activity can be evaluated by defining contrasts c (1 × 4) that allow the 
computation of activation T-scores, 

 = 2 1 . (12) 

In this work, two contrasts c1 and c2 were considered: 
 > 0, which yields 1 = 1 1 1 1 ;  
 > , which yields 2 = 3 1 1 1 . (13) 

The first, more global visual activation contrast is intended to identify 
the visual cortex, while the second contrast is more specific and attempts 
to identify cortical areas specifically responding to faces relative to other 
types of visual stimuli. 
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As for TA data, contrast definition becomes more complex due to 
the structure of (6), which contains non-linear dependences of TA 
regressors on the applied stimuli. One can instead consider 

 2 > 0, which yields 1 = 1 2 2 2 1 2 2 1 2 1 ;  
 2 > 2, for 2 = 9 0 0 0 1 2 2 1 2 1 . (14) 

These can then be used in a completely analogous way to that of 

however, are less restrictive than those of c1 and c2 1 will search for 
voxels which either respond very positively to stimulation (in phase with 
the applied stimuli) or very negatively (in anti- 2 will search for 
voxels where F has a significantly stronger weight than that of the sum 
of H, O, and S, regardless of the polarity of either side. As will be later 
shown, however, these limitations can be adequately complemented by 
sign information derived from SA activation maps. 

In order to evaluate the robustness and sensitivity of this approach, 
GLM analysis with the above-presented contrasts was applied to the Loc 
timecourse data of a single subject. To restrict the analysis to a mask of 
interest, only voxels with first order correlation coefficients above 0.2 
were considered, as these are expected to correspond mainly to gray 
matter regions and thus contain most of the brain activity of interest. 

3 Results 
Results are presented as T-score activation maps in Fig.1 (regarding 

c1 1 contrasts) and Fig.2 (for c2 2 contrasts). For the more 
global contrasts (Fig.1), SA data yielded significant, widespread 
activation in occipital regions belonging to the visual cortex, consistent 
with what was expected. TA data yielded strong activation in similar 
regions, achieving more than three times higher T-scores, though in 
more restricted areas. Finally, a combination of both maps is presented  
here, the original TA activation map was thresholded at T-score > 6.0, 
and the remaining values were given the sign of corresponding SA T-
scores. As can be seen, the resulting map thus acquired the SA polarity 
details, while maintaining the stronger TA statistical significance scores. 

 
Figure 1: Axial slices of visual activation T-score maps, based on (top) a 
global contrast FHOS > 0 applied to SA data, (middle) an (FHOS)2 > 0 
contrast applied to TA data, and (bottom) a combination of the first two 
maps, where the TA map was thresholded at T-score > 6.0 and the 
remaining values were given the sign of corresponding SA T-scores. 

Moving on to the more specific contrasts (see Fig.2), SA data 
yielded significant positive activation in three small clusters located in 
the ventral visual cortex, consistent with the expected location of face-
specific cortical areas [4]. TA data once again resulted in a wider range 
of activation T-scores, although with similarities to the distributions 
observed in the SA map. T 2 contrast F2 > 
(HOS)2, however, makes it difficult to interpret the resulting activation 
map. Finally, a combination of the two previous maps is presented, 
obtained from thresholding the TA map at T-score > 2.0 and applying 
SA sign information. As can be observed, the result is more restrictive, 
successfully highlighting face-specific areas. 

4 Discussion and conclusions 
Regarding the method here proposed, it is important to discuss the 

legitimacy of neglecting the TA error term, 
does consist of essentially thermal noise, the first term in equation (7) 

will not be significantly correlated to any of the 
stimulus regressors, and the second term will only be different from zero 

to naturally comprise many different components other than pure 
thermal noise. 
biases in parameter estimation, and have motivated the development of 

[3]. As for TA-based 
analysis, the non-
new error term 
to deal specifically with this term will be necessary if truly unbiased 
estimators are sought, although with increased computational costs. 

 
Figure 2: Axial slices of visual activation T-score maps, based on (top) a 
specific contrast F > HOS applied to SA data, (middle) an F2 > (HOS)2 
contrast applied to TA data, and (bottom) a combination of the first two 
maps, where the TA map was thresholded at T-score > 2.0 and the 
remaining values were given the sign of corresponding SA T-scores. 

A second disadvantage of this approach is the increased number of 
regressors needed as compared to the original set, resulting in a lower 
number of degrees of freedom (DOF), which in turn leads to higher 
uncertainty in parameter estimation. On the other hand, the higher SNR 
of TA timecourses does lead to lower sample variances, which will in 
turn neutralize this tendency and decrease estimation uncertainty levels. 

Regarding contrast design, the non-linear dependence of TA 
regressors on the original SA regressors leads to more complex contrasts 
without as direct interpretability. Nevertheless, in the examples tested, 
the use of SA activation results to complement TA maps with polarity 
information was found to result in consistent activation maps. 

As has been seen, TA-based GLM analysis requires a more complex 
formulation than traditional approaches. However, it was found capable 
of producing interesting results with comparable activation patterns to 
those of SA-based analysis. Moreover, certainly due to its higher SNR (a 
result of the intrinsic averaging processes involved in TA estimation), 
TA-based analysis is actually capable of achieving higher significance 
scores, allowing for more confident inferences to be made. 
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Abstract

The DigiScope project aims at developing a digitally enhanced stetho-
scope capable of using state of the art technology in order to help physi-
cians in their daily medical routine. One of the main tasks of DigiScope
is to build a repository of auscultations (sound and medical related data).
In this work, we present a preliminary analysis and study of the first aus-
cultations performed on children of a Brazilian hospital.

1 Introduction

In the ears of an experienced physician, a stethoscope yields important
clinical information that can help an initial assessment of a patient’s clin-
ical condition and guide the subsequent need for more specialized exams.
This is particularly true in chest Medicine, i.e. Cardiology and Pneumol-
ogy, which is the reason why the stethoscope still maintains a key position
in Medicine in the modern era. Auscultation, however, is a hard skill to
master. The heart sounds are of low frequency and the intervals between
events are in the order of milliseconds, requiring significant practice for
a human ear to distinguish the subtle changes between a normal and a
pathological heart sound.

The use of a digitally enhanced stethoscope, adequate for training
physicians to improve their basic skills in diagnosing and treating heart
conditions, or as a stronger tool for world-wide screening of specific heart
pathologies are some examples of how state of the art technology can be
used horizontally to benefit people at different economical, political or
geographical levels. DigiScope [9] is one of the enhanced stethoscopes
that aims at using state of the art technology in order to help physicians
in their daily medical routine. DigiScope is a prototype of a digitally
enhanced stethoscope, capable of automatically extracting clinical fea-
tures from the collected data, as well as providing a clinical second opin-
ion on specific heart pathologies. Several other electronically enhanced
and digital stethoscopes have been developed and described in the litera-
ture [1, 6, 10], including models such as the iStethoscope Pro (application
developed for the iPhone) or products such as the stethoscope developed
by Zargis Medical Corp. Although all provide some degree of interesting
ideas for digitally enhanced stethoscopes, most focus on the technologi-
cal development of the apparatus itself. Our published review [3] argues
that the key to robust solutions lies in a stronger interaction with the clin-
ical community, both for understanding the needs of cardiologists and for
robust clinical validation of not only the methods but also the final proto-
type.

One of the aims of the DigiScope project is to build a repository of
high-quality data (sound and clinical information) that can be used to ex-
tract useful relations between patient data and cardiac pathologies. In
order to achieve this objective, the DigiScope project is divided in three
main tasks: (1) data collection; (2) signal processing and (3) machine
learning. An application was developed and is being used in 2 hospitals,
one in Portugal and another one in Brazil [9]. The data collected in Por-
tugal is from adults while the data collected from Brazil is from children.
In this work, we concentrate on the data analysis of the Brazilian children
data. We discuss about the data model used by the DigiScope application,
give some statistics about the data being collected in Brazil, and discuss

about preliminary results we have on the correlation between the data at-
tributes.

2 The DigiScope Data Model

Given the significant amount of data that can be captured each day by a
prototype such as DigiScope, it is important to define exactly what infor-
mation to store and in which format. In the medical area, it is common
to use specific terminologies when describing a certain sub-specialty (for
example, in the area of breast cancer, the terminology is based on the BI-
RADS - Breast Imaging Reporting and Data System - lexicon [8]). We
then defined what patient metadata is interesting for pathology screen-
ing, and is feasible to be annotated in this context. Contributions to this
definition also came from the HL7 standard [7] and openEHR publicly
available archetypes [2].

A strong emphasis was given to collecting data that could be helpful
in the near future for machine learning research on cardiac pathology de-
tection. We defined our data model with attributes that could be relevant
to uncover new knowledge about:

• The history of exams of patients (one patient can have several
episodes of auscultation). This information can be useful to learn
temporal diseases relations.

• Differences between normal and abnormal cases (several attributes,
in particular, the characteristic of the second heart sound (S2) can
be very important do distinguish between normal and abnormal
findings).

• Multiple diseases for the same patient (multi-labeling [4]).

• Relations between exams of the same patient and other patients.

• Relations between medication and patient health status.

The resulting data model (not shown here for lack of space) not only
defines several attributes that are annotated by physicians (e.g. patient
information) but contemplates other attributes that we expect will be a
product of the signal processing task (e.g. A2_intensity).

3 Preliminary Data and Analysis

The DigiScope application has been used for 3 months at the 2 hospi-
tals. During this period, June to September 2011, around 200 patients
(children) were auscultated at the Real Hospital Português, in Pernam-
buco, Brasil. We have 200 wave sound files with the auscultations, and
xml files containing the clinical data collected and annotated by the physi-
cians. We worked only with the annotated nominal data available at the
xml files. From these files we have 49 with complete or almost complete
annotation. For each patient, we have 40 attributes.

From the 40 attributes we used 8, which had distinct values and did
not have a very high rate of missing values. These attributes are marked
in bold.

Table 1 shows statistics on the final data, with the 8 attributes used.



Attribute # Missing Possible Values
Weight-kg 2 6-97
Height-cm 3 53-183
Date of birth (year) 4 1995-2011
Sex 1 18(F), 30(M)
SystolicSystemicPressure-mmHg 17 90-145, avg=102
DiastolicSystemicPressure-mmHg 17 50-90, avg=61.8
Cycle 8 37(1), 3(2), 1(4)
CardiacPathology 8 5(1), 36(2)

Table 1: Attributes used in a preliminary study

The nominal attributes Cycle and CardiacPathology are reported with
the format “Count(Value)”. For example, 37(1) for Cycle means that no
murmur was recorded to 37 of the patients while 3 had a systolic murmur
cycle and 1 had a continuous murmur cycle.

4 Methodology and Preliminary Results

The first experiment we performed was to try to find relations among the
attributes using association rules and a ranking algorithm. The second
experiment was focused on learning a classifier to predict CardiacPathol-
ogy from the other attributes. In this second experiment, we performed
two kinds of learning: (1) training a classifier with all 8 attributes and 49
cases, and (2) training a classifier without the attribute Cycle (that could
influence the CardiacPathology). In both experiments with classification,
we used the attribute CardiacPathology as class variable (5 patients had a
pathology in our study, as shown in Table 2.

All experiments were performed using the WEKA tool [5] with the
explorer and the experimenter modules. Statistical significance tests were
applied to the results, with p=0.05.

4.1 Relations among attributes

When trying to find relations among attributes (association rules), the
HotSpot algorithm correlated the CardiacPathology attribute (class vari-
able) with the Date of Birth, Height and Weight. This finding needs to
be further investigated and validated by the physicians. In a similar fash-
ion, when trying to evidence the best attributes to predict the class vari-
able (supervised feature ranking), the BestFirst algorithm reported Sex
and SystolicSystemicPressure-mmHg. All of these experiments were per-
formed without the attribute Cycle.

4.2 Classification: Predicting CardiacPathology

Results for the classification task were obtained using the classifiers Ze-
roR (reference), J48 (a decision tree), SMO (a Support Vector Machine),
Naive Bayes and DTNB. J48 and SMO generated classifiers statistically
significant better than ZeroR to predict CardiacPathology, with accuracy
of 95.2% (ZeroR had accuracy of 88%), when using the attribute Cycle,
with sensitivity = 60% and specificity = 100%. Interestingly, when we re-
move the attributes related to systemic pressure, the results do not change,
which means that the attribute Cycle could be sufficient to predict if a pa-
tient has a pathology.

Without using the attribute Cycle, no classifier could reach an ac-
curacy statistically different from the ZeroR algorithm, with p=0.05. In
other words, without the attribute Cycle, any classifier will just “guess”
the majority class to all instances. This may indicate two possibilities: (a)
in the absence of more informative attributes, the attribute Cycle is defini-
tive to classify a CardiacPathology, and (b) in the absence of the attribute
Cycle, other attributes may be needed to improve the accuracy above the
baseline classifier.

J48 showed the top attribute to be SystolicSystemicPressure-mmHg,
exactly as the selection of the best attribute had indicated. When we per-
formed the same experiment with the Cycle attribute, this was naturally
used as the best attribute to distinguish the abnormal from the normal
instances.

The Cycle attribute is related to murmurs. A murmur occurs if the
patient has any kind of abnormality with the opening or closing of the

cardiac valves. These preliminary results seem to indicate that cardiac
pathologies are very closely related to the murmur cycle.

Most of the attribute values are normally annotated by a doctor, but
in some cases, no annotation is performed (for example, in a very busy
day of work). For those cases, it would be interesting to automatically
annotate the missing data, for example, by processing the sound signals.
Automatically extraction of systemic pressure is a very difficult task for
signal processing algorithms while cycle detection (or murmur detection)
is relatively simple. This work contributes by indicating that if the cycle
attribute is present, the systemic pressure has no relevance. Therefore, the
whole system can still benefit from data that is collected under stress.

5 Conclusions and Future Work

In this work, we performed the first exploration of auscultation data in
the context of the DigiScope project. The DigiScope project has already
produced at least 200 auscultations, from which 49 are used in this study.
We performed a preliminary study and analysis of this data, and con-
cluded that Height, Weight, Sex and SystolicSystemicPressure-mmHg are
attributes that are somehow related to CardiacPathology (positive or neg-
ative), when the attribute Cycle (related to murmurs) is absent. If the
attribute Cycle is present, we can produce classifiers that reach 95% ac-
curacy contrasting to the 88% achieved by a classifier that chooses the
majority class (p=0.05). Moreover, if the attribute class is present, but we
remove the systemic pressure attributes, the classifier’s performance does
not change, which means that Cycle is closely related to cardiac patholo-
gies. This is a good indication, because, in a busy day of work, a doctor
may not annotate any data related to systemic pressure or cycle. As Cycle
can be automatically extracted from the sound signal, we can still use the
classifier to predict pathology.

These are preliminary results that still need to be validated by the car-
diologists. Nevertheless, this preliminary study already uncovered several
issues that need to be addressed by the doctors and when developing a new
version of the DigiScope software. As short-term future work, we intend
to interact with the doctors in order to complete the records of patients
with missing values, and discuss about the results we have so far.
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Abstract 
The evaluation of an automated approach that uses gradient histogram features 
and the SVM-Support Vector Machine classifier for the detection of sand dunes 
of Mars is presented in this paper. This assessment is conducted by type of dune 
on remotely sensed images of Mars with a spatial resolution better than 7m/pixel, 
leading to about 90% of correct detections.  

1 Introduction 
Research into the use of automated methods for aeolian feature and 
change detection on planetary surfaces has greatly increased in recent 
years. The availability of such approaches can largely expand our 
knowledge about the characteristics of those features (Fenton and 
Hayward, 2010), currently mainly based on moderate to large dimension 
dunes (Hayward et al., 2007, Bourke et al., 2010). In particular, some 
semi-automated approaches have been developed to address temporal 
change detection (Silvestro et al., 2010), to measure dune heights 
(Bourke et al., 2006) and morphologies (Ewing et al., 2006), to make 3D 
spatial analysis (Hugenholtz and Barchyn, 2010), or to contribute to 
understand dune self-organization patterns (Bishop, 2010), on the 
surfaces of Earth and Mars. A search in the literature for automated dune 
detection reveals, other than our method (Bandeira et al., 2011), only 
one other recent approach based on texture features and neural networks 
(Chowdhury et al., 2011). In our method, four sets of image features 
based on the combination of image gradient parameters were used and 
tested to detect the presence (or absence) of dunes in the images, within 
blocks of given dimensions, with two distinct classifiers, SVM-Support 
Vector Machines and Boosting, obtaining overall performances as good 
as 95% of correct detections on 78 MOC-NA images covering a surface 
of about 5000 km2. The main conclusion drawn from that work is that 3 
out of the 4 sets of features performed extremely well with both 
classifiers making almost indifferent the option between SVM and 
Boosting to carry out the classifications. Nevertheless, the dunes present 
in that dataset were mainly of the barchan and barchanoid types. This 
way, we felt that we should include all types of Martian dunes, both 
those similar to terrestrial types (McKee, 1979) and those only found on 
Mars (Hayward et al., 2007), in an image dataset of larger dimensions. 

Thus, this paper presents an evaluation of our approach, using the 
combination of the set of features (HPM9) and classifier (SVM) that 
previously achieved the best performances, now applied to a larger and 
more complete dataset of images from Mars. 

2 Methodology 
Here we describe briefly how our methodology works. For the 
mathematical formalism and additional details, we advise readers to 
consult the reference Bandeira et al. (2011).  

The strategy followed in our approach is based on the classification 
of square cells with a side measuring tens of pixels. The use of a simple 
geometric shape makes its analysis very fast and leads to a non-iterative 
solution which is compatible with the large amount of data to be 
processed. This task is done through the extraction and analysis of local 
information (image features) along the regular grid of a tiled image. To 
benefit from the context and diminish the dependence on specific 
environmental factors such as illumination and shadowing, an 
aggregation of the local features of neighbouring cells is performed 
within a block, i.e., a region constituted by 3 × 3 cells, and that 
constitutes the detection window of the methodology (Dalal and Triggs, 
2005). This block window is moved along the whole grid with a cell-
sized step in order to analyse the complete image.  

We considered features based on the image gradient computed at 
each pixel, whose vector is characterized by the magnitude and phase 
(direction), since they are adequate to describe the directional and 
periodic characteristics of the dunes. In particular, we computed the 
phase and amplitude histograms, intending to capture the typical edge 
structure of the local shape of a dune, with a controlled degree of 

invariance to local geometric and radiometric factors. To obtain them, it 
is necessary to compute the phase and magnitude histograms of the 
gradient in each cell. The 180 features that are computed in our 
experiments for each image block (constituted by 9 cells) result from:  

- 99 features for the magnitude: 11 bins per cell (four unit intervals 
between a minimum of 0 and a maximum of 40);  

- 81 features for the phase: 9 bins per cell (angular interval of 20º). 
-

is necessary to evaluate the features extracted in the block of which it is 
the centre. To do this classification in an automated fashion, we use a 
method that has already proven efficient in dune detection with the set 
of features we are employing in this work (Bandeira et al., 2011). The 
method is SVM, Support Vector Machine (Vapnik, 1995), which is a 
kernel based approach that transforms data into a higher dimensional 
space where they can be separated into two classes by a hyperplane 
maximizing the distance of the closest data to the hyperplane (margin). 
We applied this method using the free software package LIBSVM 
(Chang and Lin, 2011). 

3 Experimental 
Our dataset is constituted by 160 MOC N/A images covering most 

of the surface of the planet and with a good temporal distribution, 
subject to image availability. All have a spatial resolution better than 
6.80 m/pixel, going down to 1.45 m/pixel. These images were visually 
analysed in order to construct a ground-truth for each of them, by 
manually drawing the contours of the dunes on-screen. In order to 
compare the ground-truth with the result produced by the automated 
classifier, both must be in the same format. Thus, we had to tile the 
ground-truth in the same fashion as the original image, where we have 
three types of -
of these labels to a cell, we compute the area of the block from which it 
is the centre that is occupied by ground-truth dune: if this area is less 
than 10% of the number of pixels of the block, -

30%, any decision is ambiguous, so we decided not to classify it.  
The SVM classifier was tested by a fivefold cross-validation 

method, i.e., the total number of images was divided into five subsets 
(folds) so that each one of those contains approximately the same 
number of cells corresponding to dunes. Four of them were used for 
training, and the remaining one was used for testing with independent 
data. This procedure was repeated five times so that each subset was 
used once for testing. 

The images constituting the dataset include examples of the major 
types of Martian dunes, identified in Hayward et al. (2007): barchan 
(BC), barchanoid (BN), transverse (TV), dome (DO), linear (LN), star 
(ST), sand sheet (SS) and other (OT) (Figure 1). 

 

a b c d 

e f g h 
Figure 1: Examples of main Martian dune types from our dataset (the 
side of each square image is 2500 metres): (a) Barchan; (b) Barchanoid; 
(c) Transverse; (d) Dome; (e) Linear; (f) Star; (g) Sand sheet; (h) Other. 
[image credits: NASA/JPL/MSSS]. 
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When translating the original grey-level images into a binary 

ground-truth, the eight types of dunes produced images with certain 
common geometric characteristics. This led us to consider another 
classification analysis scheme, grouping the binary objects into 4 types 
of bulk shapes (Figure 2): isolated (mainly barchans and domes); 
elongated (mainly barchanoids, linear and transverse); compact (sand 
sheets, and dense combinations of other types) and compact with holes 
(star and others). 

 

a b c d 
Figure 2: Examples of the four bulk shapes encountered in the binary 
ground-truth (the side of each square image is 2500 metres): (a) Isolated; 
(b) Elongated; (c) Compact; (d) Compact with holes. 

 
The performance of the classifier was evaluated through the 

computation of the following probabilities: 
1) false negatives: pFN = FN/(FN + TP); 
2) false positives: pFP = FP/(FP + TN); 
3) global erro  

- -

-

negative cells, and pP is the probability of occurrence of positive cells. 
The results we have obtained for the whole set of images confirm 

that it is a valid contribution to the automated mapping of dune fields on 
remotely sensed images. There are 277,524 cells to be classified in the 
160 images, and the average global probability of error is about 0.11. 
Moreover, in the cross-validation procedure, the five groups were built 

examples. The results for these 5 runs illustrate the robustness of the 
methodology: the lowest probability of error is less than 0.09, the 
highest is little over 0.14. 

Some care was exercised to include in the set of images examples of 
most of the Martian dune types normally considered in the literature 
(Hayward et al., 2007). This was done to try and evaluate the response 
of the methodology to the differing characteristics in shape, dimension 
and contiguity that the dunes present. The results obtained considering 
the distribution of the dune types in the 160 images can be appreciated 
in Table I. The range of values again highlights the robustness of the 
methodology. Barchan and barchanoid types achieve the best 
performance with a probability of error below 0.09; on the other hand 
the star dunes, though poorly represented, show the worst probability of 
error, but this is only close to 0.21.  
 
Table I  Performance of classifier by type of dunes. 

 # 
images 

# 

cells 

# 
-

cells 

pFN pFP perror 

Barchan 31 15,111 33,588 0.090 0.086 0.088 
Barchanoid 43 24,889 47,624 0.085 0.058 0.067 
T ransverse 4 691 3,179 0.188 0.080 0.099 
Dome 12 5,434 8,212 0.012 0.300 0.186 
L inear 18 22,746 19,455 0.037 0.323 0.169 
Star 2 2,167 1,290 0.234 0.167 0.209 
Sand sheet 11 7,346 13,819 0.220 0.080 0.129 
Other 39 33,645 38,328 0.109 0.111 0.110 

 
For the 4 categories that resulted from an analysis of the ground-

truth shapes, the results are very good and similar between types (Table 
II). The best result is about 0.10 for the compact with holes and the 
worst is 0.12 for the elongated type, which are very close to the average 
result obtained for the global set of 160 images as a whole. 

 

Table II  Performance of classifier by bulk shape of ground-truth. 
 # 

images 
# 

cells 

-

cells 

pFN pFP perror 

Isolated 50 16,415 50,715 0.064 0.131 0.115 
E longated 53 42,137 56,495 0.072 0.147 0.115 
Compact 29 26,393 26,228 0.115 0.102 0.108 
Compact 
with holes 

28 27,084 32,057 0.118 0.081 0.098 

4 Conclusions  
The main conclusion is that the performance of our methodology based 
on gradient histograms and SVM classifier can be considered very good 
independently of the way in which the dataset is analysed: whole, by 
type of dune or bulk shape, the average probability of error is about 
0.11. In 160 images only a handful presents an error that can be 
considered high. Those images will be scrutinized in detail in order to 
understand where the classifier went wrong and improve its 
performance; ideas for future work include the extraction of other types 
of features and the use of a multi-scale strategy. 
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Abstract

This paper proposes an automatic method for tracking multiple moving
objects in a video sequence. Active regions are detected and the velocity
vectors associated with each of them are computed using optical flow.
This leads to a sequence of centroids and corresponding motion fields. A
motion correspondence algorithm is then applied to group the centroids in
a contiguous sequence of frames into trajectories corresponding to each
moving object. Experiments on video sequences show that the trajectories
obtained closely matched the ground truth.

1 Introduction

A video surveillance system typically involves the following steps: (a)
segmentation of the video sequence to detect the objects of interest; (b)
extraction of features (e.g. position, motion, shape); (c) tracking the ex-
tracted features; and (d) classification of the observed behavior based on
these features [10].

Our problem is to detect an unknown number of moving objects in
a video sequence and classify their activities depending on their respec-
tive sequences of motion vector fields, which are our features of interest
[6]. In this paper, we propose an automatic method that combines the
segmentation and feature extraction steps by computing the optical flow
to estimate the velocity fields.

2 Proposed Approach

The proposed approach consists of a segmentation step which detects the
active regions (moving objects) in a frame, a feature extraction step which
estimates the velocity fields for each active region by computing the op-
tical flow, and a tracking step which associates the resulting sequences of
centroids over the entire sequence, into trajectories.

2.1 Active Region Detection

The segmentation step in surveillance and monitoring systems require
the extraction of all moving objects in a video sequence. This is a key
step since it influences the performance of the other modules, e.g., object
tracking, classification or recognition.

Background subtraction is a simple approach to detect moving objects
in video sequences. The basic idea is to subtract the current frame from a
background image and to classify each pixel as foreground or background
by comparing the difference with a threshold [3]. Morphological opera-
tions followed by a connected component analysis are used to compute
all active regions in the image.

For simplicity of notation, we denote a frame at time t with M rows
and N columns as It ∈ RM×N . Given a sequence of K frames {It , t =
1, ...,K}, we can estimate the background image B∈RM×N , if not known,
by component-wise median filtering a sub-sampling of the frames. We
segment each frame It , by subtracting the background and thresholding
the difference image with a predefined positive value λ , to produce a bi-
nary image Jt ∈ {0,1}M×N with the value at pixel m,n,

Jt(m,n) =
{

1, if |It(m,n)−B(m,n)|> λ ,
0, otherwise.

(1)

For multiple moving objects, this requires finding the connected pixels
above this threshold. We also do not assume beforehand, the number of
moving objects. We therefore apply a clustering algorithm on this binary
image Jt to find connected regions (assuming 8 neighbors), each cluster
corresponding to a moving object.

2.2 Optical Flow

Optical flow is a measure of the apparent motion of local regions of the
image brightness pattern from one frame to the next. With some excep-
tions, it is an estimate of the motion field [1], [9]. Denoting a frame at
time t as I(x,y, t) ∈ RM×N , the optical flow equation is

∇xI(x,y, t)u+∇yI(x,y, t)v+∇tI(x,y, t) = 0, (2)

where x,y indicates a pixel location, and ∇xI, ∇yI, and ∇tI denote the
image gradient along the x− direction, y− direction, and time, respec-
tively. The differential operators ∇x, ∇y, and ∇t assume that the image
I is continuous on the x− and y− coordinates, and over time, but these
operators can be approximated dy differences or discrete filters in case I
is a discrete image. Solving for the velocity vector (u,v) is ill-posed (the
aperture problem), necessitating additional constraints.

There are several methods to compute the optical flow such as gradi-
ent based methods which solve (2), such as the Horn and Schunck method
[4] and the Lucas-Kanade method [5], the Bayesian multi-scale coarse to
fine algorithm [9], and variational model based coarse-to-fine methods
[2], [8]. We use region-matching based methods, which do not actually
solve (2), but find the most likely position for an image region in the next
frame. They are thus intuitively simple and relatively easy to implement.

The velocity vector of an object moving across successive frames is
defined as the vector of displacements (i, j) that produces the best fit be-
tween image regions at different times. The best fit means that a distance
measure between a region in the first frame, It , and its possible location
in the next frame, It+1, is minimum for the vector (i, j), or a similarity
measure such as cross-correlation is maximum. These methods are in-
tuitively simple and relatively easy to implement, and the computational
load can be low since it has to be computed only for the active regions.
We therefore use the method for minimizing the distance, which is formu-
lated as follows: let At

k be the smallest rectangular block containing the
active region k in the tth frame, with the coordinates of the top left cor-
ner containing with centroid (xk,yk). Then assuming suitable boundary
conditions, the velocity vector is computed by solving the optimization
problem,

(uk,vk) = arg min
(i, j)∈(−dm,dm)

E(i, j), (3)

E(i, j) =
D1

∑
m=1

D2

∑
n=1

(At
k(m,n)− It+1(m′+ i,n′+ j))2 +α(|i|+ | j|), (4)

where dm is the maximum displacement, D1 ×D2 is the size of At
k, m′ =

m+ xk − D1
2 , n′ = n+ yk − D2

2 , and α > 0 is the regularization parameter
that controls the relative weight of the penalty term. Since the entire block
At

k is assumed to be displaced by the vector (uk,vk), we assume that this
is the optical flow at the centroid of At

k.

2.3 Motion Correspondence

At the end of the segmentation step and computation of the optical flow,
we have for a frame t, a set of nt centroid locations {(xi,yi), i = 1, ...,nt}
and their respective velocities {(ui,vi), i = 1, ...,nk}. We therefore need
to apply a region association algorithm to integrate the centroids in suc-
cessive frames into trajectories. In this paper, we use the Greedy Optimal
Assignment (GOA) tracker [11] on the sequence of centroid positions.

3 Experimental Results

We illustrate our proposed approach on a set of video sequences of a uni-
versity campus (Instituto Superior Técnico) recorded with a single static



camera. The frames were acquired at a rate of 25 frames per second, and
subsampled at a rate of 5 frames. The frame size is 432× 540. The ve-
locity vectors computed through the optical flow over the frames for two
trajectories from a 48 second segment are shown in Figure 1.

Figure 1: Motion fields computed using optical flow superimposed over
the corresponding trajectories (scaled by a factor of 10 for display, and
subsampled by a factor of eight points).

Table 1 presents mean and standard deviation of the error in the ex-
tracted trajectories (averaged over all trajectories for each class of activi-
ties), with respect to the ground truth from [7].

Table 1: Statistics of the Error in the Trajectories, with respect to the Ground Truth

Trajectory class Error Mean (pixels) Error Std Deviation (pixels)

entering 4.03 0.99

leaving 3.80 1.07

walking along 2.46 0.35

crossing park up 4.12 1.29

crossing park down 5.33 1.80

passing through cars 4.49 0.87

browsing 3.23 0.82

Overall 4.31 1.59

The trajectory in Figure 2(a) corresponds to a single trajectory from
the ground truth library, with a root mean suare error (RMSE) of 4.53
pixels between them. The other trajectory of a person leaving the building
and entering it again, which appears as a loop in Figure 2 has two non-
overlapping matches in the ground truth, which are 70 frames apart. We
therefore split this trajectory into two segments corresponding to the two
ground truth trajectories, as shown in Figures 2(b) (leaving the building,
with a RMSE of 3.99), and 2(c) (entering the building, with a RMSE of
2.97).

4 Conclusions

We have proposed a method for automatically computing the trajectories
and velocity fields of multiple moving objects in a video sequence, us-
ing optical flow. The trajectories obtained were found to be close to the
ground truth, for a large set of activities occurring in the video sequences.
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images and (ii) the cylSIFT algorithm proposed. The extraction of 
features in the query images is always performed using the standard 
SIFT algorithm. The features extraction techniques and searching 
schemes are tested by performing queries on a database of 118 
paracatadioptric images. We use 451 query images for evaluating which 
vocabulary size and feature extraction method perform better for the 
task. The performance of retrieval is given by the percentage of cases 
where the correct database image is retrieved in first place (Top 1), in 
the Top 3 or in the Top 5 retrieved images. The visual vocabulary is 
built using a dataset of 10200 perspective images [7]. Finally, we choose 
the best retrieval method and we re-rank the top retrieved images using 
strong geometrical constraints within a RANSAC framework. 

3.1  Results and Discussion 
The results of the tests performed showed that the best retrieval results 
are obtained using a visual vocabulary of 106 visual words. Figure 3 
presents the retrieval results using this vocabulary. It can be seen that 
using CylSIFT for feature extraction in the database images gives the 
best retrieval results. Figure 4 shows the retrieval results of the 
searching scheme using CylSIFT after re-ranking of the top 5 and top 10 
retrieved images. This final re-ranking leads to a boost of the retrieval 
performance. Figure 5 shows examples of cases where there is retrieval 
of the correct database image. The main factors that affect the retrieval 
performance are: low number of matches between the query and the 
corresponding database image (Figure 6.(a)); perceptual aliasing – 
similar structures/scenes in the environment affect the recognition 
scheme by confusing it (Figure 6.(b)); and strong viewpoint and/or scale 
changes (Figure 6.(c)). 

Figure 3: Retrieval results using a vocabulary of 106 visual words with a 
scoring scheme based on GVP. As feature extraction algorithms for the 
database images, SIFT and CylSIFT are compared. 

 
 
 
 
 
 
 
 
 
 
 
Figure 4: Retrieval results of the searching scheme using CylSIFT. The 
red, blue and black curves show the percentage of cases with correct 
retrieval, percentage of cases where the correct database image was 
retrieved in the TOP 3, and in the TOP 5 of the retrieved images, 
respectively. Different methods are compared: the typical bag of visual 
words scoring system (where the spatial information of the features is 
not used), GVP and also GVP with re-ranking of the top 5 and top 10 
retrieved images. 

4 Conclusions 
In this paper we present a visual recognition system based on 

mixtures of perspectives and paracatadioptric images. The main 
challenge was the establishment of correspondences between a query 
image taken with a standard camera (described by the pin-hole model) 
and a database of paracatadioptric images. Therefore, we propose a new 

algorithm based on the SIFT framework to perform image matching in 
such hybrid systems scenarios. We apply this new feature algorithm in 
image retrieval system. The best results were obtained using the new 
concept of geometry-preserving visual phrases, showing that cylSIFT 
provides spatially consistent visual words. Additionally, to provide a 
more precise ranking of the retrieved images, a geometric consistency 
check was performed on the top-ranked images. This post-processing 
step gives a significant boost in the retrieval performance. 

 
Figure 5: Examples of queries where there is retrieval of the correct 
database image. 

Figure 6: Examples of queries where there is retrieval of the incorrect 
database image. 
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